
Author: Jiří Kalousek
Supervisor: Mauro Caporuscio
Examiner: Welf Löwe
Reader: Narges Khakpour
Semester: VT 2017
Course Code: 4DV50E
Subject: Computer Science

Master Thesis Project

Context-Aware P2P Network
Construction



Abstract

With growing number of devices connected to the network, there is a greater
need for use of Peer-to-Peer (P2P) networks and distributed P2P protocols.
Devices participating in the P2P network do not usually need to use any cen-
tral server that links up connections. It has many advantages but it needs to
use so-called overlay network that consists of protocols used for traffic routing
and decision making. Protocols used in today’s P2P networks are mostly not
considerate of particular participating nodes and all the nodes in the network
are usually equal. This can have negative impacts on network performance. In
order to avoid or reduce some unwanted negative impacts, it would be advanta-
geous if the overlay network could route traffic and make decisions according
to context information like battery levels or connection speeds. This work re-
views a few popular P2P overlay networks and based on that it introduces an
improvement of one of them – Chord. The structure of the improved version of
the Chord protocol called Context-Aware Chord is described. Then results of
evaluation are presented. With a use of the improved protocol, nodes can par-
ticipate longer in the network and throughput of lookup messages is improved.

Keywords: P2P overlay networks, context awareness, network topology, su-
perpeers, Chord protocol
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1 Introduction

The Internet has been initially developed as a network of connected hosts that ex-
change data among themselves. Nowadays, there are plenty of different services,
things, and resources which need to be connected to the Internet. We would like
them to interact with each other to offer us a specific service. As the number of
these instances increases, it transpires that the way of computing data in the net-
work needs to be changed. A term Future Internet has been introduced as a world-
wide environment connecting a large open-ended collection of heterogeneous and
autonomous resources (Things, Services, Contents) [1]. There are different models
of networks and different ways how the network can work. A model called Peer-to-
Peer (P2P) seems to be very promising for future development of the Internet and
for fulfilling requirements of Future Internet.

Since the first introduced P2P network in 1999, researchers came up with many
different network topologies and protocols. Each of them has different attributes
and is advantageous in different ways. Some of the P2P network topologies called
P2P overlay networks will be introduced and reviewed in this report.

As more and more various devices participate in the network it becomes more
important to take into account some attributes of devices, so-called context infor-
mation, and use them in order to improve topology structure and increase the ef-
fectiveness of communication. In this work, we focus on finding out a mechanism
that could improve an existing P2P overlay network so that the network would be
context-aware and would behave accordingly. For instance, your phone should not
participate in backbone communication when it has lower battery level or its con-
nection speed could limit the network performance.

1.1 Background and Motivations

The evolution of the Internet has been heading from initial simple data exchange
between client’s computer and server with some content towards communication
using a network of interconnected content resources, services, and things which can
dynamically enter and leave the network. The evolution can be also described as a
transition from “sharing” (Web 1.0) and “contributing” (Web 2.0) towards “contex-
tualizing” (Web 3.0) [1]. Because of this evolution, technological platforms have
to be adapted in order to offer new capabilities. Nowadays technological platforms
usually use so-called everything-as-a-service abstraction. For instance, these plat-
forms can be based on Cloud Computing or Fog Computing paradigm. Such a plat-
form enables particular applications to interact with each other and uses common
shared functionalities provided by the platform [2].

Cloud Computing (CC) is a model of Internet-based computing which uses
shared computers (servers) permanently connected to the Internet. These computers
provide processing on demand. Users can use provided data storages and different
services. Cloud Computing allows users to process their data in third-party data
centers that can be far from user’s location. Processing can be also distributed
across the whole cloud area. The important thing is that everything is computed
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on the server side and peripheral devices (users) just use the network. They can be
envisioned as simple portals into the cloud [2].

Fog Computing (FC) is a model of the platform which uses more distributed
computing infrastructure. Unlike the Cloud Computing model, in Fog Computing
the computation is performed closer to the end user. Processing power is split be-
tween permanent central servers and permanent servers on the edge of the network
where peripheral devices are placed as well. Storage and processing power is pro-
vided where it is needed [2].

For both models introduced above, we see that they are not developed for the
dynamic behavior of all elements in the network. These models rely on permanent
servers that have to be available so that the network could work properly. The
architecture is still based on the client-server paradigm. We can see that scalability,
mobility, and interoperability are weak or not supported [2].

Edge Computing is essentially an extension of CC and FC. The control and trust
decision are moved to the edge of the network. Within this new model, resources
have to be dynamic, independent, and autonomous. As a platform for Future In-
ternet applications, it has to be able to deal with real-world objects that can be
discovered, consumed, and lost at runtime [1]. A term Pure Edge Computing (PEC)
has been introduced in which P2P architecture is employed [2].

This new model should make the most of the participants in the network equal
and be able to enter or leave the network anywhere and at any time. It should also
support a good scalability, mobility, interoperability, dependability, and adaptabil-
ity. Scalability is natively supported since both the physical and logical models are
network-based. Mobility and interoperability are supported by the P2P architecture.
To improve dependability PEC should apply some principles from CC/FC in order
to be able to create super-peer nodes that act as central points of communication
and allow other functionalities. As the PEC paradigm uses P2P network, we need
to focus on the composition of topologies in P2P overlay networks.

P2P network is a model of interconnected nodes in which each of them can
behave as both a server and client. This model of decentralized communication
provides parallel computing environments, anonymous routing of network traffic,
distributed storage, massive media sharing, and other functions.

P2P overlay networks are built on top of the physical connectivity. They are vir-
tual self-organizing structures with high degree of decentralization. These overlay
networks can be divided into two groups – structured and unstructured. Structured
overlays have specific rules concerning the placement of nodes, quick and efficient
discovery service, but higher management overhead. In unstructured overlays there
are no rules, topology is unknown, and location of nodes is random [3].

Nowadays, there are several P2P overlay networks that are in use. These are for
example overlay networks for P2P file sharing (Gnutella, BitTorrent), P2P commu-
nication (Instant messaging, Voice-over-IP in Skype), networks using Distributed
Hash Tables (Chord, CAN, Kademlia), and others [4]. Different overlay networks
use different algorithms and have different features and attributes. They use various
methods for routing, computing timeouts, recovering from failures, etc. Methods
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and algorithms used in overlay networks mentioned above are well described in the
presentation from Alberto Montresor [4]. Later in Section 2, we describe a few of
structured and unstructured overlay networks.

In order to improve an existing overlay network, the network needs to be context-
aware. The importance of context-awareness in P2P networks is pointed out by a
survey on Internet of Things (IoT) whose results were published in IEEE Access
journal [5]. This work references to another work which defines context as follows:
“Context is any information that can be used to characterize the situation of an en-
tity. An entity is a person, place, piece of software, software service or object that is
considered relevant to the interaction between a user and an application, including
the user and application themselves” [6]. Context-awareness is then defined in this
way: “A system is context-aware if it uses context to provide relevant information
and/or services to the user, where relevancy depends on the user’s task” [6].

Types of context mostly relate to location, identity, activity, and time. Contex-
tualization in terms of P2P network overlays means awareness of information that
characterizes states of particular participants in the network. It can be information
about the position in the network, type of network interface, the processing power
of a particular device, power supply, activities being currently performed on that
device, etc.

The above-mentioned survey reviews a number of IoT solutions in the industry
marketplace from the context-aware computing perspective. Those solutions are
categorized, context-aware features are discussed, and several opportunities for fu-
ture research are identified. This survey is helpful for us to see which practices are
currently used in IoT sector. IoT necessarily needs to exploit context information
and we could take inspiration from what has already been done in this sector.

In order to motivate why we want to focus on P2P overlay networks and related
context-awareness, we should remind a few facts. We can see an increasing number
of devices connected to the Internet. Since there are more and more devices we
need to change the paradigm of using the Internet. Having a centralized system is
not convenient because in that case, we rely on one central point which is vulner-
able and may become a central point of failure. We do not want to have a central
point of failure, so we need to have control and resources decentralized. Better
scalability is also related to increasing number of resources in the network and P2P
networks seem to be promising in this respect. So we actually need to employ the
Edge Computing architecture because we would also like to have a network which
supports some level of dynamism. It means that resources can enter and leave the
network and the behavior of the network is not restricted. Especially in the Internet
of Things, we have a lot of devices that require this dynamism.

The main motivation for P2P computing is exploiting contextualization for bet-
ter network performance. We need to use context and personalize computing in
P2P networks as well as Web 3.0 uses context information in order to organize
all information and make them easily accessible and comprehensible for machines.
Contextualization concerns the ability to discover, understand, select, and correlate
resources of interest [1]. We need to be able to compare resources (nodes in the
network) so that we could adjust computation and routing in our P2P network upon
particular context-aware features. It results in awareness of which devices we have
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on the edge of the network. There might be computers or smartphones whose pro-
cessing power is not small and we could exploit this “dark matter” of the Internet
constituted by edge resources [4].

In [7] authors discuss usage of context-awareness in mobile P2P networks. They
propose an approach to exploit context-awareness. It allows P2P applications to
exploit information on the underlying network context to achieve better perfor-
mance and better group organization. Information about resource availability, bat-
tery power, relative distances, etc. can be used to improve the routing structures of
the P2P network. It could also reduce the routing overhead. They focus on aggre-
gation of nodes in P2P network in order to avoid problems with decentralized net-
works that are visible especially in unstructured overlay networks. For example, it
means to reduce the impact of flooding the entire P2P network with requests. More-
over, they mention a possibility of aggregation of content instead of end-system
addresses. For a proper way of aggregation of resources, context information has
to be acquired in a way which is understandable by the application layer. Clusters
of nodes would then be able to perform leader election in order to have one node
called Aggregation Point. In conclusion, they sum up their suggestions and they
finish with a plan to implement a prototype of the presented model in the future.

The ability to have awareness about states of participating nodes in a network is
very important especially for the Internet of Things where we can have, for exam-
ple, sensors with limited power resources and we do not want these devices to die
because of the network traffic caused by someone else. Context-aware P2P network
construction would be very advantageous concerning the effectiveness of network
usage.

State-of-the-art survey on P2P overlay networks [3] reviews different overlays
in P2P networks. It describes overlays that belong to the group of either structured
or unstructured ones. Then it discusses multi-layer and bio-inspired P2P overlay
networks. This review considers many aspects such as dynamicity, heterogeneity,
and mobility of pervasive environments with a use of P2P overlay networks. It also
assesses a performance of various features such as discovery service, reorganizing
of the overlay, dealing with communication overhead, etc. Range queries within
a P2P overlay network are discussed as well (it means, for example, queries that
request nodes whose remaining battery level is above a specified level). Such in-
formation about exploiting context could be very valuable for our work. It seems
that context information has been already used for various purposes but not for con-
struction of different network topologies. It is a shortcoming of overlay networks
that are used nowadays. The author also mentions that applications that operate on
P2P overlays in pervasive environments motivate for further research of overlay co-
operation. The conclusion of this state-of-the-art survey encourages to do research
in a domain that has great potential to grow.

In a survey and comparison of P2P overlay networks [8], there are some prob-
lems with structured and unstructured overlays mentioned. Structured overlays with
a support of Distributed Hash Tables have many advantages but one problem is the
lookup latency. For each overlay hop, a peer routes a message to the next peer that
can be located far away regarding the physical topology of the underlying network.
This can cause high network delay and unnecessary long-distance network traffic.
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The second problem is that peers are supposed to equally participate in hosting
published data objects or their information about the location. This could lead to
a bottleneck at low-capacity peers. Making use of context-awareness could help
here. We can also find advantages of unstructured overlays but the problem here
is with excessive network bandwidth consumption that could happen. Remote or
unpopular data object may not be found due to the limit of lookup horizon and also
the network may become overloaded because of flooding with requests. Methods
like peer aggregation with a use of context-awareness, as it was mentioned in [7],
could help.

To conclude this, we reviewed a number of literature resources and we pointed
out some shortcomings in existing solutions. We have not encountered any wide
usage of context-awareness in P2P overlay network topology constructions. Nowa-
days, no P2P overlay network is able to build its topology according to context
information and dynamically change it on demand when different requirements are
requested.

1.2 Problem Statement

For the Future Internet applications it is advantageous to employ P2P networks
and their overlays. In order to use network nodes effectively, we have to consider
properties like processing power, type of interface, power supply, etc. As we already
mentioned we can refer to these properties as context information.

We would like to build a P2P overlay network that satisfies a specific require-
ment. The requirement or goal can be, for example, to maximize throughput be-
tween nodes or save energy of devices. These two requirements were proposed
arbitrarily and are not based on any conclusion from the literature review since we
have not found any discussions regarding this. We considered them as interest-
ing and we thought the network behavior could be improved noticeably thanks to
them. So we need to have an algorithm that builds this kind of overlay network
and adjusts communication in the network according to current states of particular
participating nodes. Such an algorithm needs to have information about states of
particular nodes. There has to be a mechanism of notification of current states like
battery level, available processing power, and other attributes. For building a new
overlay network, we have to evaluate support for range queries in some of existing
P2P overlays. We should extend an existing P2P overlay in order to accomplish the
above-mentioned goal or similar.

When we find answers to research questions defined below, we will be able to
build a network that has awareness of states of participating nodes and uses them
effectively and in a desired way. The idea is also to change the goal (input require-
ment) temporarily at run time and to be able to self-adapt and drive the network
topology construction. For example, maximize performance for some time and
then go back to the save energy mode.
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RQ1 How to build a P2P overlay network that will adapt its topology
in order to fulfill given input requirements such as:

• Save energy

• Maximize throughput

RQ2 How to exploit contextualization to drive an overlay topology
construction?

1.3 Contributions

There is a review of several existing P2P overlay networks as the first contribution.
Then, before extending any existing algorithm, we improved the PeerSim imple-
mentation of Chord that we picked because we found a few errors. These were, for
example, errors in routing tables that were not updated correctly when a node joined
the network or errors in some methods that returned objects that were not supposed
to be returned. It usually resulted in many unreachable nodes in the network and
the simulation crashed very quickly.

The next important contribution is the extension of Chord we proposed. We
called it Context-Aware Chord and this extension of the base Chord protocol has
the ability to build the topology according to context information from participating
nodes. Within this work we considered two types of context information. The first
one is battery level and the second one is connection speed. The topology runs with
a specified input requirement. It is either to save energy or maximize throughput
(minimize delay of lookup messages). Context information is shared among all the
nodes in the network. An average is computed in a distributed way and spread to
the whole network. Then each node decides if it should participate as a superpeer
or just a peer. The strongest nodes typically constitute the backbone part of the
network like superpeers in the Chord ring.

Then we implemented the necessary code for the simulation in PeerSim by ex-
tending the base Chord implementation that we corrected first. We evaluated our
algorithm with the use of this. In the performed simulations, we simulated battery
levels of all participating nodes and also communication delays during a message
transfer. We performed simulations for each of the input given requirements sep-
arately. In the evaluation results, we can see that nodes could stay in the network
longer or lookup messages could be delivered faster thanks to the Context-Aware
Chord protocol. We observed the same trend even in a larger number of simulations.

Finally, we could answer the research questions. The final answer of the first
research question is following. A P2P overlay network that will adapt its topology
in order to fulfill given input requirements can be built with a use of superpeers
introduced into the Chord overlay network together with other rules covered by the
proposed Context-Aware Chord protocol. The answer for the second one is that we
can drive the overlay network topology using contextualization in the way we de-
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signed — superpeers share context information according to the input requirement,
they compute a threshold value that is important for superpeer’s election, and this
value is distributed to peers by exploiting ping messaging.

1.4 Target Group

This work could be interesting for researchers in the area of P2P overlay networks
and usage of context information in networking. Contributions of this work could
motivate someone to continue in further research. Some ideas proposed here could
also be applied in the development of other algorithms.

1.5 Report Structure

This thesis report reviews existing P2P overlay networks and algorithms in Section
2 together with some further improvements and recent research. Several algorithms
are described in a more detailed way so that a reader can understand the main ap-
proaches. It is also a good basis for further considerations during a new algorithm
development or extension of an existing one. Section 3 describes methods used in
order to achieve the goal of this work and the actual design of algorithm. Section 4
describes implementation of the simulation for PeerSim. Section 5 shows results of
evaluation of the algorithm that has been developed with several descriptions and
discussions. Section 6 mainly clarifies answers to the research questions, concludes
the work that has been done, and motivates for further research and development.
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2 Background

In this section, we aim to describe several algorithms in P2P networks that have
been already developed and used. This should help to understand them and create
awareness about what algorithms exist, what are their further improvements, and
which attributes they have.

Algorithms described below are used to build and handle a P2P overlay network
that is built on top of the physical connectivity. It is a virtual self-organizing struc-
ture with a high degree of decentralization. Overlay networks are divided into two
groups – structured and unstructured.

We will start with structured ones which have specific rules concerning the
placement of nodes, quick and efficient discovery service, but higher management
overhead. Algorithms in this group are mostly based on Distributed Hash Tables
(DHT). The most famous algorithms are Chord, Pastry, Tapestry, CAN, and Kadem-
lia. Since Chord, Pastry, and Tapestry use very similar approach, we decided to de-
scribe only Chord because of its simplicity as well as robustness. Therefore Chord
is also easier to adapt. Then we describe CAN because of its different approach
that could possibly have a contribution to our final evaluation. Finally, Kademlia
is described because it is a famous and widely used algorithm. Its idea was also
implemented in BitTorrent to improve it. Note that as "most famous" we mean
algorithms that are most discussed in scientific papers concerning survey on P2P
overlay networks.

In the second part of this section, we describe unstructured P2P algorithms like
Gnutella and BitTorrent to see how the algorithm can work with no specific rules
concerning the placement of nodes. Even though there is no management overhead,
flooding a network with messages does not always have to be advantageous. But
some ideas from this kind of algorithms could be a good contribution for a new
algorithm.

2.1 Chord

Chord is an algorithm for P2P networks that belongs to the category of structured
P2P overlays. It uses distributed hash tables (DHT) and consistent hashing to assign
keys to its peers. This hashing is designed to let peers enter and leave the network
with minimal disruption and it also tends to balance the load of the system. Each
peer should store approximately the same number of keys. Consistent hashing also
involves a relatively little movement of keys when nodes join and leave the system.
With a use of consistent hashing, Chord can achieve great scalability without in-
volving any hierarchy. Each Chord node needs routing information about only a
few other nodes. Chord distinguishes itself from many other P2P lookup protocols
by its simplicity, correctness, and performance. The Chord protocol is very similar
to Pastry although it differs in a few details. We chose to describe Chord as a first al-
gorithm using DHT because of its simplicity as well as correctness, robustness, and
good performance. Chord was originally developed at MIT and introduced in [9].
In a software, Chord provides a lookup(key) algorithm that returns the IP address of
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the node that is responsible for the key. Each node also notifies the application of
changes in the set of keys that the node is responsible for.

Consistent hashing employed in the Chord protocol was introduced in [10] and
is used in various services such as Amazon’s Dynamo [11]. The basic idea is that the
hashing algorithm hashes both objects and caches (machines where an object can
be stored) using the same hash function (or hash functions with the same ranges).
So then objects are mapped to intervals that are handled by particular caches. If
a cache is removed, then its interval is taken over by a cache with a neighboring
interval. Everything else remains unchanged. Figure 2.1 shows a circle which rep-
resents a range from 0 to 2n−1 where n is a number of bits of a hash code given by
a hash function. In the circle, we can see filled dots as caches and unfilled squares
as objects. These objects are always assigned to a cache that follows in the circle.
When the red cache leaves, the red objects are moved to the green cache. If another
cache is added, it will take objects that belong to its corresponding interval. Dis-
tribution of objects across the whole range will be roughly even thanks to random
identifiers produced by a hash function. This can be further improved if we create
virtual nodes which are replicas of caches in the circle.

Figure 2.1: Demonstration of consistent hashing before the red cache leaves (left)
and after it left (right)

In Chord each node and key are assigned with an m-bit identifier using a base
hash function such as SHA-1. Nowadays, the SHA-1 hash function is not consid-
ered to be secure and collisions-free since new collision search attacks were pre-
sented [12]. So any improved version such as SHA-2 should be used. A node’s
identifier is chosen by hashing the node’s IP address and a key identifier is pro-
duced by hashing the key. Keys are assigned to nodes as follows. Identifiers are
ordered in a circle that represents the range from 0 to 2m− 1. Key k is assigned to a
node with an identifier that is equal to or follows k in the identifiers range, assuming
clockwise direction. Such a node is then called the successor node of key k. It is
denoted by successor(k). We can see an example in Figure 2.2 where the successor
of identifier 1 is node 1, so the key 1 will be located at node 1. Similarly, key 2 will
be located at node 3, etc.

Thanks to consistent hashing, when a node n joins the network, the keys pre-
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viously assigned to n’s successor become assigned to n. Similarly, when a node n
leaves, all assigned keys are moved to n’s successor.

Server

Chord Chord Chord

File System

Block Store Block Store Block Store

Client Server

Figure 1: Structure of an example Chord-based distributed
storage system.

machine is only occasionally available, they can offer to store
others’ data while they are up, in return for having their data
stored elsewhere when they are down. The data’s name can
serve as a key to identify the (live) Chord node responsible
for storing the data item at any given time. Many of the
same issues arise as in the Cooperative Mirroring applica-
tion, though the focus here is on availability rather than load
balance.

Distributed Indexes to support Gnutella- or Napster-like keyword
search. A key in this application could be derived from the
desired keywords, while values could be lists of machines
offering documents with those keywords.

Large-Scale Combinatorial Search, such as code breaking. In
this case keys are candidate solutions to the problem (such as
cryptographic keys); Chord maps these keys to the machines
responsible for testing them as solutions.

Figure 1 shows a possible three-layered software structure for a
cooperative mirror system. The highest layer would provide a file-
like interface to users, including user-friendly naming and authenti-
cation. This “file system” layer might implement named directories
and files,mapping operations on them to lower-level block opera-
tions. The next layer, a “block storage” layer, would implement
the block operations. It would take care of storage, caching, and
replication of blocks. The block storage layer would use Chord to
identify the node responsible for storing a block, and then talk to
the block storage server on that node to read or write the block.

4. The Base Chord Protocol
The Chord protocol specifieshow to find the locations of keys,

how new nodes join the system, and how to recover from the failure
(or planned departure) of existing nodes. This section describes a
simplifiedversion of the protocol that does not handle concurrent
joins or failures. Section 5 describes enhancements to the base pro-
tocol to handle concurrent joins and failures.

4.1 Overview
At its heart, Chord provides fast distributed computation of a

hash function mapping keys to nodes responsible for them. It uses
consistent hashing [11, 13], which has several good properties.
With high probability the hash function balances load (all nodes
receive roughly the same number of keys). Also with high prob-
ability, when an � ��� node joins (or leaves) the network, only an������� ��� fraction of the keys are moved to a different location—
this is clearly the minimum necessary to maintain a balanced load.

0

6

1

2

3

4

5

6

7

1

2

successor(2) = 3

successor(6) = 0

successor(1) = 1

Figure 2: An identifiercircle consisting of the three nodes 0, 1,
and 3. In this example, key 1 is located at node 1, key 2 at node
3, and key 6 at node 0.

Chord improves the scalability of consistent hashing by avoid-
ing the requirement that every node know about every other node.
A Chord node needs only a small amount of “routing” informa-
tion about other nodes. Because this information is distributed, a
node resolves the hash function by communicating with a few other
nodes. In an � -node network, each node maintains information
only about

����� ��
 ��� other nodes, and a lookup requires
�����	��
 ��

messages.
Chord must update the routing information when a node joins or

leaves the network; a join or leave requires
�����	��
 � ��� messages.

4.2 Consistent Hashing
The consistent hash function assigns each node and key an � -bit

identifierusing a base hash function such as SHA-1 [9]. A node’s
identifier is chosen by hashing the node’s IP address, while a key
identifier is produced by hashing the key. We will use the term
“k ey” to refer to both the original key and its image under the hash
function, as the meaning will be clear from context. Similarly, the
term “node” will refer to both the node and its identifierunder the
hash function. The identifier length � must be large enough to
make the probability of two nodes or keys hashing to the same iden-
tifiernegligible.

Consistent hashing assigns keys to nodes as follows. Identifiers
are ordered in an identifiercircle modulo �
	 . Key � is assigned to
the firstnode whose identifieris equal to or follows (the identifier
of) � in the identifierspace. This node is called the successor node
of key � , denoted by successor

� ��� . If identifiersare represented as
a circle of numbers from � to �
	� �

, then ����������������� � � � is the
firstnode clockwise from � .

Figure 2 shows an identifiercircle with � ���
. The circle has

three nodes: 0, 1, and 3. The successor of identifier1 is node 1, so
key 1 would be located at node 1. Similarly, key 2 would be located
at node 3, and key 6 at node 0.

Consistent hashing is designed to let nodes enter and leave the
network with minimal disruption. To maintain the consistent hash-
ing mapping when a node � joins the network, certain keys previ-
ously assigned to � ’s successor now become assigned to � . When
node � leaves the network, all of its assigned keys are reassigned
to � ’s successor. No other changes in assignment of keys to nodes
need occur. In the example above, if a node were to join with iden-
tifier 7, it would capture the key with identifier 6 from the node
with identifier0.

The following results are proven in the papers that introduced
consistent hashing [11, 13]:

THEOREM 1. For any set of � nodes and � keys, with high
probability:

1. Each node is responsible for at most
��� �"! ��� � � keys

3

Figure 2.2: An identifier circle with three nodes and keys assigned to the nodes [9]

Each node in the system maintains a routing table with at most m entries. The
table is called finger table. The ith entry in the table of a node n leads to a first node
that succeeds n by at least 2i−1 on the circle. For example, in Figure 2.3 we can see
that the second entry in the finger table of the node 0 says that the interval starts
with identifier 2, but the successor node is a node with identifier 3. The interval
for the next entry starts with identifier 4 where the previous interval ends. A real
finger table entry includes both the Chord identifier and the IP address with the port
number of the relevant node. The finger pointers repeatedly double the distance
between a particular predecessor and successor and thus the distance to a target
identifier is halved in each hop. The number of nodes that must be contacted to find
a successor in an n-node network is O(log(n)).

0
1

2

3

4

5

6

7

finger[1].interval = 
[finger[1].start,

finger[2].start)

finger[2].interval = [finger[2].start, finger[3].start)

finger[3].interval = [finger[3].start, 1)

finger[1].start = 2

finger[2].start = 3
finger[3].start = 5

(a)

0

1    [1,2)     1
2 [2,4)  3
4      [4,0)  0

start   int.    succ.
finger table keys

6

1

2

3

4

5

6

7 2      [2,3)     3
3      [3,5)     3
5      [5,1)     0

start   int.    succ.
finger table keys

1

4      [4,5)     0
5      [5,7)     0
7      [7,3)     0

start   int.    succ.
finger table keys

2

(b)

Figure 3: (a) The fingerintervals associated with node 1. (b) Finger tables and key locations for a net with nodes 0, 1, and 3, and keys 1, 2, and 6.

THEOREM 2. With high probability (or under standard hard-
ness assumptions), the number of nodes that must be contacted to
finda successor in an � -node network is

����� ��
 ��� .

PROOF. Suppose that node � wishes to resolve a query for the
successor of � . Let � be the node that immediately precedes � . We
analyze the number of query steps to reach � .

Recall that if ���� � , then � forwards its query to the closest
predecessor of � in its fingertable. Suppose that node � is in the

� ���
fingerinterval of node � . Then since this interval is not empty, node
� will fingersome node � in this interval. The distance (number of
identifiers)between � and � is at least �

���
� . But � and � are both

in � ’s
� ���

fingerinterval, which means the distance between them is
at most �

���
� . This means � is closer to � than to � , or equivalently,

that the distance from � to � is at most half the distance from � to� .
If the distance between the node handling the query and the pre-

decessor � halves in each step, and is at most � 	 initially, then
within � steps the distance will be one, meaning we have arrived
at � .

In fact, as discussed above, we assume that node and key identi-
fiersare random. In this case, the number of forwardings necessary
will be

�����	��
 ��� with high probability. After
�	��
 � forwardings,

the distance between the current query node and the key � will be
reduced to at most � 	 � � . The expected number of node identi-
fiers landing in a range of this size is 1, and it is

�����	��
 �� with
high probability. Thus, even if the remaining steps advance by only
one node at a time, they will cross the entire remaining interval and
reach key � within another

�����	��
 ��� steps.

In the section reporting our experimental results (Section 6), we
will observe (and justify) that the average lookup time is �� �	��
 � .

4.4 Node Joins
In a dynamic network, nodes can join (and leave) at any time.

The main challenge in implementing these operations is preserving
the ability to locate every key in the network. To achieve this goal,
Chord needs to preserve two invariants:

1. Each node’s successor is correctly maintained.

2. For every key � , node ����� ����������� � ��� is responsible for � .

In order for lookups to be fast, it is also desirable for the finger
tables to be correct.

This section shows how to maintain these invariants when a sin-
gle node joins. We defer the discussion of multiple nodes joining
simultaneously to Section 5, which also discusses how to handle

// ask node � to find ��� ’s successor
�	� 
	�� ������������������������

� �� findpredecessor ��� �!� ;
return � � � successor;

// ask node � to find ��� ’s predecessor
�	� 
	�� "#������!�������������$�����

� � � � ;
while ��� �&%' �$� �)( � � � successor *$�

� �� � � � closest preceding finger �$����� ;
return � � ;

// return closest finger preceding ���
�	� ��+,�����!��- "#���!�����/.$�10 
	�102�!�!�$�����

for � �43 downto 5
if � finger 6 ��*�� node

' ��� ( �����7�
return finger 6 �$*�� node;

return � ;

Figure 4: The pseudocode to findthe successor node of an iden-
tifier

� �
. Remote procedure calls and variable lookups are pre-

ceded by the remote node.

a node failure. Before describing the join operation, we summa-
rize its performance (the proof of this theorem is in the companion
technical report [21]):

THEOREM 3. With high probability, any node joining or leav-
ing an � -node Chord network will use

�����	��
 � ��� messages to
re-establish the Chord routing invariants and finger tables.

To simplify the join and leave mechanisms, each node in Chord
maintains a predecessor pointer. A node’s predecessor pointer con-
tains the Chord identifierand IP address of the immediate predeces-
sor of that node, and can be used to walk counterclockwise around
the identifiercircle.

To preserve the invariants stated above, Chord must perform
three tasks when a node � joins the network:

1. Initialize the predecessor and fingersof node � .

2. Update the fingersand predecessors of existing nodes to re-
flect the addition of � .

3. Notify the higher layer software so that it can transfer state
(e.g. values) associated with keys that node � is now respon-
sible for.

We assume that the new node learns the identity of an existing
Chord node � � by some external mechanism. Node � uses � � to

5

Figure 2.3: Finger tables and key locations [9]

When nodes join and leave a dynamic network at any time, Chord needs to
ensure that each node’s successor is correctly maintained and that the node succes-
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sor(k) is responsible for every key k. To simplify the joining and leaving, each node
in Chord maintains a predecessor pointer. It means that each node has the Chord
identifier and IP address of the predecessor in the identifier circle. This could be
actually used to walk counter-clockwise around the circle. There are three tasks
that must be performed when a node n joins the network. The node n must initialize
its predecessor and fingers, update the predecessors and fingers of existing nodes,
and notify the higher layer software so that it could transfer state associated with
keys that node n is now responsible for. Node n can get its predecessor and fingers
by asking an arbitrary node n’ in the network. In order to reduce the time to fill
the finger table, a newly joined node n can ask an immediate neighbor for a copy
of its complete finger table and its predecessor. The node n then uses it as a help to
find the correct values for its finger table. Then other nodes in the network have to
update their finger tables. Node n will become the ith finger of node p if p precedes
n by at least 2i−1, and the ith finger of node p succeeds n. The first node, p, that can
meet these two conditions is the immediate predecessor of n − 2i−1. For a given
n, the algorithm starts with the ith finger of node n and continues to walk in the
counter-clockwise direction on the identifier circle until a node, whose ith finger
precedes n, is found.

The basic algorithm described above has to be extended a little bit because of
concurrent joins, leaves, or failures of nodes in the Chord network. There is a
stabilization protocol (stabilize) used to keep nodes’ successor pointers up to date.
Then correctness of lookups can be guaranteed. In case the fingers are inaccurate,
nodes have incorrect successor pointers or keys are not migrated yet to newly joined
nodes, a lookup request may be slower or may even fail. If this happens, the process
of lookup is repeated after a short pause when stabilization fixes successor pointers.
Stabilization routine is run by every node periodically. Newly joined nodes are also
noticed (notify) by the network in this way. When node n runs stabilize, it asks n’s
successor for the successor’s predecessor p, and decides whether p should be n’s
successor instead. Within the stabilize routine a successor of node n is also notified
about n’s existence. A successor has then a chance to change its predecessor to
n. Regarding the adjustment of fingers, fix_fingers routine must be run in order to
update finger tables. But even if finger tables are not updated immediately, lookup
requests can still reach a target in O(log(n)) hops.

Node’s departure is handled in a similar way as arrival. If a node fails, the system
must be re-stabilized. For this case, each Chord node n maintains a successor list
of its r nearest successors on the Chord ring. A modified version of the stabilize
routine is run and the node n replaces the present successor that failed with the
first live entry in successor list. As time passes, stabilize routine will correct finger
table entries and successor list entries pointing to the failed node. The successor list
mechanism also helps higher layer software to replicate data so the keys from the
node that failed are not lost.

The Chord protocol offers a powerful feature: given a key, it determines the
node responsible for storing the key’s value, and does so quite efficiently. Each
node maintains routing information about O(log(n)) other nodes, resolves lookup
via O(log(n)) messages to other nodes, and updates routing information in case of
node’s leaving and joining in O(log2(n)) messages.
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But the Chord protocol does not take into account that there might be mobile
devices with limited storage capacity, transmission data rate, and battery power.
Traffic generated by the shifting of objects can lead to severe problems when using
Chord. In [13], Hybrid Chord Protocol (HCP) has been introduced. It should solve
the problem of frequent joins and leaves of nodes. It does so by a grouping of shared
objects in interest groups with a use of information profiles that consist of a name of
a shared object, a description, keywords, the IP address of the host, and a timestamp.
Info profiles label all provided content in the network. HCP uses a concept similar
to an architectural framework called Context Spaces [14]. This framework allows
sharing of information among applications and context providers by creating and
maintaining context spaces as virtual containers of information of particular interest.
In HCP there are two types of nodes – static nodes and temporary nodes. This
avoids the traffic load that is caused by shifting object references. All content in the
network is available in nodes that have been elected as stable and reliable, therefore
static nodes. In [14] they are also called quasi-permanent nodes that form quasi-
permanent part of the HCP ring. They usually remain in the network for a longer
period of time, they have higher data rate connections to other static nodes and a
larger storage capacity. Each node in the network operates with successor-list as
in conventional Chord algorithm and also with static-successor-list. The query is
performed by hashing the given keywords and searching for info profiles in context
spaces stored at static nodes. When info profile is found, a responsible node can be
contacted. If it is a temporary node the query message is forwarded to its closest
static successor, which can then reply to the query.

An approach similar to one described above within the Hybrid Chord Protocol
is also suggested in [15] as the main improvement to Chord. It mainly proposes
assigning a special role to more stable nodes characterized by longer uptimes. The
motivation for such an approach originally comes from Gnutella analyses that the
longer the node is actively participating in the network, the higher is the probability
that the node remains in the network.

2.2 CAN

The Content Addressable Network is an infrastructure for building a P2P network
overlay that uses Distributed Hash Tables. But as [16] states, the applicability of
CAN is not limited only to P2P systems. The indexing system of CAN could also
be used in large-scale storage management systems. CAN was developed to be
scalable, fault tolerant, and self-organizing.

The architectural design is a virtual n-dimensional Cartesian coordinate space.
It is independent of the physical location of the network participants. Each key k
is mapped onto a point P in the coordinate space using a hash function. Points
in one zone are managed by a node that stores a piece of the entire hash table for
routing to neighboring nodes and manages a zone in the coordinate space. The
hash table of each node consists of a set of immediate neighbors. A node learns
and maintains IP addresses of those nodes that hold coordinate zones surrounding
its own zone. Every node uses the same hash function to apply the mapping and
then it can retrieve the corresponding value from the point P. Requests such as
insert, lookup, or delete are routed by intermediate CAN nodes towards the CAN
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node whose zone contains that particular key. A node routes a message towards its
destination by simply greedy forwarding to the neighbor with coordinates closest to
the destination coordinates. An example of the Cartesian coordinate space is shown
in Figure 2.4. Note that borders of this space are wrapped so the space is actually on
a n-torus. In this virtual coordinate space, nodes are self-organized into an overlay
network.

When a node wants to join the network, first it must find a node already in
the CAN. It randomly chooses a point P and sends a JOIN request towards the
node that manages this point in its area. Using the CAN routing mechanism, the
request is forwarded until it reaches the node in whose zone P lays. The current
node splits its zone into two halves. The first half is then handled by the original
node and the second half is handled by the new node. The split has a certain order.
For a 2-d space, a zone is first split along the X dimension, then the Y, and so on.
When a zone is split, the (key, value) pairs from the half zone to be handed over are
transferred to the new node. The new node learns the IP addresses of its neighbors
from the previous occupant. Then the neighboring nodes must be informed of the
reallocation of space. It is done by an update message which is followed by periodic
refreshes.

node B’s virtual coordinate zone

(0.5-1.0,0.0-0.5)(0-0.5,0-0.5)

(0-0.5,0.5-1.0)
(0.75-1.0,0.5-1.0)

1.0

0.0 1.0
0.0

A B

D E
C

(0.5-0.75,0.5-1.0)

Figure 1: Example 2-d space with 5 nodes
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Figure 3: Example 2-d space after node
7 joins

on the details of how this is done, but we use the same bootstrap
mechanism as YOID [4].

As in [4] we assume that a CAN has an associated DNS domain
name, and that this resolves to the IP address of one or more CAN
bootstrap nodes. A bootstrap node maintains a partial list of CAN
nodes it believes are currently in the system. Simple techniques to
keep this list reasonably current are described in [4].

To join a CAN, a new node looks up the CAN domain name in
DNS to retrieve a bootstrap node’s IP address. The bootstrap node
then supplies the IP addresses of several randomly chosen nodes
currently in the system.

Finding a Zone
The new node then randomly chooses a point P in the space and
sends a JOIN request destined for point P . This message is sent
into the CAN via any existing CAN node. Each CAN node then
uses the CAN routing mechanism to forward the message, until it
reaches the node in whose zone P lies.

This current occupant node then splits its zone in half and assigns
one half to the new node. The split is done by assuming a certain
ordering of the dimensions in deciding along which dimension a
zone is to be split, so that zones can be re-merged when nodes leave.
For a 2-d space a zone would first be split along the X dimension,
then the Y and so on. The (key, value) pairs from the half zone to
be handed over are also transfered to the new node.

Joining the Routing
Having obtained its zone, the new node learns the IP addresses of
its coordinate neighbor set from the previous occupant. This set is
a subset of the previous occupant’s neighbors, plus that occupant
itself. Similarly, the previous occupant updates its neighbor set to
eliminate those nodes that are no longer neighbors. Finally, both
the new and old nodes’ neighbors must be informed of this realloca-
tion of space. Every node in the system sends an immediate update
message, followed by periodic refreshes, with its currently assigned
zone to all its neighbors. These soft-state style updates ensure that
all of their neighbors will quickly learn about the change and will
update their own neighbor sets accordingly. Figures 2 and 3 show
an example of a new node (node 7) joining a 2-dimensional CAN.

The addition of a new node affects only a small number of ex-
isting nodes in a very small locality of the coordinate space. The
number of neighbors a node maintains depends only on the dimen-
sionality of the coordinate space and is independent of the total

number of nodes in the system. Thus, node insertion affects only
O(number of dimensions) existing nodes, which is important for
CANs with huge numbers of nodes.

2.3 Node departure, recovery and CAN main-
tenance

When nodes leave a CAN, we need to ensure that the zones they
occupied are taken over by the remaining nodes. The normal pro-
cedure for doing this is for a node to explicitly hand over its zone
and the associated (key,value) database to one of its neighbors. If
the zone of one of the neighbors can be merged with the departing
node’s zone to produce a valid single zone, then this is done. If
not, then the zone is handed to the neighbor whose current zone is
smallest, and that node will then temporarily handle both zones.

The CAN also needs to be robust to node or network failures,
where one or more nodes simply become unreachable. This is han-
dled through an immediate takeover algorithm that ensures one of
the failed node’s neighbors takes over the zone. However in this
case the (key,value) pairs held by the departing node are lost until
the state is refreshed by the holders of the data4.

Under normal conditions a node sends periodic update messages
to each of its neighbors giving its zone coordinates and a list of its
neighbors and their zone coordinates. The prolonged absence of an
update message from a neighbor signals its failure.

Once a node has decided that its neighbor has died it initiates
the takeover mechanism and starts a takeover timer running. Each
neighbor of the failed node will do this independently, with the
timer initialized in proportion to the volume of the node’s own
zone. When the timer expires, a node sends a TAKEOVER message
conveying its own zone volume to all of the failed node’s neighbors.

On receipt of a TAKEOVER message, a node cancels its own
timer if the zone volume in the message is smaller that its own zone
volume, or it replies with its own TAKEOVER message. In this way,
a neighboring node is efficiently chosen that is still alive and has a
small zone volume5.

Under certain failure scenarios involving the simultaneous fail-
ure of multiple adjacent nodes, it is possible that a node detects

4To prevent stale entries as well as to refresh lost entries, nodes
that insert (key,value) pairs into the CAN periodically refresh these
entries
5Additional metrics such as load or the quality of connectivity can
also be taken into account, but in the interests of simplicity we
won’t discuss these further here.
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Figure 2.4: Example 2-d space before node 7 joins and after it joins [16]

When a node wants to leave the network, it has to hand over its zone and the
associated (key, value) pairs. If the zone of one of the neighbors can be merged with
the departing node’s zone to produce a valid single zone, then this is done. Oth-
erwise, the zone is handed to the neighbor with the smallest zone. That node then
temporarily handles both zones. In the case of node’s failure, there is a mechanism
for an immediate takeover that ensures one of the failed node’s neighbors takes over
the zone. The (key, value) pairs are lost until the state is refreshed by the holders of
the data. Nodes that insert (key, value) pairs into the CAN periodically refresh these
entries. There are also periodic update messages between nodes with neighboring
zones. These messages contain zone coordinates and a list of nodes’ neighbors with
their zone coordinates. In case that some parts of the network become inconsistent
(i.e. takeover failed), there is a repair mechanism that is triggered. Then the node
that was responsible for the last takeover procedure performs an expanding ring
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search for any nodes residing beyond the failure region. As a result, it rebuilds a
sufficient neighbor state to initiate a takeover safely.

The above-described algorithm and mechanisms can be improved in various
ways as stated in [16]. The goal can be either reduction of latency of CAN routing or
reduction of path length in a number of hops. One solution is increasing the number
of dimensions of the CAN coordinate space. The routing path length is reduced as
well as path latency. A node has more neighbors and more potential next hop nodes.
Fault tolerance is also improved because a message can be routed in several possible
ways. Next solution is to create so-called realities. It means multiple independent
coordinate spaces with each node in the system being assigned to a different zone
in each coordinate space. Hash tables are then replicated on each reality so the
data availability is improved too. This solution also reduces the path length and
the overall CAN path latency. Further improvement can be done with reflecting
the underlying IP topology. In order to achieve this, each node has to measure the
response time of its neighbors. The nodes with better response time can be then
prioritized. The last improvement mentioned in [16] is introducing multiple nodes
to share the same zone. Each node then maintains a list of its peers in the same
zone and its neighbor list (nodes from adjacent zones). A zone is split into the half
when the number of nodes inside reaches a maximum. Experiments showed that
with all the above-mentioned improvements the attributes of CAN infrastructure
are enhanced.

2.3 Kademlia

Kademlia is an algorithm used for building a P2P network topology, managing a
distribution of data and searching. As well as previously described algorithms,
Kademlia uses a distributed hash table (DHT). In its pure version, it is totally de-
centralized and all nodes are equal. Kademlia has some similarities with Chord and
Pastry. However, it is usually considered to be better, for example, in lower latencies
and a smaller number of configuration messages. Kademlia combines a number of
desirable features from various algorithms. In following paragraphs we describe the
basis of this algorithm originally introduced in [15]. Then we add some information
about further improvements and implementations of Kademlia.

The algorithm is based on DHT and each node in the network is assigned with
a 160-bit ID that is a hash code produced by a hash function like SHA-1. The same
hash function is then used to produce hash codes for content in the network. Nodes
are placed in a binary tree with each node’s position determined by the shortest
unique prefix of its ID. Each node sees the binary tree as a group of subtrees that do
not contain the node. The highest subtree consists of the half of the binary tree. Next
subtrees are always the half of the remaining tree that does not contain the node. In
an example for the node 0011 in Figure 2.5, we can see subtrees with prefixes 1,
01, 000 and 0010. The Kademlia protocol ensures that each node knows about at
least one node from each of its subtrees. Thanks to this guarantee, each node can
locate any other. The location is done by successive querying of the nodes that are
closer and closer to a destination. To be more specific, the node that initiates lookup
operation first contacts a node from the subtree to which the target node should
belong. It receives either information about the target node (like IP address and
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UDP port) if that asked node has the target node in its routing table, or information
about other nodes that should be closer. Then the initial node continues in recursive
querying until it gets information about the target node. The querying is usually
parallel and asynchronous to avoid timeout delays of the failed nodes. Routes are
selected based on latency. The thing is that the algorithm can always choose one
node with the lower latency to forward a request to.

The distance between two identifiers in Kademlia is defined as their bitwise
exclusive or (XOR) interpreted as an integer. This metric is used for assigning (key,
value) pairs to particular nodes. Unlike Chord and other algorithms, assignment in
Kademlia is unambiguous because for each two different identifiers the distance is
always unique. XOR is also unidirectional which means that for any given point x
and distance δ > 0, there is exactly one point y with the distance δ = d(x, y). At
the same time XOR is also symmetric so d(x, y) = d(y, x). In Chord, we had to go
around the circle.
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Figure 2.5: Kademlia binary tree with highlighted subtrees for the node 0011 [15]

Let’s focus more on how the infrastructure for routing is designed in Kademlia.
Each node keeps 160 lists with nodes information in the form (IP address, UDP
port, Node ID). Each list at ith position stores nodes of distance between 2i and 2i+1

from itself. These lists are called k-buckets. Each list is kept sorted by time from
the least-recently seen node at the head to the most-recently seen node at the tail. A
list can grow up to size k, where k is a system parameter chosen such that any given
k nodes are unlikely to fail within an hour of each other. When a node receives a
message from another node, it updates the appropriate list for the sender’s node ID.
If the list is full, then the recipient pings the least-recently seen node from this list
to decide what to do. If it responds, it is moved to the tail of the list and the new
sender’s information is discarded. Otherwise, the non-responding node is evicted
and the new node is inserted at the tail. This solution is effective and prevents the
network from DoS attacks.

The Kademlia protocol has a set of so-called RPCs (Remote Procedure Call).
These are PING, STORE, FIND_NODE, and FIND_VALUE. The first one is used
to probe if a node is online. STORE instructs a node to store a (key, value) pair.
The participant that wants to store a (key, value) pair usually locates k closest nodes
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to the key and sends them STORE RPCs. So the data object is actually stored at
more nodes. The number of replicas is changing based on popularity of the content.
This improves availability of the data. To avoid over-caching, there is an expiration
time for each (key, value) pair. Each node also has to re-publish (key, value) pairs
to keep them alive. FIND_NODE sends an ID and a recipient returns information
about k nodes it knows about closest to the target ID. FIND_NODE returns the same
as FIND_NODE if the recipient does not store the value. If so, then it returns the
stored value.

When a node u wants to join the network, it must contact one already participat-
ing node w. Then u inserts w into the appropriate list and performs lookup for itself.
The node u informs others about itself and fills up its own lists of nodes for different
distances to other nodes in the network. When other close nodes know about the
newly incoming node, they move their (key, value) pairs if these are closer to the
new node.

Further improvements mentioned in [17] have been done on the basic Kademlia
algorithm in order to reach better performance and robustness. One improvement
is in division of the region through the IP prefix so that the nodes in the same phys-
ical area are more likely to be selected than others. This reduces network latency
and raises the routing speed. Another improvement is identifying delay among the
nodes. It can be used to judge which nodes are neighbors. Finally, an algorithm
called Kad-D improves the original Kademlia changing the constant k to a variable.
This variable says how many nodes are in one k-bucket and how many simultaneous
requests are sent when FIND_NODE or FIND_VALUE is performed. The value of
k is changing based on a number of hops, delays, and message overhead. It also
distinguishes different k’s for nodes transmission and values transmission.

2.4 Gnutella

The Gnutella protocol is a protocol for distributed search mainly used for file shar-
ing. Besides the decentralization, it also supports a traditional client-server search
paradigm. A Gnutella’s node is called servant because it performs tasks associated
with both clients and servers. Each node provides the client-side interface through
which users can perform queries, and at the same time it accepts queries from other
servants and responds with corresponding results. All the nodes are responsible
for managing the background traffic that spreads the information used to maintain
network integrity. Gnutella is considered to be fault-tolerant and resilient to peers
entering and leaving the system. However, since it belongs to unstructured overlays,
there are some negatives such as bad scalability and threat of unexpected loads on
the network. The protocol specification is very specifically described in [18]. The
more general description is then in [19] with some further improvements proposed.

The protocol consists of a few messages used for communication between nodes
in the network. The ping message is used to discover hosts on the network. When a
node receives a Ping message, it forwards it to its neighbors. A servant receiving a
Ping message is expected to respond with Pong message (so-called back-propagated
Pong message). A Pong message includes the address of the connected Gnutella ser-
vant and information about the amount of data it shares in the network. The Query
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message is meant for searching in the network. A servant receiving a Query mes-
sage compares a search string with its locally stored file names. Query messages are
broadcasted. If a match is found, a node responds with a QueryHit. This message is
back-propagated and provides the recipient with enough information necessary to
download a file. The last messages are Get and Push. These messages initiate direct
download/upload between two peers but data is never transferred over the Gnutella
network. Data transfer uses HTTP protocol.

When a node wants to join the network it firstly has to establish a connection
with another node currently on the network. It can open one or many connections
with other nodes. In Gnutella, nodes often join and leave, so the network connec-
tions are unreliable. Because of this fact, a node periodically pings its neighbors
to discover other participating nodes. Thanks to this, a disconnected node can also
always reconnect to the network. A servant receiving an incoming connection re-
quest may reject for a variety of reasons (exhausted slots, unsupported version of
the protocol, etc.). It is also important that each message contains fields called Time
to live (TTL) and Hops. TTL is the number of times the descriptor will be forwarded
by other servants before it is removed from the network. Each servant decrements
this number before forwarding it to another servant. Hops value is the number of
times the message was forwarded. The more specific description of the structure of
all messages and their fields is in [18].

In Figure 2.6 we can see an example of querying in Gnutella network. Firstly,
the query is sent to all neighbors. They check their own content and if there is no
match, the query is forwarded to all neighbors again. When there is a match, the
response is back-propagated in the same way as the query was forwarded. The peer
requesting the data initiates a direct download from the peer that is known at that
time.
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able, e.g., list of peers available from http://gnutellahosts. com.
Once connected to the network, peers send messages to inter-
act with each other. These messages are broadcasted (i.e. sent
to all peers with which the sender has open TCP connections),
or simply back-propagated (i.e., sent on a specific connection
on the reverse of the path taken by an initial, broadcast mes-
sage). First, each message has a randomly generated identifi-
er. Second, each peer keeps a short memory of the recently
routed messages, used to prevent re-broadcasting and to
implement back-propagation. Third, messages are flagged
with TTL and “hops passed” fields. The messages that are
allowed in the network are: 
• Group Membership (PING and PONG) Messages. A

peer joining the network initiates a broadcasted PING
message to announce its presence. The PING message is
then forwarded to its neighbors and initiates a back-
propagated PONG message, which contains information
about the peer, such as the IP address, number and size
of the data items. 

• Search (QUERY and QUERY RESPONSE) Messages.
QUERY contains a user specified search string that each
receiving peer matches against locally stored file names
and it is broadcast. QUERY RESPONSE messages are
backpropagated replies to QUERY messages and include
information necessary to download a file. 

• File Transfer (GET and PUSH) Messages. File down-
loads are performed directly between two peers using
these types of messages.
Therefore, to become a member of the network, a servent

(peer) has to open one or many connections with other peers
that are already in the network. With such a dynamic network
environment, to cope with the unreliability after joining the
network, a peer periodically PINGs its neighbors to discover
other participating peers. Peers decide where to connect in
the network based only on local information. Thus, the entire
application-level network has servents as its peers and open
TCP connections as its links, forming a dynamic, self-organiz-
ing network of independent entities.

The latest versions of Gnutella uses the notion of super-
peers or ultra-peers [11] (peers with better bandwidth connec-
tivity), to help improve the routing performance of the
network. However, it is still limited by the flooding mechanism
used for communications across ultra-peers. Moreover, the
ultra-peer approach makes a binary decision about a peer’s
capacity (ultra-peer or not) and to our knowledge, it has no
mechanism to dynamically adapt the ultra-peer-client topolo-

gies as the system evolves. Ultra-peers perform query process-
ing on behalf of their leaf peers. When a peer joins the net-
work as a leaf, it selects a number of ultra-peers, and then it
publishes its file list to those ultra-peers. A query for a leaf
peer is sent to an ultra-peer, which floods the query to its
ultra-peer neighbors up to a limited number of hops. Dynamic
querying [74] is a search technique whereby queries that
return fewer results are re-flooded deeper into the network.

Saroiu et al. [75] examined the bandwidth, latency, avail-
ability, and file sharing patterns of the peers in Gnutella and
Napster, and highlighted the existence of significant hetero-
geneity in both systems. Krishnamurthy et al. [76] propose a
cluster-based architecture for P2P systems (CAP), which uses
a network-aware clustering technique (based on a central
clustering server) to group peers into clusters. Each cluster
has one or more delegate peers that act as directory servers
for objects stored at peers within the same cluster. Chawathe
et al. [73] propose a model called Gia, by modifying Gnutel-
la’s algorithm to include flow control, dynamic topology
adaptation, one-hop replication, and careful attention to peer
heterogeneity. The simulation results suggest that these mod-

ifications provide three to five orders of magnitude improve-
ment in the total capacity of the system while retaining
significant robustness to failures. Thus, making a few simple
changes to Gnutella’s search operations would result in dra-
matic improvements in its scalability. 

FASTTRACK/KAZAA

FastTrack [65] P2P is a decentralized file-sharing system that
supports meta-data searching. Peers form a structured overlay
of super-peer architectures to make search more efficient, as
shown in Fig. 9. Super-peers are peers with high bandwidth,
disk space, and processing power, and have volunteered to be
elected to facilitate search by caching the meta-data. The ordi-
nary peers transmit the meta-data of the data files they are
sharing to the super-peers. All the queries are also forwarded
to the super-peer. Then, Gnutella-type broadcast-based search
is performed in a highly pruned overlay network of super-
peers. The P2P system can exist without any super-peer, but
this would result in worse query latency. However, this
approach still consumes bandwidth so as to maintain the index
at the super-peers on behalf of the peers that are connected.
The super-peers still use a broadcast protocol for search, and
the lookup queries are routed to peers and super-peers that
have no relevant information to the query. Both KaZaA [66]
and Crokster [77] are both FastTrack applications.

As mentioned, KaZaA is based on the proprietary Fast-
Track protocol which uses specially designated super-peers
that have higher bandwidth connectivity. Pointers to each
peer’s data are stored on an associated super-peer, and all
queries are routed to the super-peers. Although this approach
seems to offer better scaling properties than Gnutella, its
design has not been analyzed. There have been proposals to
incorporate this approach into the Gnutella network [11]. The
KaZaA peer-to-peer file sharing network client supports a
similar behavior, allowing powerful peers to opt-out of net-
work support roles that consume CPU and bandwidth.

KaZaA file transfer traffic consists of unencrypted HTTP
transfers; all transfers include KaZaA-specific HTTP headers
(e.g., X-KaZaA-IP). These headers make it simple to distin-
guish between KaZaA activity and other HTTP activity. The
KaZaA application has an auto-update feature, meaning a
running instance of KaZaA will periodically check for updated
versions of itself. If it is found, it downloads the new exe-
cutable over the KaZaA network.

A power-law topology, commonly found in many practical

n Figure 8. Gnutella utilizes a decentralized architecture docu-
ment location and retrieval.
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Figure 2.6: Example of querying in Gnutella network [8]

There has been published a lot of articles about further improvements of Gnutella
in various ways. Gnutella needs to be improved especially regarding its scalability.
One of the most interesting improvements proposed in [20] introduces ultrapeers.
These are nodes with higher resiliency and dependability which form something
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like a backbone part of the network. Ultrapeers maintain many leaf connections
from nodes that are not ultrapeers and belong to an ultrapeer’s scope. Ultrapeers
also maintain a small number of connections to other ultrapeers. Ultrapeers shield
leaf nodes from virtually all ping and query traffic. There are several possible ways
how ultrapeers communicate with leaf nodes. For example, ultrapeers periodically
send an indexing query to leaf nodes. Leaf nodes respond with a query reply naming
all shared files. Ultrapeers build an index of leaves’ contents. Ultrapeers then com-
municate on behalf of their leaf nodes. In other examples, leaf nodes inform the
ultrapeers about the content, or they can even participate in communication with
other ultrapeers. In the network like this, ultrapeers are usually elected based on
their uptime, operating system, bandwidth, etc. The ultrapeer’s election is described
in [20] more specifically.

Also in [21], authors come to an agreement that the ultrapeer approach is a step
in the right direction. They propose their own file sharing system that uses the idea
of ultrapeers in Gnutella. So the system, called Gia, is also unstructured and decen-
tralized. Gia replaces Gnutella’s flooding with random walks. It also recognizes the
implications of the overlay network’s topology while walking. Therefore it includes
a topology adaptation algorithm. Gia also introduces a token-based flow control al-
gorithm since the authors recognized the lack of flow control as a weakness in the
original Gnutella. These few modifications improved robustness and scalability of
the Gnutella network. In the article, the authors also discuss DHT-based systems
and compare it to the unstructured Gia file sharing system. They mention churn that
causes significant overhead in DHT-based systems. Basically, they say that their
Gnutella-based system is better than any DHT-based system when there are many
copies of a file in the system due to frequent requests. For files that are not so
famous, it is still possible to find them.

2.5 BitTorrent

BitTorrent [22] is a P2P protocol for file sharing that was designed by Bram Cohen
in April 2001. It became one of the most common protocols for transferring large
files, especially video and audio files. In November 2004, BitTorrent was respon-
sible for 35 % of all Internet traffic [23]. This successful P2P protocol belongs to
the group of unstructured P2P overlay networks, but originally it was not fully de-
centralized. BitTorrent uses a so-called tracker that gathers information about peers
in the network and manages users’ downloads. In later versions of BitTorrent, a
tracker is distributed using DHT.

The original architecture of BitTorrent consists of a central server (tracker) for
downloading torrent files and peers in the network that have information about each
other from a tracker. Visualization of the basic architecture is in Figure 2.7. A
.torrent file contains information about a file, its length, name, hashing information,
and an URL of a tracker. A tracker knows about all the peers that have the file
and helps peers to connect with one another for downloading and uploading. A
downloader that has the complete file is called a seed. A leech is a downloader that
is still downloading the file. A group of seeds and leeches that share one file is
called a swarm.
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Figure 2.7: Demonstration of the download in BitTorrent

During distribution over the network, a file is divided into segments called
pieces. Every piece is shared independently so once it is downloaded it can be
uploaded to other peers. Pieces are distributed non-sequentially and are rearranged
in the correct order by the BitTorrent Client. Each piece is protected by a crypto-
graphic hash contained in the torrent file, so data is prevented from accidental or
malicious modifications. Any distribution of a file starts with the creation of a .tor-
rent file that contains metadata about the files to be shared and about the tracker that
will be used for coordination of the file distribution. Peers that want to download the
file must first download the torrent file, then they connect to the specified tracker,
which informs about which other peers share the file, and finally, pieces of desired
files can be downloaded directly from other peers. More particular specification of
the protocol and the processes is in [24].

In a trackless system (version with a decentralized tracker) every peer acts as a
tracker. DHT protocol is used and it was firstly introduced in Azureus BitTorrent
client. DHT protocol specification for BitTorrent is described in [25]. The protocol
is based on Kademlia and is implemented over UDP, unlike BitTorrent protocol
that uses TCP connection. Each client (node) is assigned with a 160-bit ID. Nodes
maintain a routing table containing contact information for a small number of other
nodes. The routing table is more detailed for IDs closer to the node’s own ID.
In [25], the authors differentiate between nodes (when speaking about the DHT
protocol) and peers (when speaking about BitTorrent protocol). They describe the
basics how the algorithm works as follows.

When a node wants to find peers for a torrent, it uses the distance metric (XOR
as in Kademlia) to compare the infohash of the torrent with the IDs of the nodes
in its own routing table. It then contacts the nodes it knows about with IDs closest
to the infohash and asks them for the contact information of peers currently down-
loading the torrent. If the contacted node knows about peers for the torrent, the peer
contact information is returned with the response. Otherwise, the contacted node
must respond with the contact information of the nodes in its routing table that are
closest to the infohash of the torrent. The original node iteratively queries nodes
that are closer to the target infohash until it cannot find any closer nodes. After the
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search is exhausted, the client then inserts the peer contact information for itself
onto the responding nodes with IDs closest to the infohash of the torrent [25].

The return value for a query for peers includes an opaque value known as a
"token". For a node to announce that its controlling peer is downloading a torrent,
it must present the token received from the same queried node in a recent query
for peers. When a node attempts to "announce" a torrent, the queried node checks
the token against the querying node’s IP address. This is to prevent malicious hosts
from signing up other hosts for torrents. Since the token is merely returned by the
querying node to the same node it received the token from, the implementation is
not defined. Tokens must be accepted for a reasonable amount of time after they
have been distributed. The BitTorrent implementation uses the SHA-1 hash of the
IP address concatenated onto a secret that changes every five minutes and tokens up
to ten minutes old are accepted [25].

2.6 Conclusions

A lot of algorithms have been designed for building and managing P2P overlay
networks. We described a few of them in order to introduce a few approaches
how it works in different P2P networks. Structured algorithms like Chord, CAN,
and Kademlia are DHT based and can perform efficient request routing and lookup
between peers in the network. These algorithms are also quite resilient to frequent
peers join and leave. There is also guarantee that a key will always be found if it
exists. However, DHT-based systems have a few problems in terms of data object
lookup latency. Neighboring peers in an overlay network can be very far away from
each other regarding the physical topology of the underlying IP network. This can
also result in unnecessary long-distance network traffic. Another problem is that
all peers in the network usually participate equally. It can lead to a bottleneck at
low-capacity peers [8].

On the other hand, there are unstructured algorithms that are quite effective
in locating popular data object but have usually bad scalability, and flooding with
requests can lead to excessive network bandwidth consumption. Some unpopular
data objects may even not be found due to the limit of lookup horizon typically
imposed by TTL. One argument in favor of networks with unstructured algorithms
is that they are well-suited for mass-market file sharing. Fundamentally, it means
that queries for very famous content are much more efficient than in DHT-based
networks [8].

For all the mentioned algorithms there have already been attempts for improve-
ment of their properties. Researchers have tried different ideas how to improve
scalability, effectiveness, performance, robustness, etc. We mentioned some im-
provements for particular algorithms that have been proposed in various scientific
papers. In general, it seems to be a good approach to combine methods from the
both groups of algorithms. As a good example, it can be the DHT-based improve-
ment of BitTorrent. Another good approach seems to be a differentiation between
particular nodes in the network. It appeared to be advantageous to have a topology
with nodes of different level of importance – peers and superpeers. As mentioned
for CAN, increase in the number of dimensions could also be an improvement. In

20



other protocols, it could mean that peers handle more routing tables, each satisfying
a different goal. We will continue with considerations in Section 3 where we pick
approaches and methods that our algorithm will use.
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3 Method

In this section, we describe the scientific approach that was used to answer our
research questions and methods that are necessary for successful development and
evaluation of our algorithm. Then we also describe the way our algorithm came into
existence. In Section 2 we reviewed a number of algorithms and finished with some
general conclusions. Here we continue in a more specific way and we propose an
extension of one base algorithm.

3.1 Scientific Approach

In order to find answers to stated research questions, we had to do a literature review
and we had to inquire information about methods and algorithms for building over-
lay networks and exploiting context information that are currently known and used.
The selection of the algorithms was based on scientific papers (surveys) like [3] or
[8]. This included reading scientific papers and understanding different algorithms.
Multiple resources were analyzed and information from them was collected. In
other words, we could say we actually picked qualitative research method. We col-
lected, categorized, and compared information about various algorithms and from
various sources. Then we wanted to pick one algorithm that should have been stud-
ied in more detail in order to be able to extend it. Within a next scientific strategy,
we performed some experiments in order to assess the algorithm we designed.

3.2 Method Description

In the first stage, we performed literature review which resulted is the content of
Section 2. There we mentioned that we divided reviewing of algorithms into two
groups based on their structure – structured and unstructured. Then we decided
to review a few algorithms that are most popular or most mentioned in scientific
papers. We anticipated that this procedure will give us knowledge and awareness of
the most typical algorithms that have been developed.

We considered a few criteria for choosing a proper base algorithm and then
we used them to investigate the existing algorithms to choose a promising one. The
base algorithm was extended to consider context information and to be able to adapt
the topology accordingly.

For validation of proposed algorithm and its ideas, we used PeerSim simula-
tion tool [26]. There are some implementations of algorithms available on the of-
ficial website of PeerSim. This was used as a starting point in the process of our
implementation. Thanks to this simulation tool we were able to perform some ex-
periments validating our algorithm. These experiments were set up according to
research questions and the requirements our algorithm should satisfy.

In the case of the requirement to save energy, we observed battery levels of
nodes in the network and evaluated some attributes such as average battery level,
the number of nodes that can stay in the network, number of failures due to low
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battery level, average hop count, etc. The same observation and assessment were
done for both our algorithm and the algorithm that is most related to the one we
developed. In the case of the requirement to maximize throughput, we had a similar
procedure with similarly observed attributes. Instead of battery level we wanted
to observe connection speeds (delays at network adapters). Also, regarding the
method used, we performed one experiment with the same random events for both
algorithms. After that, we performed a number of independent experiments and we
did a statistical evaluation to see the correctness of the single simulation experiment.
At the end, we provided appropriate graphs comparing the two algorithms. Some
discussion and conclusion are stated in later sections.

3.3 The Base Algorithm Selection

We took into account several aspects that are important for answering the research
questions and we made several decisions based on knowledge gained during the
literature review. Our topology should be considerate of weaker devices or bot-
tlenecks in the network. That means we cannot afford any algorithm that would
burden weaker parts of the network with high communication traffic. So we would
like to avoid the algorithms based on flooding with messages. At the same time, our
topology needs to be fully distributed so we cannot use any central point of failure
like BitTorrent’s tracker. We drew the conclusion that we should use an algorithm
from the category of structured P2P overlay networks.

The decision that was made is to choose Chord algorithm because it is very
effective in routing as well as it is robust. This algorithm tends to balance the load
on the whole system. When nodes join or leave, there is just a little movement of
associated keys. Each node maintains routing information only about O(log(n))
other nodes and it has a good performance if the information is up to date [8].
Chord also seems to be relatively simple and so, we hope, easy to understand and
extend. There have been some attempts to improve Chord such as Hybrid Chord
Protocol (HCP) [13]. But those improvements do not focus on the issue we aim
to resolve. HCP only improves robustness and availability using so-called context
spaces. But HCP actually gave us an inspiration for introducing peer-superpeer
approach. Unfortunately, documentation of HCP [13] does not describe how peer-
superpeer management works in particular.

So we believe that the right vision is to have a topology based on Chord algo-
rithm. The topology should consist of superpeers that participate in the Chord ring
and use the standard Chord protocol. We can envision this ring of superpeers as
something like a backbone of the network. Peers are nodes connected to superpeers
with single links and such nodes are typically considered to be weaker participants
regarding either battery level or connection speed or other context information. In
the following subsection, we formulate more details.

3.4 Algorithm Design

We called this algorithm Context-Aware Chord and it is an extended version of orig-
inal Chord. Context-Aware Chord introduces two levels of hierarchy and divides a
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group of nodes into two groups – superpeers and peers. The division is based on
context information such as power supply or connection speed. Superpeers are sup-
posed to be strong enough to manage the main part of communication traffic in the
network. Thanks to superpeers bearing the load of communication traffic, the peers
that are considered to be weaker can better and longer participate in the network.

General structure

All nodes in the network are assigned with a Chord ID. Each node can handle a
successor list, a link to predecessor and a finger table as it is in the original Chord.
The extension is that each node also handles a so-called hook table. This table
contains nodes that are directly connected and should be preferred to the successor
list and the finger table when a node is looking for a next target to which forward a
message. If a node is a superpeer, then its hook table contains peers connected to it.
In a case of a peer, the hook table consists of only one entry which is the superpeer
responsible for this peer. Each peer has no information about the rest of the network
so its successor list and finger table are empty.

When the network overlay starts its run, each node knows the protocol and de-
cides about itself if it is a superpeer or a peer. This initial decision is based on

Figure 3.8: Finger tables and Hook tables in Context-Aware Chord
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the default value provided by the protocol. Protocol knows the input requirement
from the beginning so it knows how to operate the network overlay. Superpeers
participate in the Chord ring that uses the original Chord algorithm so they have to
manage the successor list and the finger table accordingly. Peers are connected to
the closest superpeers according to Chord ID. When a peer looks for its superpeer,
it uses the same procedure as a superpeer that looks for the closest successor of a
given Chord ID. So peers look for their closest successor according to Chord ID
which is a superpeer at the same time. A peer notifies the closest superpeer so that
it adds an entry to its hook table. The network overlay is formed and the main part
of communication takes place in the Chord ring. You can see the organization of
nodes in the network overlay in Figure 3.8. We created the visualization in the same
way as [9].

Node’s joining and leaving

When a new node wants to join the network, it contacts a random superpeer
and finds out the rule for deciding if it is a peer or a superpeer. In case it decides
it is a peer, it performs a lookup for a superpeer to connect to. If the decision is
that it is a superpeer, then it follows the standard Chord protocol and initializes its
successor list and finger table. It also notifies the preceding superpeer that some of
its peers could be transferred to this new one. Then all the peers of the predecessor
are just notified to perform a lookup for the closest superpeer. See the pseudocodes
in Figures 3.9, 3.10, and 3.11 that were extended from [9].

When a peer leaves the network, its responsible superpeer just simply removes
one entry from the hook table when it finds out that the peer is down. If it is a
superpeer that leaves the network, then other superpeers fix their tables according
to the Chord protocol and peers that were connected to the superpeer must find
a new superpeer to connect to when they find it out. They do so thanks to ping
messages that are periodically sent to their superpeers.

Change of roles

When a superpeer finds out that it cannot participate in the network any longer as
a superpeer (context information has changed and, for example, its level of the bat-
tery is under a specified threshold), a procedure of changing its role to a peer starts.
Firstly, the superpeer sends Chord ID of its first successor to all its peers. They
change their hook table entry. Secondly, this superpeer notifies the first successor
and sends the list of new peers that have to be transferred. Finally, the superpeer
connects to its first successor as a peer and erases all entries in successor list, finger
table, and hook table leaving only one entry – a link to its superpeer.

When a peer finds out that context information has changed and it is allowed to
participate in the Chord ring, a procedure of changing its role to a superpeer starts.
It actually joins the Chord ring in the same way as if it was a new node joining the
network. It follows the standard Chord protocol and then it sends a notification to
its successor that some peers could be transferred under its scope. The successor
just notifies its peers and they ask the network for their closest successor. Then all
hook tables are adjusted accordingly.
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//ask node n to find id’s successor
n.find_successor(id)
n′ = find_predecessor(id);
return n′.successor;

//ask node n to find a target for a message forwarding
n.find_next_target(id)

if(superpeer == false)
return hook[1].node;

for i = 1 to hooksCount
if(hook[i].node.id == id)

return hook[i].node;
n′ = find_predecessor(id);
return n′.successor;

//ask node n to find id’s predecessor
n.find_predecessor(id)
n′ = n;
while (id /∈ (n′, n′.successor))
n′ = n′.closest_preceding_finger(id);

return n′;

//return closest finger preceding id
n.closest_preceding_finger(id)

for i = m downto 1
if(finger[i].node ∈ (n, id))

return finger[i].node;
return n;

Figure 3.9: The pseudocode to find the successor node of an identifier id [9] with
an extension of looking for the next target for message forwarding. The hook table
needs to be checked first in order to find a possible peer node.

Context information sharing

Next issue that needs to be explained is how the network manages contextual
information and how the threshold value is calculated and spread across the net-
work. The threshold value (THL) is an important parameter that is relevant for
node’s behavior and position in the network overlay. The THL value has to be up-
dated periodically because the context information changes in time and the network
overlay still needs to have the backbone part which is the Chord ring. In order to
introduce this dynamism into our system, we proposed to have something like a
circular messaging.

The first superpeer in the Chord ring (whose predecessor has higher Chord ID)
is responsible for periodical sending of a special message that contains its Chord ID,
hop counter, and two data fields. The first one is for storing the sum of a distinctive
context variable (sum value) and the second one for storing the current update (up-
date value). It works in the following way. A superpeer receives a collect message,
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#define successor finger[1].node

//node n joins the network
//n’ is an arbitrary node in the network
n.join(n′)

if(n′)
thl = n′.thl;
if(context_value > thl) //the new node will be a superpeer
superpeer = true;
init_finger_table(n′);
init_hook_table();
update_others();
//move keys in (predecessor,n] from successor

else
superpeer = false;
hook[1].node = n′.f ind_successor(n.id);
hook[1].node.add_hook(n);
//move appropriate keys from superpeer

else //n is the only node in the network
for i = 1 to m
finger[i].node = n;

predecessor = n;

//initialize finger table of local node
//n’ is an arbitrary node already in the network
n.init_finger_table(n′)
finger[1].node = n′.f ind_successor(finger[1].start);
predecessor = successor.predecessor;
successor.predecessor = n;
for i = 1 to m− 1

if(finger[i+ 1].start ∈ [n, finger[i].node))
finger[i+ 1].node = finger[i].node;

else
finger[i+ 1].node = n′.f ind_successor(finger[i+ 1].start);

//initialize hook table of local node
//update hook table of successor with corresponding peers
n.init_hook_table()

for i = 1 to successor.hooksCount
if(successor.hook[i].id ∈ (successor.predecessor, n))
add_hook(successor.hook[i].node);
successor.hook[i].node.hook[1].node = n; //peer gets new superpeer
successor.hook[i].remove();

Figure 3.10: Pseudocode for the node join operation [9] with extension of decision
making about node’s role.
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//checks if the context information complies with role
//thl value is periodically updated and shared within the network
n.check_role()

if(superpeer == true && context_value ≤ thl)
change_role();

if(superpeer == false && context_value > thl)
change_role();

//change role of the node
n.change_role()

if(superpeer == true) //change to peer
hook[1].node = finger[1].node;
finger[1].node.add_hook(n);
update_others();
//erase all the other routing info

else //change to superpeer
join(hook[1].node);
hook[1].remove();

Figure 3.11: The pseudocode for changing of roles

extracts the sum value, and adds its own context characteristic value. Then it also
extracts the update value for updating THL, increments hop counter, and sends the
message to its successor. When the message is delivered to the first superpeer, a
new update value is calculated and a new collect message can be sent. The update
value is typically the average of battery levels or connection speeds, etc. The in-
spiration for this proposal came from the Interbus system [27] used in industry for
communication in distributed networks of sensors and actuators. This system uses a
so-called summation frame method that uses only one protocol frame for messages
from all the devices. We assumed that sending of such circular messages will not
have any distinct effect on network overlay performance in comparison with other
overhead communication generated by the original Chord protocol.

Finally, updated THL information has to be delivered to peers as well. Since
peers send ping messages to their superpeers and they expect response, we pro-
posed to exploit this messaging for spreading the THL value. In each pong message
(response to ping message) there is additional information about the current THL
value. When a peer receives a pong message, it updates its THL.

3.5 Reliability and Validity

In our case, reliability [28] is bound to the implementation of the algorithm used in
PeerSim tool. Since we used one existing implementation from [26] and extended
it, the reliability of the final assessment should be maximized because we actually
compared results generated with the original implementation and with an extended
implementation. Conditions of simulations were defined with a configuration file
that was mostly the same for both algorithms.
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With regard to construct validity [29], we can remind what we mean with par-
ticular requirements (goals) that our context-aware P2P network should satisfy. The
requirement to save energy means that we want the algorithm to manage the net-
work according to power supply context information. Our algorithm fulfills the
requirement if the decrease on battery level average is slower than for the algorithm
we extended or that more nodes can participate longer in the network. For the re-
quirement to maximize throughput, we wanted to maximize the average connection
speeds of the nodes participating in a single communication path. For simulations,
it actually means to minimize delay of lookup message transfer. If lookup messages
are delivered in a shorter period of time, the requirement is fulfilled.

Internal validity [29] means if the results and conclusions follow the collected
data. Since we used a simulator that is supposed to give predictable values and
we assumed that the simulator works properly, we say the internal validity is good.
There is nothing else that could influence the results from internal validity point of
view. The environment, where we perform simulations, is fully controlled.

Ensuring external validity [29] is much more difficult and we were not able to
discuss it. Presumably, we could get different results in different environments and
with different implementations. We performed only a simulation and not any testing
in a real network environment.

3.6 Conclusions

We described our extension of the Chord algorithm that should be able to build and
handle an overlay network that is context-aware and should satisfy a given input
requirement. For the requirement to save energy, we consider the battery level as a
distinctive context variable. For the requirement to maximize throughput, it is in-
formation about the delay caused by the network adapter. The proposed mechanism
is easily extensible with more variables. For simulation purpose, we will stay with
only one. In the next section, we continue with implementation description of the
Chord protocol and our Context-Aware Chord protocol for PeerSim.
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4 Implementation

4.1 PeerSim Simulator

PeerSim is a P2P simulator developed with extreme scalability and support for dy-
namicity which is typical for P2P networks. It is written in Java and it is composed
of two simulation engines, a simplified (cycle-based) one and and event driven one.
The simulator is extendable and has a flexible configuration mechanism. It uses
a configuration file (like the one in Appendix A) in order to set up the simulation
process and specify which classes of the simulator should be used.

Every block is easily replaceable by another one implementing the same inter-
face. That is how a new protocol can be implemented and simulated. The general
idea of the simulation is to specify a network size, choose protocols to experiment
with, initialize the protocols, choose control objects to monitor important proper-
ties of the network during the simulation, and run the core of the simulator with the
configuration file that contains the above information. More detailed information
can be found in [30] and [31].

4.2 Chord Implementation in PeerSim

Since the developed algorithm is based on Chord protocol and it uses Chord’s func-
tionalities, firstly, it was necessary to have fully working Chord protocol implemen-
tation. The PeerSim website [26] offers existing implementations of various algo-
rithms including Chord. This implementation was a lab assignment for Distributed
Systems course at the University of Trento created by Andrea Presa.

Unfortunately, after some time of working with the implementation we found
out that it does not work reliably and we had to start thorough testing of the imple-
mentation. We should have done this at the very beginning. By the time of testing
we were quite well oriented in the code so we decided to start correcting the mis-
takes. Finally, it led to larger interventions in the original code because it came out
it had not been working according to original Chord specification [9]. Further, in
this section, we describe and work with the corrected Chord implementation. In
Figure 4.12 there is a class diagram with a focus on the most important classes and
methods and the connection with the main PeerSim classes.

In order to be able to perform a simulation with PeerSim, there has to be a
configuration file which initializes and sets up the simulation. In short, there can
be general configuration items, the configuration of protocols, initializers, and con-
trollers. An example of the configuration file for one simulation of Context-Aware
Chord is shown in Appendix A. In Figure 4.12 we can see protocols regarding the
Chord communication and transport layer (ChordProtocol, Transport), one initial-
izer that creates a network (CreateNw), and controllers that create events like a
generation of a message (TrafficGenerator) or joining/leaving of a node (Dynamic-
Network). All the network is placed in static class Network. There is a set of other
PeerSim classes that actually run a simulation which means they run the initializers
and controllers according to the configuration file. A detailed description of how
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Figure 4.12: Class diagram of Chord implementation in connection to some of other
PeerSim classes

PeerSim simulation works is out of the scope of this document, but it was studied
from several tutorials like [31] or [30].

As it was mentioned above, the original implementation of Chord simulation
did not work properly and the code had to be repaired. We started with a printing of
routing tables in files and observations. Then many procedures had to be changed.
In one example, successor tables and finger tables of other nodes were not updated
at all when a node joined or left the network. Some nodes were not reachable in
the network and the simulation usually crashed. In another example, the method
find_successor() actually returned a successor only when it was a direct successor,
otherwise, it returned a predecessor. It would be okay when looking for the next
target for message forwarding, but it caused problems when finger tables had to be
refreshed. As seen in Figure 3.9, we created a new method find_next_target() so
now the usage of the methods is unambiguous just from the method’s name. Many
other corrections were made as well. The implementation that we used also does
not have any documentation of the code, so it was quite difficult to understand it.

Finally, after some effort given to corrections of the code, the algorithm im-
plementation was working according to the Chord specification [9]. The code was
ready to be extended in order to simulate the Context-Aware Chord protocol.
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4.3 Context-Aware Chord Implementation in PeerSim

For the implementation of the Context-Aware Chord protocol, we used the code
from the implementation of the Chord protocol instead of creating a new one built
independently on top of the original one. The reason is that our ideas cannot be
separated from the original ideas of the Chord protocol, so we had to work with its
code. Also, there is a need for simulation of both algorithms in order to compare
them and evaluate the new one. For example, even when the Chord protocol is used,
there has to be a mechanism of decreasing battery levels at participating nodes.
Decreasing of battery levels had to be introduced in all the procedures that would
consume some energy in reality. So even when a successor table or a finger table is
updated, some energy has to be consumed from a battery.

Figure 4.13: Class diagram of Context-Aware Chord extension (part 1)

In Figure 4.13, there is the first part of class diagrams of the extension that was
done on the Chord code. It shows how the original code was extended and which
classes were newly created. Each Node and subsequent CAChordNode has access
to protocols which are two in this case. The purpose of CACTransport is only that
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before sending a message, the TTL value must be decreased. The class CAChord-
Protocol is the core class of the Context-Aware Chord algorithm. It was exten-
sively extended from ChordProtocol so that it allows a creation of peer-superpeer
topology that is self-organizing. It works according to our specification of Context-
Aware Chord. We can see that CAChordProtocol holds information about given
input requirement in class that implements InputRequirement. It can be SaveEn-
ergy or MinimizeDelay. If an instance of this type is declared, then the topology
is driven accordingly. If not, then the overlay network works according to standard
Chord protocol. Regarding the messaging enabled in Context-Aware Chord, we can
see the connection of protocol class with the CAChordMessage abstract class. This
abstraction is implemented by PingPongMessage and CollectMessage, which can
be seen in Figure 4.13. The first message type is used for communication between a
peer and its superpeer. The second type ensures collection and distribution of con-
text information among superpeer nodes. Finally, we can see that each Chord node
owns one power supply (PowerSupply) and one network adapter (NetworkAdapter).

In Figure 4.13 there are some controller classes that help driving the topology
with sending system messages. These are AvgCollector and PingSender. The class
GraphicTopologyObserver and related classes are used to export data about the
topology in each specified cycle of the simulation. So then we can observe how
the overlay network looks like and evolves during a simulation. Exported data are
graph files (.gml) and routing tables of particular nodes in spreadsheet files (.csv).
For viewing graphs, we used yEd Graph Editor [32], and for viewing routing tables
it was a spreadsheet editor like Excel. It helped a lot during correction of the origi-
nal implementation and also during debugging of our code. An example of how the
topology can look like with a use of yEd editor is in Figure 5.15 and Figure 5.16.

As we have already mentioned, the PeerSim simulator needs to load a configu-
ration file that specifies some attributes of required simulation procedure, protocols,
initializers, and controllers. In order to simulate the behavior of Context-Aware
Chord, we had to create a configuration file that sets up the simulation. An example
of such a configuration file is included as Appendix A.

In our case we also created more controller classes similar to the one that ob-
serves the topology. These classes can generate and export data to a spreadsheet for
later evaluations. This is important for the next section where we assess the results
of simulations.
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Figure 4.14: Class diagram of Context-Aware Chord extension (part 2)
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5 Evaluation

In this section, we aim to describe simulations that were performed and their results.
Two simulations were set up in order to validate the Context-Aware Chord protocol.
The first one is for the Save energy input requirement and the second one is for the
requirement to maximize throughput. Simulations were always performed for both
the Chord protocol and the Context-Aware Chord protocol. We always compare the
new protocol against the original base one.

Figure 5.15: Illustration of Chord topology with 50 nodes

Figure 5.16: Illustration of Context-Aware Chord topology with 50 nodes
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5.1 Requirement to Save Energy

The key context information used in order to fulfill the requirement to save energy
is the battery level of participating nodes. We set up an experiment where at least
90 % of nodes have batteries and the rest can have a permanent power supply. Each
node’s battery is assigned with random battery level and health. Battery level is a
number between 10 % and 100 %. Health is a number in the range from 0.1 to
1 and it expresses how fast will the decrease of the battery level be. It is because
in real life, batteries also have different parameters and age. The health of value 1
is the worst possible and decrease of the battery level will be the fastest possible in
that case. Battery level is decreased when any change of routing tables occurs at
a particular node or when any message is transmitted. It states for both simulated
algorithms. Source and destination nodes for messages are generated randomly.
Once the simulation runs, no other dynamism is introduced like external joining or
leaving of nodes. Nodes only change their roles and leave when their batteries are
dead.

Firstly, we show results of one simulation performed with the same conditions
for both algorithms. It means that for both simulations the same random events
(numbers) were generated by PeerSim. More parameters are shown in Table 5.1.
These parameters are mostly set up by a configuration file.

In Figure 5.17 we can see how the average of battery levels was evolving during
the simulation. The two algorithms are to be compared at this stage regarding the
total energy saved or consumed in the network. We see that with a use of Context-
Aware Chord, some energy was saved, although there is no big difference. This
was expected and the reason is that each node’s change of the role consumes some
energy likewise because a lot of changes in routing tables have to be done.

Table 5.1: Parameters of simulation for evaluation of the requirement to save energy

Initial network size [nodes] 100

Simulation time [UT] 2× 106

ChordID length [bits] 31

Size of successor list [entries] 6

Ping message rate [UT] 104

Collect message rate [UT] 105

Lookup message generation rate [UT] 10

Message TTL (Time To Live) [hops] 10

Default threshold (THL) of battery level [%] 75

THL distance from computed battery average [%] 20

Hysteresis applied during decision about roles [%] ±10
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Figure 5.17: Graph of the battery level average in evaluation of the requirement to
save energy (single simulation)
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Figure 5.18: Graph of the network size in evaluation of the requirement to save
energy (single simulation)
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Figure 5.19: Graph of the network size — comparison of number of superpeers and
peers (single simulation)

The graph in Figure 5.18 shows the course of network size during the simulation.
From this result, it is very distinct that for Context-Aware Chord the consumption of
energy is more efficiently distributed among nodes so that energy of weaker nodes
is saved at the expense of stronger nodes. As it was expected, we can see that more
nodes stay in the network in case of Context-Aware Chord. Figure 5.19 shows that
the number of superpeers remain without any dramatic changes so the changing of
roles works properly.

As a second step, we performed 100 simulations with the same parameters that
are displayed in Table 5.1. Otherwise, each simulation behaved independently and
different random events were generated. Results of this set of simulations should
ensure that the algorithm works generally and the results displayed in Figure 5.17
and Figure 5.18 are not just a coincidence. In Figure 5.20 we see the course of
average computed from battery level averages of particular simulations. It shows
that even for a larger number of simulations, the result is very similar to the one in
Figure 5.17. In this way, we verified our first results of evaluation of the Context-
Aware Chord protocol. Figure 5.21 shows the standard deviation for each value
displayed in the graph in Figure 5.20. Here we see that the standard deviation
grows with simulation time. For all the simulations it means that the lower the
battery level average is (or the fewer nodes are in the network), the more the results
of particular simulations differ. This also means that by using the Context-Aware
Chord protocol, the network can end up in more different states than with a use of
the Chord protocol. Such a course of the standard deviation was not expected but it
is caused by the randomness of the events generated in particular simulations. With
taking into account the standard deviation, we could generally say that there is no
saving of energy regarding average values.
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Figure 5.20: Graph of average of battery level averages (statistical evaluation, 100
simulations)
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Figure 5.21: Standard deviations for values from previous graph
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Figure 5.22: Graph of average of the network size (statistical evaluation, 100 simu-
lations)
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Figure 5.23: Standard deviations for values from previous graph
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Figure 5.24: Graph of the network size until the network died

Similarly, we show results of the statistical evaluation with regard to a number
of nodes in the network in Figure 5.22. Here the difference between Context-Aware
Chord and Chord is very distinct even when more simulations are performed. In
Figure 5.23 we can see that standard deviations in case of Context-Aware Chord
grows quite fast and has an unstable characteristic, unlike Chord whose course in
this graph seems to have a steady state. It is not reasonable to evaluate it as it
would be a system response because in our case the network behavior is much more
complex and has many random events. This was also unexpected but it is very hard
to predict the behavior in longer terms and explain the reason of the course of this
standard deviation. In any case, the standard deviation for Context-Aware Chord is
mostly likely higher because there is more dynamism in the behavior of the network.

At the end of the validation for the requirement to save energy, we performed
one more experiment with a lower number of nodes in the network. The simula-
tion had to last until all the nodes with the batteries left the network. This actually
showed when the network dies. From Figure 5.24, we see that for Context-Aware
Chord more nodes could participate in the network longer, but the whole network
died approximately at the same time. They could participate longer because the net-
work was considerate of their battery levels and only the strongest nodes comprised
the backbone part of the network.

To conclude the evaluation of the requirement to save energy, let us say that the
results look promising with regard to keeping more nodes longer in the network.
Final discussion with regard to research questions is made in the final Section 6.

41



5.2 Requirement to Maximize Throughput

The key context information used in order to fulfill the requirement to maximize
throughput is the current network connection speed of participating nodes. In Peer-
Sim it can be simulated by specifying a delay for each message transfer from one
point to another. So the algorithm should be able to minimize the delay when a
message is transmitted. We set up an experiment similar to the previous one. In
this case, it is important to say that each node has a network adapter that is assigned
with a random delay in the range between 10 and 100 (of simulation time). When
a message is forwarded from one node to another, this delay value assigned to the
node’s adapter is used. Every message is transferred with a delay which is equal to
the higher delay value from the two values of the two adapters through which the
message has to go.

For this kind of simulation, there is also one controller that creates dynamism
in the network by means of delay changes. Thanks to this, particular connection
speeds are evolving during a simulation. Then it causes some superpeers to change
their roles to peers and vice versa. The context information that is shared among
superpeers is average delay shifted with some distance value. More simulation
parameters are displayed in Table 5.2.

As in the previous requirement’s evaluation, the first simulation, in this case, was
also performed with the same conditions for both algorithms. Then, 100 simulations
were performed in order to verify results of the stand-alone simulation.

Table 5.2: Parameters of simulation for evaluation of the requirement to maximize
throughput

Initial network size [nodes] 100

Simulation time [UT] 2× 106

ChordID length [bits] 31

Size of successor list [entries] 6

Ping message rate [UT] 5× 103

Collect message rate [UT] 105

Lookup message generation rate [UT] 10

Message TTL (Time To Live) [hops] 10

Default threshold (THL) of delay [UT] 30

THL distance from computed delay average [UT] 20

Hysteresis applied during decision about roles [UT] ±10

The chart in Figure 5.25 shows the average duration of message transfer. It
means how long it generally took for a message to get from a source node to a des-
tination node. Time has no units (UT means general unit of time) in our simulations
since it is virtual simulation time measured in the simulator, and it is independent of
real time. This chart compares the key context value in the network with the stan-
dard Chord protocol and the Context-Aware Chord protocol. We can see that for
Context-Aware Chord, the delay average was lowered in comparison with Chord.
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But the difference is small and it is also necessary to take into account energetic de-
mands of Context-Aware Chord. The course of the average for the Chord protocol is
decreasing because the Chord ring is getting smaller when nodes leave the network
during the simulation. It was expected because the total delay must logically de-
crease when there are less nodes in the network. In case of Context-Aware Chord,
it is different because the Chord ring of superpeers changes its size according to
context information from nodes as expected. From the chart in Figure 5.26 we can
see that nodes leave the network a little bit faster with the use of the Context-Aware
Chord protocol. This was not expected but it is caused by the energetic demands
of changing roles. Figure 5.27 shows comparison between number of superpeers
and peers in the network. The Chord ring of superpeers remains with the same size
although the network is getting smaller when nodes leave the network as expected.
It shows that the changing of roles works properly again.
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Figure 5.25: Average duration of message transfer in evaluation of the requirement
to maximize throughput (single simulation)
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Figure 5.26: Graph of the network size in evaluation of the requirement to maximize
throughput (single simulation)
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Figure 5.27: Graph of the network size — comparison of number of superpeers and
peers (single simulation)
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Figure 5.28: Graph of average durations of message transfer (statistical evaluation,
100 simulations)
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Figure 5.29: Standard deviations for the values from the previous graph
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Figure 5.30: Graph of average of the network size (statistical evaluation, 100 simu-
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Figure 5.31: Standard deviations for the values from the previous graph
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Similarly to the previous evaluation, we performed 100 simulations in order
to verify how correct the results displayed above were. The values in the chart
in Figure 5.28 correspond to average progress of average time to deliver a single
message. This shows that even in a larger number of simulations, the Context-Aware
Chord protocol is a little bit better. Standard deviation (Figure 5.29) of results for
both algorithms does not differ very much. As in case of the requirement to save
energy, it means that there were different random events generated in particular
simulations.

In Figure 5.30 we can see that the network size evolves almost identically for
both algorithms when the requirement to maximize throughput is used. Standard
deviations (Figure 5.31) are very similar again. The increasing course of standard
deviations is again caused by the dynamism of generated events in particular simu-
lations as expected.

In conclusion, the evaluation of the Context-Aware Chord protocol for the the
requirement to maximize throughput was done successfully and it showed that it
slightly improved the throughput of lookup messages in the network.
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6 Discussion and Conclusion

After the presentation of evaluation results, some discussion needs to be done and
research questions need to be answered. In the previous sections we introduced the
problem, described a number of algorithms in P2P overlay networks, and then we
found a solution.

Since no other P2P overlay network seems to handle the context information
that we stated in research questions, the Context-Aware Chord protocol can be a
good solution of the problem. Introducing superpeers in a topology caused that all
nodes are not treated equally anymore. This allows a topology to adapt in a desired
manner. In our case, we obviously managed to save energy of weaker participants
regarding a power supply. We also managed to increase the throughput of lookup
messages, although the improvement is small. The topology is able to adapt itself
according to context information in combination with a given input requirement.
The first research question is then answered. A P2P overlay network that will adapt
its topology in order to fulfill given input requirements can be built with a use of
superpeers introduced into the Chord overlay network together with other rules cov-
ered by the proposed Context-Aware Chord protocol. With evaluation results, we
proved this as a successful possibility.

The solution is based on ideas given from literature review. In other P2P over-
lay networks, we can see attempts for having a topology with superpeers, increasing
the dimension of connections between nodes, introducing various messaging mech-
anisms, etc. However, the results are related to the Chord basis. We could not do
any comparison with other P2P overlay network algorithms because it would re-
quire much more work with implementation in PeerSim. So we have to keep in
mind that the results are relative.

There are still some more issues that need to be mentioned. Firstly, we found
out that the Chord algorithm has so good performance that we could not improve an
average number of hops of a message in the network. We actually slightly worsen
the maximal number of hops to log(n) + 1. Then it is also necessary to think about
availability of some nodes in Context-Aware Chord. It strongly depends on ping
messages and how often they are sent. In the case of low ping rate, a lot of messages
can get lost in the network because the destination is not available until it finds out
that its superpeer has left and a new one needs to be found. On the other hand, high
ping rate exhausts the network in general. A next issue is related to a balance of
peers connected to superpeers. Once the connection is based on ChordID which
is usually a hashed IP address, the load of peers per one superpeer can be greatly
unbalanced. This was not solved in our work, but should be considered in the future.

Regarding the second research question, we were searching for a solution how to
perform superpeer’s election and how to share context information within the whole
network. Now we can answer that we can drive the overlay network topology using
contextualization in the way we designed. Superpeers share context information in
a cost-saving way. They compute a threshold value that is important for superpeer’s
election. This value is distributed to peers by exploiting ping messaging which
would have to be used anyway. Combined computation of more context values
could be an interesting improvement in the future.
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In this work, we introduced some network computing paradigms and we moti-
vated for the use of P2P networks. Then we focused more on P2P overlay networks
and various algorithms for building and managing virtual network topology. Since
we have not encountered any massive deployment of context-aware P2P overlay
networks, we decided to propose an extension of the Chord protocol [9]. We called
this extension Context-Aware Chord and this protocol has the ability to build the
topology according to two types of context information from participating nodes —
battery level and connection speed. The structure was inspired by different ideas
gained during the literature review that was carried out.

In order to evaluate the solution, we implemented the code necessary for simu-
lation using PeerSim [26]. An existing Chord implementation was used but some
serious problems were encountered in functionality, so many corrections had to be
done. As a side effect of this research, there is a recommendation for revision of the
Chord implementation from Andrea Presa from the University of Trento.

Simulations of both the Chord and the Context-Aware Chord protocol were done
concerning the above-mentioned context information and given input requirements.
Results showed that the improvement was successful and the topology that is built
and managed with a use of Context-Aware Chord is more advantageous with regard
to some attributes. In short, with a use of the new protocol, an input requirement
can be specified for the particular network and the topology is then driven accord-
ingly. It can either save energy of weaker participants in the network or increase
the throughput of lookup messages which results in faster responses for searching
in the network.

Regarding some reflection on the procedure, the base implementation should
have been tested better before extending. A different base implementation could
be used or a new implementation could be developed. We conclude this work with
some suggestions for possible future research and development.

Future Work For the future, we would mainly suggest to create support for more
types of context information and extend the algorithm with combined computations
of more context information. It would also be interesting to do research in setting up
some parameters of the algorithm such as the default threshold value, the correction
value, applied hysteresis, ping message rate and collect message rate. One of the
next input requirements could be something like "increase robustness". The idea
from Hybrid Chord Protocol [13] could be integrated into Context-Aware Chord.
In the end, we encourage for further research and development in terms of context-
aware P2P network constructions.
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A Appendix 1

#PEERSIM - CONTEXT AWARE CHORD
#CONFIG FILE

random.seed 1493585276065
simulation.endtime 2000010
simulation.logtime 2000010

simulation.experiments 1

network.size 100

network.node CAChordNode
{

protocol cacp
}

message.ttl 10

protocol.tr CACTransport

protocol.cacp CAChordProtocol
{

transport tr
init CAChordInitializer
{

protocol cacp
}

}

init.create CreateNw
{

protocol cacp
idLength 31
succListSize 6
inputRequirement SaveEnergy
#inputRequirement MinimizeDelay

}

control.pingsender PingSender
{

protocol cacp
step 10000
init CAChordInitializer
{

protocol cacp
}

}

control.avgcollector AvgCollector
{

protocol cacp
step 100000

}

control.traffic TrafficGenerator
{

protocol cacp
step 10

}

control.delaychange DelayChanger
{

amount 10
step 10000

}

control.dnet_add DynamicNetwork
{

add 1
minsize 2
maxsize 6000
step 100000
init.0 CAChordInitializer
{

protocol cacp
}

}

control.graphobs GraphicTopologyObserver
{

step 100000
builder CAChordGraphBuilder
{

protocol cacp
}

}

A
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