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Abstract 

Classification of scientific bibliographic data is an important and increasingly 

more time-consuming task in a “publish or perish” paradigm where the 

number of scientific publications is steadily growing. Apart from being a 

resource-intensive endeavor, manual classification has also been shown to be 

often performed with a quite high degree of inconsistency. Since many 

bibliographic databases contain a large number of already classified records 

supervised machine learning for automated classification might be a solution 

for handling the increasing volumes of published scientific articles. In this 

study automated classification of bibliographic data, based on two different 

machine learning methods; Naive Bayes and Support Vector Machine 

(SVM), were evaluated. The data used in the study were collected from the 

Swedish research database SwePub and the features used for training the 

classifiers were based on abstracts and titles in the bibliographic records. The 

accuracy achieved ranged between a lowest score of 0.54 and a highest score 

of 0.84. The classifiers based on Support Vector Machine did consistently 

receive higher scores than the classifiers based on Naive Bayes. 

Classification performed at the second level in the hierarchical classification 

system used clearly resulted in lower scores than classification performed at 

the first level. Using abstracts as the basis for feature extraction yielded 

overall better results than using titles, the differences were however very 

small. 

 

Keywords: automated classification, machine learning, Naive Bayes, 

Support Vector Machine, SVM, bibliographic data, SwePub 
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1 Introduction  
The accumulation of large sets of data paired with more and more powerful 

computers and machine learning algorithms and frameworks have resulted in 

many interesting applications and research areas. One of these areas is 

automated text classification where text data is classified into one or more 

classes by a trained classifier based on the properties of the text in 

conjunction with the properties of the whole data set. The classic example of 

automated text classification in practice is spam filters by which e-mails can 

be classified as spam or not (at least partly based on the properties of the text 

and previously “learned” classifications) [1, pp. 844-871]. There are however 

many more areas of application for text classification and a lot of different 

approaches that can be used. One interesting implementation is the 

suggestion or application of classes to new items in bibliographic databases 

where a large number of classified records already exist and the creator of the 

new record might not be a subject expert or not familiar with the thesauri 

used in the database. The task of applying machine learning to bibliographic 

data is however not a trivial one and problems to be expected include sparse 

data, class imbalance and hierarchical classes [2]. 

In this degree project classifiers using two different learning methods; 

Naive Bayes and Support Vector Machine (SVM), will be used with data 

from the Swedish research database SwePub. The purpose is to evaluate how 

well common machine learning methods for automated text classification 

perform on this kind of data. 

 

1.1 Background 

Automated classification is a field of study that belongs to the broader field of 

machine learning, which in turn belongs to the area of artificial intelligence. 

To provide some context a very brief introduction to artificial intelligence 

and machine learning, in general, is given. This is followed by a description 

of some concepts and techniques used in automated classification. 

1.1.1 Artificial intelligence 

The beginning of artificial intelligence as a field of study can be traced to the 

1940s and 50s (with a pre-history extending further back in time). In 1943 

Warren S. McCulloch and Walter Pitts [3] published an article called A 

logical calculus of the ideas immanent in nervous activity which is often 

considered to be the first work in artificial intelligence. In the article, they 

showed how a net of simplified artificial neurons (with basic on/off 

properties) could be described as an expression satisfying certain logical 

conditions (and vice versa). In 1950 Alan Turing [4] published the article 

Computing machinery and intelligence in which he purposed the now famous 
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Turing test and in 1956 the first official use of the term artificial intelligence 

took place (to describe the subject of a two-month workshop carried out at 

Dartmouth College) [1, pp. 17-18]. 

Since its inception, a lot of different problems and techniques have 

been studied under the artificial intelligence umbrella. This includes to name 

a few a few areas; image and speech recognition, robotics, natural language 

processing, game playing, self-driving vehicles, trading, expert systems and 

spam recognition [1, pp. 28-29]. 

There exist several different definitions of artificial intelligence and this 

does in part have to do with the diversity of the field. Artificial implies 

something man made which in this case could refer to a computer, a robot, a 

software system or a specific algorithm. Intelligence has in itself (artificial or 

not) several different definitions and this also contributes to the plethora of 

definitions of artificial intelligence. One definition that circumvents the 

intelligence definition problem is given by Elaine Rich, Kevin Knight and 

Shivashankar B. Nair in the book Artificial Intelligence [5]: “Artificial 

intelligence (AI) is the study of how to make computers do things which, at 

the moment, people do better.” This definition also has the benefit of 

capturing the somewhat fleeting answer to and debated question of what can 

be considered to be a part of the artificial intelligence field of study and not. 

1.1.2 Machine learning 

Machine learning has been an integral part of the artificial intelligence field 

since its inception and is concerned with questions which can be answered by 

learning from data. Jason Bell provides a quite concise definition in the book 

Machine Learning: Hands-On for Developers and Technical Professionals 

that well captures the practical aspects of machine learning [6]: “Machine 

learning is a branch of artificial intelligence. Using computing, we design 

systems that can learn from data in a manner of being trained. The systems 

might learn and improve with experience, and with time, refine a model that 

can be used to predict outcomes of questions based on the previous learning.” 

Machine learning techniques can broadly be divided into techniques 

that use supervised learning and techniques that use unsupervised learning. 

Supervised learning requires the training data to include the right answers, 

called labels, and the learning is based on finding the best fit for these labels. 

In automated classification supervised learning is used. Unsupervised 

learning, on the other hand, do not use any labels and the purpose is instead 

to find patterns in the data. A combination of supervised learning and 

unsupervised learning can also be used for semi-supervised learning, in 

which case only a subset of the data is labeled [7]. 

Machine learning algorithms generally take some sort of numerical 

representation of characteristics of the entities used for learning as input. 

These characteristics are called features and they are usually stored in vector-
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like data structures known as feature vectors. Selecting the best set of 

features for a specific problem can often be a non-trivial task. The features 

should provide good representations of the entities, they should have good 

discriminating features and they should ideally be independent. The selection 

of features can also at times be controversial, especially in domains dealing 

with problems involving humans or human behavior. Good feature selection 

requires understanding not only of machine learning algorithms but also of 

the problem investigated and the problem domain. 

1.1.3 Preprocessing 

When it comes to text classification in the purest sense, the features are 

derived from the text (another approach would be to extract features from 

metadata – data about the data, e.g. authors and publishers if the text to be 

classified would be an article). Going from a string containing a text to a 

numerical feature vector which can be used to train a classifier usually 

involves several steps before the features can be extracted. These steps for 

processing the text before the actual extraction are called preprocessing. 

The basic parts of a text that will be used as features, or as the 

foundation for generating features, are the words (or other tokens) that the 

text consists of. A simple approach to tokenizing a text is to simply divide it 

into a collection of words on whitespace or on non-alphanumeric characters. 

The preprocessing is at least partly dependent on how the tokenization is 

performed, e.g. if the tokens are characters and not words, techniques that are 

specifically designed for words should of course not be used. Some common 

preprocessing of the text includes case folding (making all the words upper or 

lower case), accent stripping and stripping of markup (such as HTML tags). 

Some further preprocessing steps will be described below. 

1.1.4 Stop words 

Very common words such as: a, this or the are probably not good candidates 

for distinguishing between different texts. To exclude such words a list of 

stop words which will be discarded can be applied. Ready-made stop word 

lists exist for many languages and custom ones can be used as well. 

A related technique is to exclude words that exist in a high number of 

the texts without using an explicit list of words. Instead, words that exist in a 

certain percentage of the texts or in a fixed number of texts are excluded -  

the rationale being that words that exist in a high proportion of the texts are 

probably not good for distinguishing between texts in the specific collection 

of texts or corpus. For example: the word study would perhaps be a good 

candidate for a feature when classifying news articles but a bad candidate 

when classifying scientific articles. It is also possible to exclude very 

uncommon words – the rationale being that words which exist in only one or 

two texts cannot be used for classification since even the other texts 
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belonging to the same class do not contain the words. In general, it is a good 

idea to try to reduce the vocabulary since irrelevant features can have a 

negative impact on classifiers and large feature sets also require large 

amounts of memory and computational power. According to Russel and 

Norvig [1, p. 849-850] somewhere around a hundred words (or other 

features) are often enough1. 

1.1.5 Stemming and lemmatization 

Stemming involves reducing words to their roots (or common root-like forms 

which do not necessarily have be the actual primary lexical units) by 

removing suffixes (and perceivably prefixes and infixes). Originally 

stemming was developed in an information-retrieval context but it is now 

also in common use as a preprocessing step for text classification. The idea is 

that words like run and running or cat and cats have the same meaning or at 

least deal with the same subject. Stemming can be achieved in a number of 

different ways which include purely rule-based stemming, stemming relaying 

on some sort of dictionary and by using a few other approaches. To which 

degree successful stemming can be performed has a lot to do with the 

language of the words being stemmed and the morphological properties of 

some languages make them harder to apply stemming techniques on [1, p. 

854]. 

The first stemmer which was intended for information-retrieval was 

described by Julie Beth Lovins in 1968 and was based on a dictionary of 

common suffixes. Since this first stemmer was described many different 

stemmers have been developed. When it comes to the English language one 

of the most common methods for stemming is the Porter stemmer which is a 

rule-based stemmer that was first purposed by Martin F Porter in 1980 and 

which now exists in a few different versions capable of handling several 

different languages [8].  

Another technique for reducing the vocabulary, related to stemming, is 

lemmatization. While the output of stemming when using the Porter 

algorithm or something similar would be strings which might not be actual 

words (the words impossibility and impossible are for example stemmed to 

imposs by the Porter algorithm) lemmatization always produces real words. 

Lemmatization is also dependent on the context of the words being 

transformed since the root (or lemma) of a word might differ depending on 

the class of the word (e.g. if the word is used as a noun or as a verb). It is 

                                                 
1 From the context it is somewhat unclear if the number one hundred 

presented by Russel and Norvig is a general recommendation or if it is a 

recommendation specific for spam classification which was previously 

discussed by the authors. In any case using a limited number of features is 

recommended.  
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consequently common that part-of-speech tagging is performed prior to, or as 

a part of, the lemmatization process. The goal of the part-of-speech tagging is 

to establish to which class of words each word belongs and to keep track of 

this relationship (there are several different ways in which the tagging can be 

done and several different ideas on which word classes that should be used) 

[9, pp. 39-58]. 

 

Method Sentences 

Unmodified It is often said that before you die 

your life passes before your eyes. 

This is in fact true. It's called living. 

Porter stemmer It is often said that befor you die 

your life pass befor your eye. thi is in 

fact true. It's call live. 

NLTK’s Wordnet lemmatizer It be often say that before you die 

your life pass before your eye. This 

be in fact true. It's call living. 

Table 1.1: Stemming and lemmatization 

 

An example of the result of stemming and lemmatization is given in table 1.1. 

For stemming the Porter algorithm is used and for lemmatization NLTK’s 

[10] Wordnet [11] lemmatizer and a pre-trained part-of-speech tagger is used. 

When using the stemmer it can be observed that before is stemmed to befor 

and that this is stemmed to thi. With the lemmatizer all words in the resulting 

string are real words and is is transformed to be which is something else than 

simply a truncated form of the word. 

The use of stemming or lemmatization in a natural language text 

classification context does however not necessarily lead to better results. 

Alexandra Schofield and David Mimno [12] investigated the results of using 

several different rule-based stemmers and context-based stemmers (e.g. 

stemming by using a dictionary) on four different data sets. They came to the 

conclusion that stemming in most cases did not improve the results and could 

in some cases even have a negative effect. The exception being when dealing 

with text containing creative or unusual word forms (most likely due to 

misspellings). In a similar study Michal Tomana, Roman Tesara and Karel 

Jezek [13] used six different stemmers and lemmatizers, including one they 

themselves had devised, on one English data set and one Czech data set. The 

only statistically significant results of the study showed that stemming or 

lemmatizing decreased the accuracy of the classification (even if some minor 

non-statistically significant positive results could be observed in a few cases). 

The authors concluded that, based on their results, it would be better to avoid 

word normalization based on stemming or lemmatization as part of the 

preprocessing of data used in text classification. 
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1.1.6 n-grams 

An alternative approach to dividing a text into words (or other tokens) one by 

one, is to instead keep multiple words together. A set of two, three or more 

words together in their original sequence might contain information that is 

lost if the words are considered separately (e.g. the sequence of words: not 

good could be considered containing information that is lost in the two 

separate words not and good). The sequences, or n-grams, that consist of only 

one word (or other token) are usually referred to as unigrams, when they 

consist of two words as bigrams, when they consist of three words as 

trigrams and in other cases as n-grams (e.g. an n-gram consisting of four 

words would be a 4-gram). Table 1.2 shows a short text divided into 

unigrams, bigrams, and trigrams. 

 

Type of n-grams n-grams 

None One ring to rule them all 

Unigram One, ring, to, rule, them, all 

Bigram One ring, ring to, to rule, rule them, 

them all 

Trigram One ring to, ring to rule, to rule 

them, rule them all 

Table 1.2: n-grams 

1.1.7 Feature extraction 

A common and simple technique for extracting and storing features from the 

text is to use the bag-of-words model. The approach of the bag-of-words 

model is to first create a common vocabulary containing all the words (or 

other tokens) in the entire set of texts or corpus. A feature vector can then be 

created for each text or document by assigning each word in the feature 

vector the value of the number of times it occurs in the document. For 

example; consider a vocabulary containing the following words in some 

ordered data structure: [and, do, is, live, long, no, not, or, prosper, there, try] 

and a document containing the following text: Do ... or do not. There is no 

try. The basic feature vector for this document would be: [0, 2, 1, 0, 0, 1, 1, 1, 

0, 1, 1]. Typically, the bag-of-words feature vectors are sparse data structures 

– meaning that they contain mostly zeros. To reduce the size of the data 

(which can get quite substantial if a large vocabulary is used) it can be 

desirable to only store the non-zero features by using something like a sparse 

matrix. 

Simply using the number of occurrences of a word in a document (the 

raw count) as the feature has the disadvantage of potentially assigning 

commonly used words a high value even though they might not be good 

features for distinguishing between different documents. Furthermore, long 

documents contain more words than short documents and the number of 
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times a word is used in a long document might be higher than in a short 

document even if it is proportionally more used in the short one. Two often 

combined techniques, with their origin in the information retrieval domain, 

for dealing with these problems are term frequency and inverse document 

frequency [14, pp. 261-264]. 

 

𝑡𝑓(𝑡, 𝑑) = 𝑓𝑡,𝑑 ∑ 𝑓𝑡′ ,𝑑

𝑡′∈𝑑

⁄ (1) 

 

Term frequency for a term in a document is shown in equation 1 and is 

simply the number of times the word or term appears in the document (the 

raw count) divided by the total number of terms in the document. This gives a 

measure of a term’s weight in a particular document regardless of the 

document’s length. 

 

 

𝑖𝑑𝑓(𝑡, 𝐷) = 𝑙𝑜𝑔
|𝐷|

|{𝑑 ∈ 𝐷 ∶ 𝑡 ∈ 𝑑}|
(2) 

 

The inverse document frequency for a term in a set of documents is shown in 

equation 2 and is calculated by dividing the total number of documents with 

the number of documents that contain the term and taking the logarithm of 

that result. This gives a measure of a terms weight over the total set of 

documents. 

 

𝑡𝑓𝑖𝑑𝑓(𝑡, 𝑑, 𝐷) = 𝑡𝑓(𝑡, 𝑑) ∙ 𝑖𝑑𝑓(𝑡, 𝐷) (3) 

 

The two values of the term frequency and the inverse document frequency 

can be combined into the term frequency–inverse document frequency (TF-

IDF) by multiplying the values. The calculation is shown in equation 3. So, 

for achieving a high TF-IDF score a term would ideally be common in the 

particular document and rare in the total set of documents. 

1.1.8 Data volume and data quality 

One prerequisite for building a good machine learning model is choosing the 

right learning method and making the appropriate adjustments for the 

problem at hand. Another at least as important prerequisite is to have the 

right kind and amount of data for training. 

The amount of data used in training is in many cases paramount to the 

performance of a machine learning model. In a study by Michele Banko and 

Eric Brill [15] on confusion set ambiguation (choosing the right word among 

similar ones) the researchers tested several different learning methods on 

training sets consisting of between one million and one billion words. The 
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results showed that the amount of training data used had a profound impact 

on the result of every method and given enough data all methods performed 

fairly similar. 

A partly related issue is class imbalance, which in classification 

learning means that the number of examples used to train the classifier differs 

among classes. Learning from imbalanced data can be very problematic for 

most machine learning methods, especially if the amount of data is also 

limited. This can be illustrated by a simple example; consider a data set with 

two classes and 100,000 examples where 10 examples belong to class A and 

the rest belong to class B. A model trained on this data could easily achieve a 

very high accuracy on the training data by simply assigning the class B to 

every item. This model would, however, fail to capture the structure of the 

data. If more data were available the problem could be solved by collecting 

more samples, if not, the easiest solution would be to only use a subset of the 

majority class, under-sampling the majority class – this is however only a 

valid solution up to a certain point and it is in most cases preferable to use as 

many examples as possible for training. 

To deal with the problem of learning from imbalanced data some 

different approaches can be used. Collecting more data or under-sampling the 

majority classes have been mentioned above, but with limited data, this might 

not be an option. An alternative approach is to apply oversampling to the 

minority classes. The simplest method would be to use some of the samples 

from the minority classes multiple times for training, a more advanced 

approach would be to create new samples for the minority classes based on 

the existing ones. To generate new data for the minority classes algorithms 

such as Synthetic Minority Oversampling Technique (SMOTE) or Adaptive 

Synthetic (ADASYN) (which both are based on k-nearest neighbors for 

creating new samples) can be used. Gustavo E. A. P. A. Batista, Ronaldo C. 

Prati, and Maria Carolina Monard [16] did in a study evaluate ten different 

under- and oversampling methods for dealing with imbalanced data and they 

came to the conclusion that successful learning from imbalanced data was 

indeed possible. The methods that performed best in the study were the 

oversampling methods and the simplest method, random oversampling, did 

on several occasions outperform more advanced oversampling-methods. 

The amount of data available for training and the distribution over 

classes are some of the most important points to consider when evaluating 

data sets for automated classification, but they are not the only ones. Issues 

pertaining to sampling bias and poor data quality in general, can affect 

machine learning in much the same way as in traditional statistical analysis. 

A property of human-applied classes is that that they tend to be applied with 

a certain degree of disparity. In the library and information science domain 

(where classification of bibliographic data has a long history) this 

phenomenon is known as indexing consistency. Several studies have found 
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that humans applying classes or subject headings to bibliographic data often 

do this in an inconsistent manner, both when compared to other humans 

(inter-indexing consistency) and when compared to themselves (intra-

indexing consistency). Kurt Leininger [17] did, for example, find an indexing 

consistency of 44% or 45% (depending on the algorithm used for calculating 

consistency) for classes used in the psychological bibliographic database 

PsycINFO. Inconsistency in labeling of data is however in no way restricted 

to bibliographic data. One of the areas in which machine learning methods 

for automatic classification have achieved its best results is spam filtering, 

where a lot of data is available and only two classes – spam and ham (non-

spam) – have to be considered. Even so; what one human would label as 

spam another human could label as ham. Lora Aroyo and Chris Welty do in 

the article Truth Is a Lie: Crowd Truth and the Seven Myths of Human 

Annotation [18] address some of the issues with human applied labels on data 

used for supervised machine learning in a natural language processing 

context. Their recommendation was to use multiple labelings of the same 

data to capture a combined crowd truth. This is probably a useful approach 

when it can be applied. In many cases (probably most cases) multiple 

different classifications (or other labelings) of the same data do however not 

exist. Obvious errors and outliers in the training data can be removed if they 

are detected but the fundamental subjectivity of human experiences and 

enterprises is an integral part of human-classified data. It is really hard to 

mitigate this subjectivity concern, but an awareness of that human-applied 

labels used for supervised machine learning are affected by this and that the 

evaluation of a model measures how well it mimics these labels, is warranted. 

1.1.9 Learning methods 

There are several different learning methods that can be used for automated 

classification. Methods include: decision trees, random forest, logistic 

regression, k-nearest neighbors, and artificial neural networks. Different 

methods can employ very different techniques for the learning but from an 

outside view, they exhibit similar behavior: a training set is used as input and 

the outcome is a model that can be used to predict classes for other instances.  

The methods that will be used in this study, Naive Bayes and Support Vector 

Machine (SVM), are presented below. 

1.1.10 Naive Bayes 

Naive Bayes methods are based on Bayes’ theorem which is used to describe 

the probability of an event based on knowledge of other conditions (which 

might be) related to the event [19, pp. 121-122]. Bayes theorem is shown in 

equation 4. 
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𝑃(𝐴 |𝐵) =
𝑃(𝐵 |𝐴) 𝑃(𝐴)

𝑃(𝐵)
(4) 

 

In order to illustrate the equation, consider the following example (with 

arbitrarily chosen probabilities): 

The chance of any one individual in a population being the chosen one 

who will bring balance to the force is 0.001%. If an individual is the chosen 

one or not can be determined by performing a midi-chlorian count. The midi-

chlorian count returns a correct positive identification of a chosen one 95% 

of the time. In the case that the individual is not the chosen one, the midi-

chlorian count returns an incorrect positive identification 1% of the time. 

P(A|B) is the probability of A given B. In this example this is the 

probability of an individual being the chosen one when the midi-chlorian 

count returns a positive result, this is what is to be calculated. 

P(B|A) is the probability of B given A. In this example this is the 

probability that the midi-chlorian count returns a positive result if an 

individual is the chosen one, which is 95%. 

P(A) is the probability of A (independent of B). In this example, this is 

the probability of any individual being the chosen one, which is 0.001%. 

P(B) is the probability of B (independent of A). In this example this is 

the probability of any individual having a midi-chlorian count returning a 

positive chosen one result, which is the same as the probability of an 

individual being the chosen one having a positive midi-chlorian count times 

the probability of an individual being the chosen one, plus the probability of 

an individual not being the chosen one having a positive midi-chlorian count 

times the probability of an individual not being the chosen one. That is: 

P(B|A)P(A)+P(B|¬A)P(¬A) which in this example is: 95% · 0.001% + 1% · 

99.999% = 1.00094% 

So, given a positive a midi-chlorian count the probability of the 

individual being the chosen one is: 95% · 0.001% / 1.00094% ≈ 0.0949% 

When used for text classification the probability for each word (or other 

feature) in a document of belonging to a certain class is calculated. This is 

multiplied by the independent probability of the class being evaluated and 

repeated for all classes. The class with the highest result is the one used. The 

exact implementation can differ somewhat from the textbook example and 

there exist a number of variations of the algorithm that are used in machine 

learning. 

1.1.11 Support Vector Machine (SVM) 

Support Vector Machine, or SVM, is another common method used in text 

classification. Support Vector Machines operate by plotting the training data 

as vectors in a vector space and separating two classes by a hyperplane (that 

is; a plane of one dimension less than the ambient space, so for a two-
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dimensional space the hyperplane would be a line). The goal of the Support 

Vector Machine is to create a hyperplane with the largest possible distance to 

the closest data points on both sides of the hyperplane. The dividing 

hyperplane is often referred to as the maximum margin hyperplane or the 

decision boundary. The area between the closest data points on both sides of 

the decision boundary is called the margin and is delimited on each side by a 

margin hyperplane. The data points that reside on the margin hyperplanes are 

the support vectors and it is only these vectors that determine the decision 

boundary (in the basic case). 

 

 
Figure 1.1: Support Vector Machine 

 

In figure 1.1 the blue line, the red line, and the green line are all hyperplanes 

capable of separating class 1 and class 2. Only the blue line, however, has a 

maximum distance to the closest data points of both classes, thus this is the 

maximum margin hyperplane or decision boundary. The dashed lines are the 

margin hyperplanes and the data points placed on them, and annotated with 

asterixis, are the support vectors. 
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Figure 1.2: SVM with and without an outlier 

 

SVM’s reliance on the support vectors contributes to the efficiency of the 

method since only a subset of the data points must be considered. It does 

however at the same time make it vulnerable to outliers. In figure 1.2 data 

with or without an outlier have been used as training input and as can be 

seen, the outlier has affected the decision boundary in a probably undesirable 

way. Another property of a basic SVM is that it can only divide two classes 

when no data points overlap. Both the problem with outliers and to some 

extent the problem with non-linearly separable classes (with a small degree of 

overlap), can be addressed by introducing a soft margin. When a soft margin 

is used some data points can reside within the margin or even on the wrong 

side of the decision boundary. The goal of the soft margin is to reach the best 

compromise between the margin area and the number of margin violations. 

Non-linearly separable classes can also be handled by transforming the 

input vectors (with a method called the kernel trick) and placing them in a 

space of a higher dimension in which a hyperplane can separate the classes. 

This means that the hyperplane separating the classes in the higher 

dimensions is indeed linear in that space but not in the original lower 

dimensional space. 

SVMs are to their nature binary classifiers (i.e. they work with two 

classes) but this does not mean that they only can be applied to binary 

problems. In order to deal with multiclass classification, the problem is 

usually transformed from one multiclass problem to multiple binary 

problems. This can be done by creating one classifier for each class (one-

versus-all) or by creating one classifier for each pair of classes (one-versus-

one). 

 

1.1.12 Evaluation 

When a classifier has been trained the classifier’s performance can be 

evaluated in a few different ways and some of these are described below. A 

class that a classifier predicts for a document can be either right or wrong but 
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the prediction can be correct or incorrect in different ways. Predictions that 

predict a certain class which is the correct one, are called true positives (TP), 

predictions that correctly predict that a document does not belong to a certain 

class are called true negatives (TN), predictions that incorrectly predicts a 

certain class are called false positives (FP) and predictions that falsely predict 

that a document does not belong to a certain class are called false negatives 

(FN). 

An easy and intuitive way to evaluate the performance of a classifier is 

to use the accuracy rate. Accuracy is calculated by dividing the sum of true 

positives and true negatives by the sum of true positives, true negatives, false 

positives, and false negatives, which is the same thing as the sum of true 

positives and true negatives divided by the total population, this is shown in 

calculation 5. Simply put, the accuracy is the fraction of correct predictions 

achieved by a classifier. 

 
𝐴𝐶𝐶 = (𝑇𝑃 + 𝑇𝑁)/(𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁) (5) 

 

Two fundamental measures with their origin in the information retrieval 

domain are precision and recall. Precision is the ratio of true positives over 

all positives (so it measures how correct the classifier is when a document is 

predicted to belong to a class), this is shown in calculation 6. Recall is the 

ratio of true positives over the sum of true positives and false negatives (so it 

measures the degree of documents the classifier misses assigning a correct 

class), this is shown in calculation 7. 

 
𝑃 = 𝑇𝑃/(𝑇𝑃 + 𝐹𝑃) (6) 

 

 
𝑅 = 𝑇𝑃/(𝑇𝑃 + 𝐹𝑁) (7) 

 

A commonly used measure that takes both precision and recall into account is 

the F1 score. The F1 score is the harmonic mean of precision and recall. The 

reason that the harmonic mean is used instead of the arithmetic mean is that 

low precision could be compensated by high recall and vice versa if the 

arithmetic mean was used, while with the harmonic mean the result will 

always be low if either precision or recall is low [20]. The F1 score is shown 

in calculation 8. 

 
𝐹1 = 2𝑃𝑅/(𝑃 + 𝑅) (8) 

 

Another way of presenting the result of a classifier’s performance is to use a 

confusion matrix. In a confusion matrix, the predictions for documents 

belonging to a certain class are shown on each row with all classes as the 
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columns (the ideal output would be a table with a heavy populated diagonal 

across the table).  

The data used to evaluate the classifier should not be the same that is 

used to train it. If the training data is used for evaluation it is impossible to 

tell how well the classifier would perform on unseen data. Training a 

classifier that performs well on the training data but not on new data is an 

indication of overfitting, where what is essentially noise has been used by the 

classifier when creating the model for separating classes. One way of solving 

the training/evaluation problem is to simply divide the total set of data into 

two subsets and use one subset for training and the other subset for 

evaluation. 

A slightly more advanced approach is k-fold cross-validation. When 

using this approach, the training and validation are repeated several times in 

such a manner that all data is used both for training and validation (but not at 

the same time). If for example 3-fold cross-validation would be used, the data 

would be divided into three subsets. In the first iteration, or fold, the training 

would be performed using two subsets and the validation using the remaining 

one. In the second fold a different subset would be used for validation and the 

remaining two for training, and so on. The final score for the measures 

calculated would be the mean of scores for all folds [21, pp. 16-22]. 

1.2 Related work 

Several studies on using different machine learning methods for automated 

text classification have been conducted. Areas in which research has been 

done include spam recognition, webpage classification, news article 

classification, and information extraction. An overview of different studies 

can be found in Techniques for text classification: Literature review and 

current trends by Rajni Jindal, Ruchika Malhotra, and Abha Jain [22]. In this 

overview, 74 articles and 58 conference proceedings, are listed and evaluated. 

Below, a few studies, where machine learning methods for automatic 

classification have been applied on bibliographic data, are summarized. 

Eibe Frank and Gordon W. Paynter [23] did in a study investigate the 

usage of subject headings as the basis for features when classifying 

bibliographic records. The goal was to classify a set of manually maintained 

scholarly internet resources cataloged for the web portal INFOMINE (at that 

time maintained at the University of California at Riverside). The 

bibliographic records of the resources contained subject headings drawn from 

the Library of Congress Subject Headings (LCSH) controlled vocabulary and 

the desired output labels were Library of Congress Classification (LCC) 

classes. The INFOMINE bibliographic records did however not contain LCC 

classes so for the training and evaluation, bibliographic records from the 

library catalog of the University of California at Riverside (which did contain 

both LCSH and LCC fields), were used. The learning method used for the 
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classifiers was Support Vector Machine. LCC is a hierarchical classification 

system and a hierarchical approach was employed by training one classifier 

for each node in the classification tree. In total, the data set derived from the 

library catalog contained 868,836 records and training was performed with 

subsets of varying sizes. Depending on the number of examples used, varying 

between 10,000 and 800,000 records, and the depth of the classification, 

varying between one and seven layers, the accuracy of the classifiers ranged 

between 8.44% and 80.27%. The highest scores were achieved when many 

examples and few classes were used and the lowest conversely, when few 

examples and many classes were used. 

Kerstin Denecke, Thomas Risse and Thomas Baehr [24] conducted a 

study on automated classification of bibliographic data from the German 

National Library of Science and Technology (TIB) and reported the 

preliminary results at the Fourth International Conference on Digital 

Information Management. In total 1,083 records for evaluation and six 

different classes were used. The approach used involved a workflow with 

several steps where classification using machine learning constituted the last 

step and only was applied to bibliographic records which had not been 

classified in any of the previous steps. The bibliographic records exhibited a 

high degree of differences both regarding the quality and richness of the data 

and in regard to what they were describing (e.g. articles or monographs). The 

first step in the workflow was to check if the record to be classified contained 

any other classification that could be mapped to the output classification. The 

second step involved using a list of journals and conferences related to 

different classes. If the entity described by the bibliographic record was 

published in a journal or presented at a conference present in the list this was 

used for classification. Finally, if the bibliographic record did not contain the 

needed metadata or if the metadata could not be mapped to a class, a machine 

learning classifier was used to classify the record. The features used for 

training the classifier were the five first author names, publisher information, 

corporate creator name, and a class-specific score derived from the title and 

abstract (if any). The class-specific score was calculated by stemming the 

words, arranging them into 5-grams and counting the number of matches in 

the record to lists consisting of terms deemed to be specific for each class. 

Both manually and automatically created list of class-specific terms were 

used. The learning method used was LogitBoost which is a linear logistic 

regression method. When the results were reported in the proceedings only 

four of the six classes had been evaluated (the evaluation was performed 

manually by subject specialists who judged if an item belonged to the 

assigned class). The average number of items being correctly classified by 

the complete process was reported as being 82.4%, with the score spanning 

between 58% and 95% for different classes. Only taking the machine 

learning part of the study into account the reported accuracy was about 0.87. 
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Jun Wang [2] performed a series of experiments on automated 

classification of bibliographic records from WorldCat using the Dewey 

Decimal Classification system (DDC). A total number of 88,440 

bibliographic records from the domain of technology and science were used 

in the study. The features were derived from the title and subject heading 

fields of the records. The abstract and description fields were also mentioned 

as potential sources for feature extraction but these fields were only present 

in a small subset of the records and therefore not used. The machine learning 

methods used were Naive Bayes and Support Vector Machine. The DDC 

system is a very large and deep classification system and to handle this 

challenge Wang constructed a modified version of the DDC system that was 

used for learning. The Support Vector Machine classifier produced the best 

results in the experiments, something that according to Wang was to be 

expected. At the base level in the modified hierarchy a maximum F1 score of 

0.804, which was deemed impressive, was achieved, but this score dropped 

rapidly at higher levels. Wang came to the conclusion “[…] that it is very 

difficult, if not impossible, for state-of-the-art TC technologies to produce 

acceptable results over large-scale taxonomies such as the DDC […]” [2, p. 

2283] and ended up using a semi-automated workflow where automated 

classification was combined with some manual handling. Using this semi-

automated classification, a top accuracy of 90% was achieved. 

Some general observations can be made regarding the studies 

summarized above. The top accuracy achieved in the studies (when only 

taking the machine learning parts into account) were all somewhere in the 0.8 

range for classification at the base level, with a drastic drop in accuracy as 

more levels were introduced. When both Naive Bayes and Support Vector 

Machine were used the latter outperformed the former. These findings are 

compared to the results of this study in the discussion chapter. Both Frank 

and Gordon [23] and Wang [2] experimented with training several classifiers 

for achieving hierarchal classification, an approach that will be evaluated in 

this study too. Different sources for feature extraction were discussed in all 

the studies and even though only abstracts and titles were used in this study, 

using additional metadata in later studies would be interesting. 

1.3 Problem formulation 

In this degree project, classifiers based on two different machine learning 

methods; Naive Bayes and Support Vector Machine (SVM), will be tested on 

data in the form of abstracts and titles from the Swedish bibliographic 

database SwePub. The data in SwePub consist of bibliographic records of 

scientific publications from a little more than forty Swedish universities and 

authorities. Apart from providing an interface for unified searching in data 

otherwise spread out over several different institutional repositories SwePub 

also aspires to provide a component for statistical and bibliometric analysis 
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[25]. Items in SwePub should be classified with a somewhat extended 

Swedish version of OECD’s FORD (Fields of Research and Development) 

classification [26]. The Swedish version of the FORD classification uses a 

hierarchy with three levels2 and the results of a hierarchical approach to 

classification will also be compared to a single non-hierarchical model. This 

can be interesting not only for evaluating which approach yields the best 

result (hierarchical or not) but also for investigating the merits of a semi-

automated classification model (e.g. letting a human determine the first level 

classification and using a classifier for deeper classification or vice versa). 

Furthermore, a comparison between using titles and using abstracts as input 

to the classifiers will be conducted. Since abstracts are only available for a 

subset of the records in SwePub it is of interest to find which results can be 

achieved using only titles. 

1.4 Motivation 

The process of manual classification of bibliographic records is time-

consuming and often subject to quite big inconsistencies [17]. It is there for 

merited to investigate if standard automated text classification methods may 

be of assistance in the classification task. Enhancing classification of 

bibliographic data in order to improve the retrieval rate when searching the 

data is in itself something desirable. If the data is intended to be used not only 

for simple searching but also for different kinds of statistical and bibliometric 

analyses (which is the case with SwePub) the data quality becomes even 

more important.  

1.5 Objectives and research questions 

The empirical part of the project can roughly be divided into three phases 

where each phase comes with its own main objective. These objectives are 

listed below. 

 

O1 Collect and preprocess data from SwePub that will be used in 

the experiments. 

O2 Implement two different classifiers both using a hierarchical 

approach and a non- hierarchical approach. 

O3 Use the different classifiers on the data and evaluate the results. 

Table 1.3: Objectives 

 

The overall research goal of testing the performance of standard machine 

learning methods for classifying SwePub data can be further specified by 

putting focus on certain aspects during the experiments and evaluation. Some 

observed properties of the SwePub data, namely the different sources for 

                                                 
2 Only the first two levels will however be used in this study. 
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feature extraction (titles and abstracts), and the hierarchical nature of the 

classification system used are traits that warrant extra attention. Based on the 

overall research goal and the traits mentioned, three research questions are 

stated below. 

 

RQ1 How well do the classifiers perform when features are derived 

from a title compared to when features are derived from an 

abstract? 

RQ2 How well do the classifiers perform when classification is 

performed at the second level of the classification system 

compared to classification at the first level? 

RQ3 How well do the classifiers perform when classification is 

performed at the second level of the classification system and a 

hierarchical approach is used compared to when a flat approach 

is used? 

Table 1.4: Research questions 

 

Some differences in the results of the classifiers are expected especially when 

comparing the results of classification performed at the first and the second 

level in the classification hierarchy. The degree of accuracy is for several 

reasons assumed to drop as more categories are used – the most important 

reason being that the number of examples in each category decreases. The 

accuracy is also expected to be lower when titles are used for feature 

extraction compared to when abstracts are used. Titles do probably not 

always contain enough information to make successful learning possible in 

the presence of a large number of classes3. Preprocessing of the data and 

work with trying to mitigate the foreseen issues (e.g. sparse data and 

imbalanced classes) is also expected to be a big part of the project. 

1.6 Scope/Limitation  

In this project only two different learning methods will be used, several other 

exist and it is likely that other methods would achieve different results. 

Learning methods can, and should for a best result, be tweaked in different 

ways. In this project, the standard settings for the learning methods will in 

most cases be used, which means that the optimal result will probably not be 

reached. Just like different learning methods with different settings can be 

used, many kinds of preprocessing with different settings could be applied to 

the data. Only the preprocessing that is deemed as most relevant will, 

however, be used in this study. As input, only a subset of the data in SwePub, 

                                                 
3 Learning from titles for scientific publications can however be assumed to 

yield much better results than if for example titles for works of fiction were 

used for training. 
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that fulfill certain criteria, will be used. Basically, the records used will have 

to have an English abstract and comply with the current minimum criteria for 

classification.  

1.7  Target group  

This study might be of interest to vendors of commercial bibliographic 

databases and organizations working with in-house or community maintained 

bibliographic databases. Both developers of bibliographic database systems 

and professional users in the library and information science domain could 

potentially find the results interesting.  

1.8  Outline  

The method chapter describes the methods and data used in this study. The 

chapter also contains a short discussion on reliability and validity. In the 

implementation chapter the procedures for collecting data, training 

classifiers, conducting experiments, and evaluating the results, are described 

in greater detail.  In the results chapter the outcome of the experiments is 

described, and in the analysis chapter, these results are further analyzed.  The 

discussion chapter contains a somewhat broader discussion on how the 

results can be interpreted and what meaning an accuracy score can be said to 

convey. The conclusions chapter contains a summary of the achieved results 

and some suggestions for future work. In appendix 1 all the classifications 

reports generated by the experiments can be found and appendix 2 contains 

an overview of the data used in this study.   



24 
 

2 Method 
 

The overall research goal of this study was to evaluate how well some 

standard machine learning methods for automated text classification would 

perform on bibliographic data from the research database SwePub. Two 

different machine learning methods that are in common use for solving 

classification problems, Naive Bayes and, Support Vector Machine (SVM), 

were used in the study. 

Only records in SwePub fulfilling certain criteria were used for training 

and evaluation of the classifiers. The current guidelines for minimum 

classification in SwePub stated that a record should be assigned one class 

from the second level of the hierarchal classification system, and this was one 

prerequisite of records used in this study. (The criteria are described in more 

detail in the Data section of this chapter.) The text fields in a bibliographic 

record in SwePub consist of the title of the entity the record is a 

representation of, and in some cases of an abstract. The title field and the 

abstract field were consequently used as the sources for feature extraction. 

Metadata fields such as fields for subject headings or publisher information 

were not used for feature extraction in this study. 

With the overall research goal and the traits of the data described above 

as the foundation, three research questions were stated in chapter 1.5. In order 

to answer the research questions, a series of experiments were conducted 

where classifiers were trained and the results evaluated. For both classifiers 

using Naive Bayes and Support Vector Machine training was performed 

using only titles as the basis for features and also using only abstracts as the 

basis for features. The training and evaluation was conducted both at the first 

and the second level in the classification hierarchy. In order to compare a 

hierarchical approach with a non-hierarchical approach an application using 

different classifiers at different nodes in the class hierarchy, was developed. 

Previous research [2, 23, 24] have found that bibliographic data can 

have properties such as class imbalance and hierarchical classes, that make 

automated classification a challenging task. This proved to be true for the 

SwePub data as well and methods for handling class imbalance had to be 

employed. 

2.1  Tools 

The programming language used for the experiments in this study was 

Python (version 3.5.2). There exists a wide array of modules and packages 

for handling scientific data, including several different machine learning 

ones, for Python. A number of these were utilized in this study. The machine 

learning models used in this project were created using scikit-learn (version 

0.19.1) in combination with imbalanced-learn (version 0.3.2). The data was 
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stored using pandas (version 0.22.0), and for the initial data processing the 

Python CSV and ElementTree XML standard libraries were used. The tools 

used are described below. 

Scikit-learn is a popular Python machine learning module, released 

under the BSD license. The module comes with several learning methods and 

pre-packaged data sets. Using scikit-learn, different learning methods and 

related techniques can be applied, and if needed expanded upon, without the 

need to implement them from scratch. This vastly simplified the 

implementation of the experiments and evaluation of the results of this study. 

Scikit-learn is based on NumPy, which is a widely used Python package for 

handling scientific data, and on SciPy, which is a larger collection of Python 

software for science, mathematics, and engineering.  While mostly written in 

Python, scikit-learn do use the C++ libraries LibSVM and LibLinear, and 

SciPy also comes with bindings for Fortran-based numerical packages. 

Scikit-learn also uses Cython which is an extended version of Python which 

allows the writing of very efficient code by supporting some C directives in 

the Python code. From the Cython code, C code is generated, and that code is 

then compiled. This enables scikit-learn to have a high performance while at 

the same time providing a relatively easy to use high-level API [27]. 

On scikit-learn’s website, a general flowchart for choosing a suitable 

machine learning method for different problems is provided [28]. The 

methods used in this study were two of the recommended ones for this type 

of problem; Naive Bayes and Support Vector Machine, specifically the 

MultinomialNB and the LinearSVC classifiers were used. Classifiers and 

other methods in scikit-learn come with a large array of possible settings. In 

this study, the standard settings were, due to time constraints, in most cases 

used. The default settings do provide a good starting point but for an optimal 

result several different settings should be tested. 

For more advanced preprocessing of textual data, scikit-learn can easily 

be combined with the Natural Language Toolkit platform (NLTK) [10]. Some 

initial testing with stemming and lemmatization with NLTK on a small subset 

of the data didn’t show any improvement of the results of the classifiers while 

adding complexity and increasing computational load and memory usage. 

This is also supported by other studies [12, 13] and stemming and 

lemmatization was therefore excluded from the final implementation. 

One challenge with working with the data from SwePub was that it was 

quite severely imbalanced (the number of items belonging to each class 

differed a lot). Scikit-learn is not specifically designed for dealing with 

imbalanced data but the package imbalanced-learn provides several 

techniques that can be used. Both different under-sampling and oversampling 

methods, and combinations thereof, are available in the package [29]. Since it 

has been shown [16] that random oversampling can produce results 

comparable with more advanced oversampling methods the random 
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oversampling provided by imbalanced-learn was used in this study for 

dealing with the class imbalance. 

For storing the data, the Python package pandas [30] was used. With 

the dataframe data structure in pandas data can be accessed in a SQL-like 

way and the package is easy to use with scikit-learn. 

2.2  Data 

The data used in the study was collected from SwePub which is a database 

containing bibliographic data on scientific publications from a little more 

than forty Swedish universities and authorities [25]. Records in SwePub 

should be classified with a somewhat extended Swedish version of OECD’s 

FORD (Fields of Research and Development) classification (the extended 

version has three levels instead of the original two) [26]. The data was 

obtained from SwePub as a deduplicated xml data dump. In total, the file 

contained 1,147,523 bibliographic records at the time it was downloaded. 

Only records that fulfilled the following criteria were used in the 

experiments: 

 

1. The record had to fulfill the minimal classification requirements 

prescribed in the guidelines for SwePub. That means that the record had 

to be classified with a single class at level two or level three4. 

2. The record had to represent a published item (i.e. pre-print records were 

excluded). 

3. The record had to have been validated5. 

4. The record had to contain an English abstract. 

 

All the criteria above were fulfilled by 276,182 records. 

For some of the experiments records with English titles (but not 

necessarily any abstracts) were used, the criteria were in this case fulfilled by 

454,622 records. 

How the records were distributed over classes in the two sets can be 

found in two tables in appendix 2. 

                                                 
4   So only multiclass classification (classification with more than two 

possible classes) was considered, not multi-label classification (where the 

number of predicted classes can be more than one). 
5 Some of the institutions exporting data to SwePub have a workflow for 

registering records which involves a separate quality assurance step. An 

initial non-validated record might be produced by an author or imported from 

another database. In a later step an administrator evaluates and presumably 

corrects the record which is then marked as validated. 
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2.3  Reliability and validity  

Since only a subset of the records in SwePub, fulfilling certain criteria, was 

used it is hard to tell if the results are representative of data not fulfilling 

these criteria.  

The class imbalance is likely to have skewed the results even if was 

mitigated by oversampling the minority classes. More real samples from the 

classes with few examples had of course been the best solution but since all 

available data was already used that was not an option. 

Bibliographic data can take many different shapes so any generalization 

going beyond SwePub or even scientific publications should probably not be 

made without additional support. 
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3 Implementation 
In this chapter, the steps used to fulfill the objectives listed in chapter 1.5 will 

be described. The descriptions cover the process of collecting data, the 

implementation of the classifiers, the evaluation procedures, and a summary 

of the experiments conducted. 

3.1  Data collection  

The data used in this study was downloaded as a deduplicated xml data dump 

from an ftp server provided by the National Library of Sweden. At the time 

of the download, the file had a size of approximately 8.4 GB and contained 

1,147,523 bibliographic records. The latest version of the data dump can be 

downloaded at: ftp://ftp.libris.kb.se/pub/swepub/swepub_dump_dedup.xml  

In order to simplify the xml processing, the xml file was split into 

several smaller parts. The format used in the xml file was a slightly modified 

version of MODS (Metadata Object Description Schema) in an OAI-PMH 

(Open Archives Initiative Protocol for Metadata Harvesting) wrapper. Both 

MODS and OAI-PMH are de facto standards for certain types of information 

exchange in the library and archive domain. The MODS schema is 

maintained by the Library of Congress [31] and OAI-PMH is maintained by 

the Open Archives Initiative [32]. Since the xml format was well defined and 

known the file could easily be split using a trivial Python script. 

As described in chapter 2.2 only a subset of the data that fulfilled 

certain criteria was used for training and evaluating the classifiers. 

Furthermore, only title fields and abstract fields were used as the basis for 

feature extraction. A Python script using the CSV and ElementTree XML 

standard libraries was employed to traverse the xml files and create csv files 

with the relevant records and the relevant information. Two different csv files 

were created where one of the files contained records which had an English 

abstract and the other file contained records which might or might not contain 

an English abstract (so, the records in the first file were a subset of the 

records in the second file). The csv files had the following columns: 

identifier, year, classification, abstract, title, and subtitle. These csv files were 

then used as input for training and evaluating the classifiers. 

3.2  Classifiers  

When creating the classifiers used in this project the Python module scikit-

learn in combination with the imbalanced-learn package were used. A short 

description of the tools can be found in chapter 2. The machine learning 

methods used in scikit-learn were MultinomialNB (Naive Bayes) and the 

LinearSVC (Support Vector Machine). 

The first step in building each classifier was to store the data in a 

structure suitable for further processing, for this purpose the pandas library 
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was used. Each example in the csv file was stored in a row in a pandas 

DataFrame with a label column (the classification) and a text column (the 

source for feature extraction). In the instances when classification at the first 

level of the classification system was tested, only one digit from the 

classification was used as the label. When classification at the second level 

was tested, three digits (which is the number of digits in a classification code 

at the second level) was used. When features were to be extracted from the 

abstract that was used for the text column, and when the title was to be the 

source of the features, the title and the subtitle fields combined were used for 

the text column. 

3.2.1  Tokenization and feature extraction 

For tokenization and feature extraction the scikit-learn 

feature_extraction.text.CountVectorizer class was used. Like much of the 

functionality in scikit-learn the class can be tweaked in a number of ways, in 

this project the default settings were mostly used. Two settings were 

adjusted; ngram_range which is used for controlling the length of n-grams 

and max_df which specifies the maximum document frequency for terms and 

is used for exclusion of common words in the corpus. The n-grams used were 

unigrams and bigrams which provides some potential increased accuracy 

without adding too much additional computational requirements (which can 

be substantial when n-grams of a higher dimension are used). For maximum 

document frequency, a proportion of 0.7 was used which means that terms 

present in more than 70% of the documents in the corpus were excluded. This 

can be viewed as applying a dynamic corpus specific stop word list, words 

that are very common, and therefore probably not suitable for distinguishing 

between classes, are excluded when building the classifiers. All settings used, 

including the default settings, are listed in table 3.1 below. Extensive 

information on the different settings can be found in the scikit-learn 

documentation [33]. 

 

Parameter Default value Value used 

input ’content’ ’content’ 

encoding ’utf-8’ ’utf-8’ 

decode_error ’strict’ ’strict’ 

strip_accents None None 

lowercase True True 

preprocessor None None 

tokenizer None None 

stop_words None None 

token_pattern ’(?u)\b\w\w+\b’ ’(?u)\b\w\w+\b’ 

ngram_range (1, 1) (1, 2) 

analyzer ’word’ ’word’ 
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max_df 1.0 0.7 

min_df 1 1 

max_features None None 

vocabulary None None 

binary False False 

dtype <class ‘numpy.int64’> <class ‘numpy.int64’> 

Table 3.1: Settings for the feature_extraction.text.CountVectorizer class 

 

In order to transform the raw scores produced by the CountVectorizer to 

scores that take term frequency and inverse document frequency into account, 

the feature_extraction.text.TfidfTransformer class was used. Since the 

abstracts and titles used for feature extraction are of variable length at least 

term frequency weighing should be applied. 

3.2.2  Oversampling 

To mitigate the problems with class imbalance in the data the imbalanced-

learn over_sampling.RandomOverSampler class was used. Using the 

oversampler all classes except the majority class were oversampled to 

achieve the same number of examples for each class.  

3.2.3  Naive Bayes 

For the Naive Bayes classifier the scikit-learn Naive_bayes.MultinomialNB 

class was used. The standard settings for the class were used. 

3.2.4  SVM 

For the SVM classifier the scikit-learn svm.LinearSVC class was used. The 

standard settings for the class were used. 

3.2.5  Hierarchical approach 

Neither Naive nor SVM are inherently hierarchal classifiers, so for achieving 

a hierarchical approach, one classifier was created for each node in the 

hierarchy. This kind of approach has previously been successfully applied 

when using machine learning for classifying bibliographic data [23]. The root 

node classifier was trained with the children classes as labels, i.e. no classes 

of grandchildren were exposed as labels to the root node classifier. Each child 

was in turn trained with only examples belonging to one of the child’s 

subclasses using these subclasses as labels. 

3.3  Evaluation 

 When evaluating the classifiers, k-fold cross-validation was employed, so 

that all data could be used both for training and evaluation. The scikit-learn 

class model_selection.StratifiedKFold was used for creating the folds. With 

this class, the number of examples for each class in each fold has the same 
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ratio as in the total data set (or close to it). It is very important to perform the 

folding prior to the oversampling used for training since evaluation could 

otherwise be performed in part using the same data that was used for training 

in the same fold. Applying a hierarchical approach with several classifiers 

working at different nodes adds an extra layer of complexity but the basic 

procedure is the same: keep data for training and testing strictly separate for 

each fold and only apply oversampling for training. The standard settings for 

the k-fold class were not altered, which means that 3-fold cross-validation 

was used, where two thirds of the data were used for training and one third of 

the data was used for evaluation in each fold. 

The main measure used for evaluation was the accuracy score. The 

accuracy score was calculated using the scikit-learn metrics.accuracy_score. 

It was however deemed beneficial to collect more evaluation data than only 

the accuracy score and for generating several different measurements the 

imbalanced-learn metrics.classification_report_imbalanced class (which is 

an expanded version of the scikit-learn metrics.classification_report class) 

was used.  

3.4  Experiments 

In order to answer the research questions stated in chapter 1.5, a series of 

experiments were conducted. For some of the experiments the csv file 

containing records with abstracts was used as input, and for some of the 

experiments the csv file which in addition also contained records lacking 

abstracts, was used. The experiments using the former csv file as input are 

listed in table 3.4, and the ones using the latter csv file are listed in table 3.5. 

 

Id Method Hierarchical Classification 

level 

Features 

basis 

E1 Naive Bayes No 1 Abstract 

E2 Naive Bayes No 2 Abstract 

E3 Naive Bayes No 1 Title 

E4 Naive Bayes No 2 Title 

E5 SVM No 1 Abstract 

E6 SVM No 2 Abstract 

E7 SVM No 1 Title 

E8 SVM No 2 Title 

E9 Naive Bayes Yes 2 Abstract 

E10 Naive Bayes Yes 2 Title 

E11 SVM Yes 2 Abstract 

E12 SVM Yes 2 Title 

Table 3.4: Experiments using the records containing abstracts 
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Id Method Hierarchical Classification level 

E13 Naive Bayes No 1 

E14 Naive Bayes No 2 

E15 SVM No 1 

E16 SVM No 2 

E17 Naive Bayes Yes 2 

E18 SVM Yes 2 

Table 3.5: Experiments also using records lacking abstracts 

 

When the constraint that records should contain abstracts was not enforced, 

i.e. in the experiments listed in table 3.5, the basis for feature extraction did 

of course have to be the title. For all experiments using a hierarchal approach, 

the target output classification was on the second level (since a hierarchical 

approach only using the first level would be exactly the same thing as a non-

hierarchical approach at the first level). 
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4 Results 
In this chapter, the results of the experiments are described. First the results 

are presented and then some very general observations are made. 

In tables 4.1 and 4.2 the result of each experiment is listed. A more in-

depth classification report for each experiment can be found in appendix 1. 

 

Id Method Hierarchical Class 

level 

Features basis Accuracy 

E1 Naive 

Bayes 

No 1 Abstract 0.77 

E2 Naive 

Bayes 

No 2 Abstract 0.62 

E3 Naive 

Bayes 

No 1 Title 0.74 

E4 Naive 

Bayes 

No 2 Title 0.58 

E5 SVM No 1 Abstract 0.84 

E6 SVM No 2 Abstract 0.73 

E7 SVM No 1 Title 0.79 

E8 SVM No 2 Title 0.64 

E9 Naive 

Bayes 

Yes 2 Abstract 0.56 

E10 Naive 

Bayes 

Yes 2 Title 0.54 

E11 SVM Yes 2 Abstract 0.71 

E12 SVM Yes 2 Title 0.63 

Table 4.1: Results of experiments using the records containing abstracts 

 

Id Method Hierarchical Classification level Accuracy 

E13 Naive 

Bayes 

No 1 0.75 

E14 Naive 

Bayes 

No 2 0.58 

E15 SVM No 1 0.79 

E16 SVM No 2 0.65 

E17 Naive 

Bayes 

Yes 2 0.55 

E18 SVM Yes 2 0.63 

Table 4.2: Results of experiments also using records lacking abstracts 

 

As can be seen in tables 4.1 and 4.2 the accuracy scores ranged between a 

lowest score of 0.54 and a highest score of 0.84. For Naive Bayes the 
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accuracy scores ranged between 0.54 and 0.77 and for Support Vector 

Machine the scores ranged between 0.63 and 0.84. 

In figure 4.1 and figure 4.2 the results are shown as bar charts for the 

Naive Bayes classifier and the Support Vector Machine classifier 

respectively. 

 

 
Figure 4.1: Classification results using Naive Bayes. 

 

 
Figure 4.2: Classification results using Support Vector Machine. 

 

The blue bars in figure 4.1 and figure 4.2 represent the results of the 

experiments were abstracts have been used as the basis for features, that is: 
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E1, E2, E5, E6, E9, and E12. The orange bars represent the results were the 

titles from the same records were used as the basis for features, that is: E3, 

E4, E7, E8, E10, and E2. The grey bars, finally, represent the results were 

titles still were used as the basis for features but the corpora had been 

extended with records without abstracts. 

The first group of bars in the figures represents the results of the 

experiments were classification codes from the first level were used as labels. 

The second group of bars represents the results when second level 

classification codes were used as labels. The third group of bars also 

represents results of experiments were classification codes at the second level 

have been used as labels, but in these experiments a hierarchical approach 

was applied. 

From the results presented in tables 4.1 and 4.2, and figures 4.1 and 4.2, 

it can be concluded that the Support Vector Machine classifier performed 

better than the Naive Bayes classifier. It can also be concluded that 

classification on the second level received a lower score than classification at 

the first level, and that at least the Support Vector Machine classifier 

performed better when the abstracts were used as the basis for features than 

when only titles were used. 

The results will be further analyzed in the next chapter. 
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5 Analysis 
In this chapter, the results of the experiments are analyzed. The chapter starts 

with a general analysis which is followed by analyses related to each of the 

research questions.  

As already stated in the results chapter, the Support Vector Machine 

classifier achieved a higher accuracy score in all the experiments. This was 

not unexpected and is in line with the results reported by Wang [2]. It should, 

however, be pointed out that even though Support Vector Machine often can 

outperform Naive Bayes on classification tasks it not certain that one method 

will always achieve the best results. The properties of the data classified do 

of course affect the results of the classification, but even using the same data 

it is not a given that a certain method will perform better since the methods 

come in several different flavors and things like preprocessing and different 

settings also can influence the results6. With the data, features, labels, 

methods, and settings used in this study, the Support Vector Machine method 

did, however, achieve the overall highest score. 

Some general differences between Naive Bayes and Support Vector 

Machine, apart from the accuracy scores the classifiers achieved, that were 

not evaluated in this project are nonetheless worth mentioning. It should be 

noted that training a classifier using the Support Vector Machine method, in 

general, is a more resource-intensive task than when Naive Bayes is used7. 

Support Vector Machine is also considered creating black box models, 

                                                 
6 The idea that it is very hard to tell which machine learning method will 

produce the best result when applied to a specific problem without 

conducting experiments is often referred to as the no free lunch theorem. The 

expression has its background in an article by David H. Wolpert [34] and an 

article by Wolpert and William G. Macready [35] in which they show that for 

certain mathematical problems the performance of different methods is the 

same on average if all problems of a certain type are taken into account. The 

expression is, however, often when it comes to machine learning loosely used 

to indicate that a single answer to which method should be used for a specific 

problem seldom exists (even if certain types of methods can be more or less 

well suited for different problems). 
7 In this project the resource requirements of different methods were not 

specifically evaluated, so memory and CPU usage were not recorded. 

Detailed execution time information does equally not exist. The total time of 

running the different experiments were however recorded and the ones using 

Support Vector Machine did indeed have longer execution times than the 

ones using Naive Bayes. Experiment E2 (using Naive Bayes) did for example 

have a total execution time of 1,534 seconds while experiment E6 (using 

Support Vector Machine but otherwise being equivalent) had an execution 

time of 5,543 seconds. 
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meaning that it is hard to explain, at least in an intuitive way, why certain 

predictions are made by the models. Another difference between Naive Bayes 

and Support Vector Machine that can be important in some situations is that a 

classifier built using Naive Bayes can be updated with new examples without 

having to completely retrain it, something that is known as online learning. A 

classifier built using Support Vector Machine can, however, not easily be 

updated in the same way8. The ability to update a classifier can be important 

when the features and labels are the products of human intellectual labor 

since this invariably leads to concept drift. The most common words used in 

titles and abstracts in scientific articles in a specific field are probably not the 

same ones today as in ten, twenty, or fifty years.  

In figures 5.1 and 5.2 confusion matrixes for Naive Bayes and Support 

Vector Machines, when classification is performed at the first level and 

abstracts are used as the base for feature extraction, are shown. The numbers 

presented represents the fraction of documents belonging to class classified 

as a certain class (so, in figure 5.1 55% of the documents belonging to class 1 

were classified with class 1 and 19% were incorrectly classified as belonging 

to class 2). By the comparing the matrices, it is clear that although the 

classifiers show similar results they both have their strengths and weaknesses 

when dividing among classes.  

 

 
Figure 5.1: Confusion matrix for first level classification using Naive Bayes. 

                                                 
8 Even if some methods exist for creating online-like behavior of Support 

Vector Machine models, see for example [36].  
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Figure 5.2: Confusion matrix for first level classification using SVM. 

5.1  Basis for features 

Research question RQ1, see table 1.4, was concerned with the differences in 

the results of the experiments when abstracts were used as the basis for 

features compared to when titles were used. Abstracts can be assumed to 

contain more information than titles, which could be beneficial for separating 

documents into different classes. At the same time, abstracts could also 

potentially contain more noise than titles which would make it harder to 

assign the right class to different documents correctly. 

For Naive Bayes the biggest difference in results when using the 

abstracts as the basis for features compared to when using the titles can be 

found when a non-hierarchical approach is used for classification at the 

second level, and in that case, the difference is only 0.04 points, see tables 4.1 

and 4.2, and figure 4.1. In all other cases the difference is even smaller or 

non-existent. 

For Support Vector Machine a larger difference in results can be 

observed when comparing abstracts and titles as the basis for features. The 

difference varies between 0.5 points, for classification at the first level, and 

0.9 points, for non-hierarchical classification at the second level, see tables 

4.1 and 4.2 and figure 4.2. 

The number of examples used for training has in other studies been 

shown to have a significant impact on learning [15] and since more examples 

existed in the data used in this study that contained a title but no abstract it 
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was deemed interesting to perform experiments using these additional 

examples too. 

In figure 5.3 and figure 5.4 the F1 scores9 achieved in experiments E4, 

E14, E8, and E16, for the 42 classes at the second level in the classification 

system are plotted in diagrams with the number of examples used for each 

class on the x-axis and the score on the y-axis. Figure 5.3 depict the results 

when Naive Bayes was used and figure 5.4 when Support Vector Machine 

was used. All experiments in the figures used the titles as basis for the 

features but the number of examples differs in the experiments. The blue dots 

represent classes when both records containing abstracts and records not 

containing abstracts were used. The orange dots represent the same classes 

when only records containing abstracts were used. In total 454,622 records 

were used in experiments E14 and E16, while 276,182 of these records were 

used in experiments E4 and E8. Since 3-fold cross-validation was employed 

the average number of examples used for training were however 303,081.33 

in the former case and 184,121.33 in the latter (not taking the oversampling 

into account). 

 

                                                 
9 The reason for using the F1 score rather than the accuracy score when 

comparing the results on the class level is that the accuracy score on this level 

can be counterintuitive and easily misunderstood. Consider the following 

example: In the corpus the class 107 is represented by 160 documents 

containing abstracts. Since 3-fold cross-validation is used the number of 

examples for that class used for evaluation in a fold would be around 53. The 

total number of documents in the corpus containing abstracts are 276,182 

which means that around 92,061 examples in total will be used for evaluation 

in the fold. Let the number of correctly classified (TP) examples for the class 

be 2, and let 157 records be misclassified as belonging to the class (FP). This 

would mean that the number of false negatives (FN) is: 53 - 2 = 51 and that 

the number of true negatives (TN) is: 92,061 - 2 - 157 - 51 = 91,851. Using 

calculation 5 this would give an accuracy score of: (2 + 91,851) / 92,061 ≈ 

0.998 which at best can be considered an irrelevant measurement.  
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Figure 5.3: Classification results per class using Naive Bayes. 

 

 
Figure 5.4: Classification results per class using Support Vector Machine. 

 

As can be seen in figure 5.3 and figure 5.4 the F1 score was very low for 

classes with few examples even though oversampling had been applied to the 

minority classes. 

The differences in results when the number of examples used was 

greater for classification using titles were very small, see tables 4.1 and 4.2, 

and figures 4.1 and 4.2, but the number of additional examples was also quite 

low. 
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5.2  Classification level 

Research question RQ2, see table 1.4, concerned differences in the results of 

the experiments when classification was conducted at the first level compared 

to at the second level. 

Since classification at the second level means that more classes will be 

used and that the number of examples for each class will be fewer it is 

reasonable to assume that the resulting score will be lower. For the data used 

in this study the number of classes used at the first level was six and at the 

second level, the number of classes was 42. 

As can be observed in tables 4.1 and 4.2, and figures 4.1 and 4.2 the 

accuracy score was lower at the second level regardless of the learning 

method used and the basis for features. In figure 5.5 the results of 

experiments E1, E2, E5, and E6 are displayed. The experiments plotted in the 

diagram used the abstracts as feature basis. Each dot represents the F1 result 

for one class in one experiment. The blue dots represent Naive Bayes at the 

second level, the green dots Support Vector Machine at the second level, the 

red dots Naive Bayes at the first level, and the green dots Support Vector 

Machine at the first level. 

 

 
Figure 5.5: Classification results at different levels. 

 

The most significant information visualized in figure 5.5 is that the red and 

green dots, representing classification at the first level, with one exception all 

had a comparatively high F1 score, while the classification at the second level 

displayed a more scattered distribution. 
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That classification at the second level resulted in a lower score than 

classification at the first level was to be expected and is in line with results in 

previous studies [2, 23]. 

5.3  Hierarchical classification 

Research question RQ3, see table 1.4, concerned differences in the results of 

the experiments when classification conducted at the second level was 

performed using a hierarchical approach compared to when a non-

hierarchical approach was used. 

When a hierarchal approach was used the classification task was 

divided into a number of sub-tasks with one classifier at each node. The task 

of each classifier can be considered easier than the task of a classifier which 

is to divide among all classes at once, but every error made by an ancestor in 

the classification tree is propagated to its children (i.e. if a classifier 

incorrectly assigns a certain base-class to a document and passes it along to a 

child classifier for that class the child classifier can never assign the correct 

subclass to that document10). 

The results of the experiments with the hierarchical approach showed a 

somewhat lower accuracy score regardless of the method used and the basis 

for the features. For Naive Bayes the accuracy score was between 0.03 and 

0.06 points lower for the hierarchical approach, and when Support Vector 

Machine was used the score was between 0.01 and 0.02 points lower, see 

tables 4.1 and 4.2, and figures 4.1 and 4.2. So, the overall difference in 

accuracy score, depending on if a hierarchical was used or not, was very low 

and the results should probably be considered inconclusive. 

 

 

                                                 
10 This is at least the case when an inherently non-hierarchical method is used 

in the simplest way.   
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6 Discussion  
This chapter contains a discussion of the results and the study in general. 

The overall accuracy of the classifiers varied between 0.54 and 0.84 

depending on the features, labels, and methods used.  

The accuracy of the classifiers when features were derived from 

abstracts varied between 0.56 and 0.84 depending on the classification level, 

the number of examples, and the method used. For classification where the 

features were derived from titles the accuracy varied between 0.56 and 0.84 

depending on the classification level, the number of examples, and the 

method used. For Naive Bayes the differences in accuracy depending on the 

source for features were minuscule, for Support Vector Machine the 

differences were larger but still only in the range between 0.05 and 0.09 

accuracy points. This has implications for automated classification of 

bibliographic records in SwePub since there exist a large number of records 

that are lacking abstracts. It also suggests that further investigation of the 

feature extraction process might be warranted. In this study, the feature 

extraction process was identical regardless of the source used for feature 

extraction. The total number of unique words used in titles in the corpus can, 

however, be assumed to be lower than that of unique words used in abstracts, 

leading to fewer documents sharing the same words in the title case. Since a 

dynamic 0.7 document frequency restriction was imposed on tokens, that 

would mean that fewer features were used when titles were used as the source 

for features. 

For classification at the first level the accuracy varied between 0.74 and 

0.84, and for classification at the second level the results varied between 0.54 

and 0.73. That the accuracy was lower when more classes were used is in no 

way surprising since fewer examples existed for each class and the classes 

also were conceptually closer to each other. For minority classes with very 

few examples on the second classification level the F1 score was generally 

very low, even though oversampling had been applied. This is, however, to 

be expected since a model trained with a large number of identical examples 

for some classes would be likely to overfit these classes. I.e. the model would 

expect documents belonging to the overfitted classes to look exactly as the 

examples and would have problems handling unseen data for these classes. 

Without oversampling the results would, however, be even worse with the 

smallest minority classes never being assigned to new document at all. 

The differences in accuracy at classification at the second level using a 

hierarchical approach or not were very small. The largest difference, which 

was only 0.06 accuracy points in favor of non-hierarchical classification, 

occurred when Naive Bayes was used. All other differences were also in 

favor of the non-hierarchical approach but they were so small that the results 

probably should be considered inconclusive.  
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So, what do the achieved accuracy scores mean? How they are 

calculated are described in the background, method, and implementation 

chapters – but that does not in itself convey any meaning11. To phrase the 

question another way: is it a low result, a high result, or an acceptable result? 

The absolute minimum expectation of a classifier is that it at least performs 

as well as pure chance, that is: 1/the number of target classes (or labels). For 

classification at the first level that would be: 1/6 ≈ 0.17, and for classification 

at the second level12: 1/42 ≈ 0.02. So, the classifiers do at least perform better 

than pure chance, but expectations are usually higher than that. In the case of 

spam filtering (one of the most successful areas for automated classification) 

results of accuracy in the 0.98-0.99 range have been reported [1, s. 850]. To 

expect that kind of accuracy of the type classification evaluated in this study 

is however unreasonable for several reasons, including the differences in the 

number of classes/labels and the number of examples. 

Compared to results reported in previous studies [2, 23, 24] on 

automated classification of bibliographic data, the results achieved in this 

study are very much what could be expected. Frank and Paynter [23] reported 

an accuracy of 0.8027 at the first level, and an accuracy of 0.6954 at the 

second level, when 800,000 examples were used for training (with lower 

scores when fewer examples were used). Wang [2] achieved a best score of 

0.804 at the first level, and a best score of 0.651 at the second level, when no 

human interaction was employed. Denecke, Risse and Baehr [24] reported a 

best accuracy of the machine learning part of their study of about 0.87 (only 

classification at one level was studied). 

As discussed in chapter 1.1.8 several properties of the data used for 

training a classifier have potential implications for the performance of the 

classifier. One of these properties is the extent to which the labels of the 

training examples are used in a consistent manner or not. In the library and 

information science domain this is known as indexing consistency and it has 

been shown that the indexing consistency for bibliographic data can be quite 

low [17]. To mitigate the degradation introduced by inconstantly labeled 

examples the set of examples could be limited to a subset only consisting of 

                                                 
11 For some frequently used measurements we often develop an almost 

intuitive sense of meaning: 100 degrees Celsius is hot, 100 kilometers per 

hour is fast, 1,000 kilometers is far. This is however mostly true for a very 

limited range, when contemplating the temperature of the sun, the speed of 

celestial objects, or the distance to the stars, our intuitive understanding tends 

to break down. It is also notoriously easy to misinterpret statistical data, so 

some time for reflection is always warranted when looking at an unfamiliar 

number.  
12 The uneven distribution of examples over classes in the test data does 

however of course make it more or less likely that a record belongs to a 

certain class. 
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high-quality examples. Identifying which examples are of high quality is 

however in itself no easy task and furthermore only valid when a large 

number of examples exist (since it is normally preferable to use as many 

examples as possible). Removing low-quality examples from the training 

data is also only possible when some kind of objective truth exists. When for 

example classifying pictures of cats and dogs every picture is, in fact, a 

picture of a cat or a picture of a dog – an objectively right answer exists. 

When classifying bibliographic data this might not always be the case. 

Classification of scientific publications are of course not an entirely 

subjective endeavor, but the question whether the subject of a specific article, 

for example, is Veterinary Science or Animal and Dairy Science might not 

always have one single definitive answer13. The implication is that there 

might exist an upper limit to the achievable accuracy of automated 

classification of bibliographic data which is imposed by the nature of the 

problem itself14. 

An alternative or complementary approach to automated classification 

could be to use a service which recommends one or more classification as a 

part of a manual workflow. For the Swedish version of the FORD 

classification (which is used in SwePub) one such service has been developed 

at Linköping University [38] and this might be a superior approach, at least if 

bibliographic records are handled one at a time15. The service developed at 

Linköping University suggests classes from both the second and third level of 

the classification system and uses both an article’s abstract and the ISSN of 

                                                 
13 An extensive discussion (in Swedish) on the indexing consistence concept 

and its relation to subjectivity can be found in the author’s master’s thesis 

[37]. 
14 The number of studies that have been performed on bibliographic data is 

however still quite limited, in a meta-study from 2015 [22] of studies on 

machine learning for text classification it was found that most of the studies 

used one of the data sets from the University of California Irvine repository, 

with Reuters-21578, 20-Newsgroup, and Web KB as the top three ones. So, 

given the relatively limited research made on bibliographic data any 

generalizations on typical results should be made with care (especially since 

some of the research that do exist have been performed only on data from 

specific domains such as technology or medicine). 
15 This kind of approach can of course be extended to a completely automatic 

one by simply letting an application assign one (or more) of the 

recommended classes instead of using a human as the decision maker. The 

service does also provide a simple API which makes this very easy. It would 

be interesting comparing the suggested classes from the recommender service 

to the ones assigned by the classifiers in this study but this is due to time 

constraints not possible. 
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the journal in which an article is published to determine which classes to 

recommend. 
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7 Conclusion 
In this chapter, some conclusions are made and a few ideas for future studies 

are presented. 

The goal of this study was to evaluate how well two standard machine 

learning methods – Naive Bayes and Support Vector Machine (SVM) – 

performed when used for classifying bibliographic data from SwePub. 

The overall accuracy of the classifiers used in the study ranged between 

a lowest score of 0.54 and a highest score of 0.84, which is consistent with 

results achieved in other studies on automated classification of bibliographic 

data [2, 23, 24]. The classifier that consistently achieved the best results was 

the one based on the Support Vector Machine method.  

It was found that the differences in accuracy when using titles as the 

source for classification compared to when using abstracts were 

comparatively small when using Support Vector Machine and virtually non-

existent when using Naive Bayes. This is an interesting result since abstracts 

are not always present in bibliographic records. 

Classification at the second level in the hierarchical classification 

system was, as expected, found to yield lower results than classification at the 

first level. The prescribed minimum classification level in SwePub is the 

second level but in a scenario involving automated classification perhaps a 

classification at the first level of previously unclassified records is preferable 

over a potentially less accurate classification at the second level. 

It was investigated how the results of a hierarchical approach would 

differ from the results of a non-hierarchical one. The differences found were 

however so small that no conclusions should be drawn from it. 

Bibliographic data can be of a quite heterogeneous nature with some 

records containing little more than a title, and other containing an abundance 

of metadata and even the full text of the entity which the bibliographic record 

is a representation of. This varied nature of bibliographic data suggests that 

generalizations concerning the results achieved in this study should only be 

made with great caution. Even when it comes to SwePub the results should 

probably not be considered valid for all data without further analysis. Only a 

subset of the data in SwePub, fulfilling certain criteria, were used in this 

study and it is likely that the results would have differed, at least to some 

extent, if another set of criteria had been used. 

There is also a lot of tweaking that can (and should) be made to the 

preprocessing of the data, and to the learning methods for potentially 

improving the results. In this study the standard settings were mostly used 

and consequently the optimal results for the tested methods were probably 

not achieved. 
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7.1 Future work 

In this study only natural language fields, the title and the abstract, were used 

for feature extraction, many bibliographic records do however contain more 

fields than that and it would be interesting using additional metadata for 

automated classification. One approach could be to set up a pipeline, like 

Denecke, Risse and Baehr [24] did, with several steps processing 

bibliographic records in different ways depending on the fields present in the 

record. 

The small differences achieved in accuracy when titles were used as the 

basis for feature extraction compared to when titles were used, warrants 

further investigation. Using a series of different fixed numbers of features, as 

opposed to a variable number, for both titles and abstracts might yield some 

insights. 

Experiments with more and different types of records from SwePub 

(e.g. records in different languages, unverified records, records with multiple 

classes etc.) would add to the total picture of to what degree automated 

classification can be used in the database. 

Testing other methods for automated classification would also be 

interesting. Using an inherently hierarchical method like decision trees or its 

extension random forest might be appropriate. Testing using a neural network 

for classification would also be interesting. 
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A Appendix 1 – Classification reports 
In this appendix the classification report created using the imbalanced-learn 

metrics.classification_report_imbalanced class for each experiment can be 

found. 

Experiment 1 

 

 pre rec spe f1 geo iba sup 

1 0.9 0.55 0.97 0.68 0.85 0.74 31099.67 

2 0.72 0.8 0.91 0.75 0.82 0.66 20915.67 

3 0.86 0.85 0.96 0.86 0.91 0.82 18358.67 

4 0.29 0.83 0.95 0.43 0.53 0.27 2282.67 

5 0.65 0.87 0.91 0.75 0.8 0.61 14206.33 

6 0.76 0.81 0.98 0.78 0.87 0.73 5197.67 

        

avg / 

total 

0.79 0.74 0.95 0.74 0.84 0.7 92060.67 

 

accuracy: 0.74 

f1_macro: 0.71 

Experiment 2 

 pre rec spe f1 geo iba sup 

101 0.71 0.77 0.99 0.74 0.84 0.68 2816.67 

102 0.66 0.59 0.98 0.62 0.8 0.62 6158.67 

103 0.87 0.73 0.99 0.8 0.92 0.84 7735.67 

104 0.71 0.63 0.99 0.67 0.83 0.67 4421.67 

105 0.75 0.72 0.99 0.73 0.86 0.72 3459.67 

106 0.86 0.47 0.99 0.61 0.91 0.81 6454 

107 0.04 0.01 1 0.02 0.17 0.04 53.33 

201 0.66 0.64 0.99 0.65 0.81 0.63 2663 

202 0.81 0.64 0.99 0.72 0.88 0.77 7760 

203 0.67 0.51 0.99 0.58 0.81 0.64 4441.33 

204 0.33 0.68 0.99 0.45 0.57 0.31 819 

205 0.61 0.67 0.99 0.64 0.78 0.59 2379.33 

206 0.2 0.69 0.99 0.31 0.44 0.18 425.33 

207 0.24 0.62 0.99 0.34 0.49 0.22 638 

208 0.16 0.3 1 0.21 0.4 0.15 29.67 

209 0.38 0.7 0.99 0.5 0.62 0.36 673.67 
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210 0.16 0.74 0.99 0.26 0.4 0.15 326 

211 0.34 0.25 1 0.29 0.58 0.32 760.33 

301 0.47 0.62 0.97 0.54 0.68 0.44 3951 

302 0.86 0.57 0.99 0.69 0.91 0.81 9700.67 

303 0.6 0.71 0.98 0.65 0.77 0.57 4072 

304 0.1 0.29 0.99 0.14 0.31 0.09 363.33 

305 0.19 0.37 1 0.26 0.44 0.18 271.67 

401 0.63 0.48 1 0.55 0.79 0.6 1487.67 

402 0.33 0.74 1 0.45 0.57 0.3 72.33 

403 0.37 0.64 1 0.47 0.6 0.34 228 

404 0.32 0.56 1 0.4 0.56 0.29 112 

405 0.16 0.52 0.99 0.25 0.4 0.15 382.67 

501 0.66 0.71 0.99 0.68 0.81 0.64 1777 

502 0.81 0.66 0.99 0.72 0.89 0.78 4260.33 

503 0.48 0.91 0.98 0.63 0.7 0.46 2187.33 

504 0.5 0.57 0.99 0.53 0.71 0.47 1575.67 

505 0.66 0.81 1 0.73 0.81 0.64 524.33 

506 0.52 0.77 0.99 0.62 0.72 0.49 941.67 

507 0.32 0.7 0.99 0.44 0.57 0.3 482.33 

508 0.4 0.63 0.99 0.49 0.63 0.38 1156 

509 0.29 0.23 0.99 0.26 0.54 0.27 1301.67 

601 0.63 0.69 1 0.66 0.79 0.61 1047.67 

602 0.81 0.72 1 0.76 0.9 0.79 1767.33 

603 0.66 0.59 1 0.62 0.81 0.63 1297.33 

604 0.63 0.57 1 0.6 0.8 0.61 735 

605 0.34 0.36 1 0.35 0.58 0.31 350.33 

        

avg / 

total 

0.69 0.62 0.99 0.64 0.81 0.65 92060.67 

 

accuracy: 0.62 

f1_macro: 0.51 

Experiment 3 

 pre rec spe f1 geo iba sup 

1 0.87 0.61 0.95 0.71 0.85 0.72 31099.67 

2 0.73 0.78 0.91 0.75 0.82 0.66 20915.67 

3 0.82 0.86 0.95 0.84 0.89 0.78 18358.67 

4 0.31 0.8 0.95 0.44 0.55 0.28 2282.67 
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5 0.67 0.79 0.93 0.72 0.8 0.62 14206.33 

6 0.63 0.72 0.97 0.67 0.78 0.59 5197.67 

        

avg / 

total 

0.77 0.74 0.94 0.74 0.83 0.69 92060.67 

 

accuracy: 0.74 

f1_macro: 0.69 

Experiment 4 

 pre rec spe f1 geo iba sup 

101 0.62 0.75 0.99 0.68 0.79 0.59 2816.67 

102 0.66 0.51 0.98 0.57 0.79 0.62 6158.67 

103 0.85 0.7 0.99 0.77 0.91 0.82 7735.67 

104 0.66 0.63 0.98 0.65 0.8 0.62 4421.67 

105 0.71 0.67 0.99 0.69 0.84 0.68 3459.67 

106 0.83 0.45 0.99 0.58 0.89 0.78 6454 

107 0.02 0.04 1 0.02 0.11 0.02 53.33 

201 0.65 0.56 0.99 0.6 0.8 0.62 2663 

202 0.77 0.64 0.98 0.7 0.86 0.73 7760 

203 0.66 0.49 0.99 0.56 0.8 0.62 4441.33 

204 0.34 0.59 0.99 0.43 0.58 0.32 819 

205 0.55 0.66 0.99 0.6 0.74 0.52 2379.33 

206 0.16 0.55 0.99 0.25 0.41 0.15 425.33 

207 0.21 0.57 0.98 0.31 0.46 0.19 638 

208 0.04 0.23 1 0.08 0.21 0.04 29.67 

209 0.36 0.62 0.99 0.46 0.6 0.34 673.67 

210 0.16 0.66 0.99 0.26 0.4 0.14 326 

211 0.22 0.26 0.99 0.24 0.46 0.2 760.33 

301 0.46 0.57 0.97 0.51 0.67 0.42 3951 

302 0.83 0.57 0.99 0.68 0.89 0.78 9700.67 

303 0.56 0.64 0.98 0.6 0.74 0.53 4072 

304 0.08 0.22 0.99 0.12 0.28 0.07 363.33 

305 0.1 0.34 0.99 0.16 0.32 0.09 271.67 

401 0.48 0.54 0.99 0.51 0.69 0.45 1487.67 

402 0.22 0.64 1 0.33 0.47 0.2 72.33 

403 0.28 0.57 1 0.37 0.52 0.25 228 

404 0.16 0.43 1 0.23 0.4 0.15 112 

405 0.15 0.41 0.99 0.22 0.38 0.13 382.67 
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501 0.5 0.66 0.99 0.57 0.71 0.48 1777 

502 0.72 0.6 0.99 0.66 0.84 0.69 4260.33 

503 0.55 0.73 0.99 0.63 0.74 0.52 2187.33 

504 0.42 0.39 0.99 0.41 0.64 0.39 1575.67 

505 0.41 0.61 1 0.49 0.64 0.39 524.33 

506 0.4 0.6 0.99 0.48 0.63 0.37 941.67 

507 0.24 0.48 0.99 0.32 0.48 0.22 482.33 

508 0.35 0.53 0.99 0.42 0.59 0.32 1156 

509 0.25 0.2 0.99 0.22 0.5 0.23 1301.67 

601 0.43 0.56 0.99 0.48 0.65 0.4 1047.67 

602 0.68 0.54 1 0.6 0.82 0.65 1767.33 

603 0.57 0.46 0.99 0.51 0.75 0.54 1297.33 

604 0.41 0.36 1 0.39 0.64 0.39 735 

605 0.16 0.22 1 0.18 0.4 0.14 350.33 

        

avg / 

total 

0.64 0.58 0.99 0.59 0.78 0.61 92060.67 

 

accuracy: 0.58 

f1_macro: 0.44 

Experiment 5 

 pre rec spe f1 geo iba sup 

1 0.85 0.83 0.93 0.84 0.88 0.77 31099.67 

2 0.82 0.82 0.95 0.82 0.88 0.77 20915.67 

3 0.88 0.91 0.97 0.89 0.93 0.85 18358.67 

4 0.71 0.63 0.99 0.67 0.84 0.68 2282.67 

5 0.82 0.86 0.97 0.84 0.89 0.79 14206.33 

6 0.82 0.84 0.99 0.83 0.9 0.8 5197.67 

        

avg / 

total 

0.84 0.84 0.95 0.84 0.89 0.79 92060.67 

 

accuracy: 0.84 

f1_macro: 0.81 
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Experiment 6 

 pre rec spe f1 geo iba sup 

101 0.81 0.82 0.99 0.82 0.9 0.8 2816.67 

102 0.7 0.73 0.98 0.71 0.83 0.66 6158.67 

103 0.84 0.86 0.98 0.85 0.91 0.81 7735.67 

104 0.7 0.75 0.98 0.73 0.83 0.67 4421.67 

105 0.77 0.79 0.99 0.78 0.87 0.75 3459.67 

106 0.75 0.76 0.98 0.75 0.86 0.72 6454 

107 0 0 1 0 0 0 53.33 

201 0.72 0.74 0.99 0.74 0.85 0.7 2663 

202 0.8 0.79 0.98 0.8 0.88 0.77 7760 

203 0.72 0.69 0.99 0.7 0.84 0.69 4441.33 

204 0.61 0.53 1 0.56 0.78 0.58 819 

205 0.71 0.7 0.99 0.7 0.83 0.68 2379.33 

206 0.49 0.33 1 0.39 0.7 0.46 425.33 

207 0.48 0.4 1 0.44 0.69 0.45 638 

208 0.7 0.08 1 0.14 0.81 0.68 29.67 

209 0.67 0.61 1 0.64 0.82 0.64 673.67 

210 0.48 0.34 1 0.39 0.69 0.45 326 

211 0.56 0.25 1 0.35 0.74 0.53 760.33 

301 0.57 0.57 0.98 0.57 0.74 0.53 3951 

302 0.78 0.8 0.97 0.79 0.87 0.74 9700.67 

303 0.69 0.73 0.99 0.71 0.83 0.66 4072 

304 0.24 0.06 1 0.1 0.49 0.22 363.33 

305 0.44 0.15 1 0.22 0.66 0.41 271.67 

401 0.65 0.62 0.99 0.63 0.81 0.62 1487.67 

402 0.53 0.42 1 0.47 0.73 0.5 72.33 

403 0.63 0.49 1 0.55 0.79 0.6 228 

404 0.68 0.38 1 0.49 0.83 0.66 112 

405 0.44 0.14 1 0.21 0.66 0.41 382.67 

501 0.71 0.76 0.99 0.74 0.84 0.69 1777 

502 0.76 0.84 0.99 0.8 0.87 0.73 4260.33 

503 0.73 0.83 0.99 0.78 0.85 0.71 2187.33 

504 0.61 0.58 0.99 0.6 0.78 0.58 1575.67 

505 0.78 0.77 1 0.77 0.89 0.77 524.33 

506 0.62 0.69 1 0.65 0.79 0.6 941.67 

507 0.59 0.48 1 0.53 0.77 0.56 482.33 

508 0.63 0.57 1 0.59 0.79 0.6 1156 

509 0.43 0.27 0.99 0.33 0.65 0.4 1301.67 
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601 0.69 0.74 1 0.72 0.83 0.67 1047.67 

602 0.78 0.84 1 0.81 0.88 0.76 1767.33 

603 0.69 0.77 0.99 0.72 0.83 0.66 1297.33 

604 0.66 0.64 1 0.65 0.81 0.64 735 

605 0.55 0.23 1 0.32 0.75 0.53 350.33 

        

avg / 

total 

0.72 0.73 0.99 0.72 0.84 0.69 92060.67 

 

accuracy: 0.73 

f1_macro: 0.58 

Experiment 7 

 pre rec spe f1 geo iba sup 

1 0.81 0.78 0.91 0.79 0.85 0.71 31099.67 

2 0.77 0.77 0.93 0.77 0.85 0.71 20915.67 

3 0.85 0.87 0.96 0.86 0.91 0.81 18358.67 

4 0.62 0.58 0.99 0.6 0.78 0.59 2282.67 

5 0.74 0.79 0.95 0.77 0.84 0.7 14206.33 

6 0.72 0.69 0.98 0.7 0.84 0.69 5197.67 

        

avg / 

total 

0.79 0.79 0.94 0.79 0.86 0.73 92060.67 

 

accuracy: 0.79 

f1_macro: 0.75 

Experiment 8 

 pre rec spe f1 geo iba sup 

101 0.72 0.74 0.99 0.73 0.84 0.69 2816.67 

102 0.62 0.63 0.97 0.62 0.78 0.58 6158.67 

103 0.8 0.81 0.98 0.81 0.89 0.77 7735.67 

104 0.64 0.69 0.98 0.67 0.8 0.61 4421.67 

105 0.69 0.72 0.99 0.7 0.83 0.67 3459.67 

106 0.7 0.68 0.98 0.69 0.83 0.66 6454 

107 0.12 0.02 1 0.03 0.28 0.11 53.33 

201 0.64 0.64 0.99 0.64 0.79 0.61 2663 

202 0.74 0.74 0.98 0.74 0.85 0.7 7760 

203 0.64 0.62 0.98 0.63 0.79 0.6 4441.33 

204 0.51 0.47 1 0.49 0.72 0.49 819 
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205 0.62 0.63 0.99 0.63 0.79 0.6 2379.33 

206 0.38 0.27 1 0.31 0.61 0.35 425.33 

207 0.36 0.36 1 0.36 0.6 0.34 638 

208 0.33 0.09 1 0.14 0.57 0.31 29.67 

209 0.53 0.51 1 0.52 0.73 0.51 673.67 

210 0.38 0.33 1 0.36 0.62 0.36 326 

211 0.34 0.21 1 0.26 0.58 0.31 760.33 

301 0.49 0.51 0.98 0.5 0.7 0.46 3951 

302 0.74 0.75 0.97 0.74 0.85 0.7 9700.67 

303 0.59 0.65 0.98 0.62 0.76 0.56 4072 

304 0.14 0.06 1 0.08 0.36 0.12 363.33 

305 0.27 0.15 1 0.19 0.52 0.25 271.67 

401 0.55 0.55 0.99 0.55 0.74 0.52 1487.67 

402 0.5 0.42 1 0.45 0.7 0.47 72.33 

403 0.55 0.43 1 0.48 0.74 0.53 228 

404 0.52 0.27 1 0.35 0.72 0.5 112 

405 0.28 0.16 1 0.21 0.52 0.26 382.67 

501 0.58 0.61 0.99 0.59 0.76 0.55 1777 

502 0.66 0.71 0.98 0.68 0.81 0.63 4260.33 

503 0.58 0.74 0.99 0.65 0.76 0.56 2187.33 

504 0.43 0.42 0.99 0.42 0.65 0.4 1575.67 

505 0.61 0.55 1 0.58 0.78 0.58 524.33 

506 0.49 0.51 0.99 0.5 0.69 0.46 941.67 

507 0.38 0.32 1 0.35 0.62 0.36 482.33 

508 0.48 0.47 0.99 0.48 0.69 0.46 1156 

509 0.29 0.22 0.99 0.25 0.53 0.26 1301.67 

601 0.52 0.55 0.99 0.53 0.72 0.49 1047.67 

602 0.63 0.66 0.99 0.64 0.79 0.6 1767.33 

603 0.57 0.53 0.99 0.55 0.75 0.54 1297.33 

604 0.48 0.37 1 0.42 0.69 0.45 735 

605 0.32 0.14 1 0.19 0.57 0.3 350.33 

        

avg / 

total 

0.64 0.64 0.98 0.64 0.79 0.6 92060.67 

 

accuracy: 0.64 

f1_macro: 0.48 
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Experiment 9 

 pre rec spe f1 geo iba sup 

101 0.74 0.59 0.99 0.66 0.86 0.72 2816.67 

102 0.72 0.12 1 0.2 0.82 0.66 6158.67 

103 0.86 0.75 0.99 0.8 0.91 0.83 7735.67 

104 0.63 0.68 0.98 0.66 0.79 0.6 4421.67 

105 0.82 0.5 1 0.62 0.89 0.79 3459.67 

106 0.8 0.27 0.99 0.41 0.87 0.75 6454 

107 0 0 1 0 0 0 53.33 

201 0.6 0.56 0.99 0.58 0.77 0.57 2663 

202 0.63 0.77 0.96 0.7 0.79 0.6 7760 

203 0.62 0.51 0.98 0.56 0.78 0.59 4441.33 

204 0.36 0.56 0.99 0.44 0.6 0.33 819 

205 0.63 0.64 0.99 0.64 0.79 0.6 2379.33 

206 0.22 0.44 0.99 0.29 0.47 0.2 425.33 

207 0.22 0.35 0.99 0.27 0.46 0.2 638 

208 0.16 0.16 1 0.16 0.39 0.15 29.67 

209 0.57 0.28 1 0.37 0.75 0.54 673.67 

210 0.15 0.39 0.99 0.21 0.38 0.13 326 

211 0.12 0.12 0.99 0.12 0.35 0.11 760.33 

301 0.45 0.65 0.96 0.53 0.67 0.42 3951 

302 0.84 0.61 0.99 0.7 0.9 0.79 9700.67 

303 0.53 0.55 0.98 0.54 0.72 0.5 4072 

304 0.1 0.25 0.99 0.14 0.31 0.09 363.33 

305 0.14 0.31 0.99 0.2 0.38 0.13 271.67 

401 0.4 0.5 0.99 0.44 0.63 0.37 1487.67 

402 0.18 0.77 1 0.3 0.43 0.17 72.33 

403 0.28 0.43 1 0.33 0.52 0.26 228 

404 0.1 0.64 0.99 0.18 0.32 0.09 112 

405 0.08 0.68 0.97 0.14 0.28 0.07 382.67 

501 0.62 0.53 0.99 0.57 0.79 0.59 1777 

502 0.73 0.66 0.99 0.69 0.84 0.7 4260.33 

503 0.43 0.88 0.97 0.58 0.66 0.41 2187.33 

504 0.4 0.54 0.99 0.46 0.63 0.38 1575.67 

505 0.61 0.78 1 0.68 0.78 0.59 524.33 

506 0.51 0.72 0.99 0.59 0.71 0.48 941.67 

507 0.27 0.66 0.99 0.39 0.52 0.25 482.33 

508 0.28 0.63 0.98 0.39 0.53 0.26 1156 

509 0.23 0.24 0.99 0.23 0.47 0.21 1301.67 
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601 0.56 0.67 0.99 0.61 0.74 0.53 1047.67 

602 0.74 0.74 0.99 0.74 0.86 0.71 1767.33 

603 0.61 0.55 0.99 0.58 0.78 0.58 1297.33 

604 0.59 0.55 1 0.57 0.77 0.56 735 

605 0.17 0.33 0.99 0.23 0.41 0.16 350.33 

        

avg / 

total 

0.64 0.56 0.99 0.57 0.78 0.61 92060.67 

 

accuracy: 0.56 

f1_macro: 0.44 

Experiment 10 

 

 pre rec spe f1 geo iba sup 

101 0.66 0.64 0.99 0.65 0.81 0.63 2816.67 

102 0.72 0.24 0.99 0.37 0.83 0.66 6158.67 

103 0.83 0.73 0.99 0.78 0.9 0.8 7735.67 

104 0.6 0.67 0.98 0.63 0.77 0.57 4421.67 

105 0.74 0.53 0.99 0.62 0.85 0.71 3459.67 

106 0.8 0.32 0.99 0.46 0.87 0.75 6454 

107 0.01 0.01 1 0.01 0.09 0.01 53.33 

201 0.6 0.52 0.99 0.56 0.77 0.57 2663 

202 0.66 0.74 0.97 0.7 0.81 0.63 7760 

203 0.62 0.5 0.98 0.55 0.78 0.58 4441.33 

204 0.35 0.48 0.99 0.4 0.59 0.32 819 

205 0.56 0.63 0.99 0.59 0.75 0.53 2379.33 

206 0.17 0.32 0.99 0.22 0.41 0.15 425.33 

207 0.2 0.38 0.99 0.26 0.45 0.18 638 

208 0.08 0.23 1 0.12 0.28 0.08 29.67 

209 0.46 0.36 1 0.4 0.68 0.43 673.67 

210 0.16 0.36 0.99 0.22 0.4 0.15 326 

211 0.15 0.16 0.99 0.15 0.38 0.14 760.33 

301 0.43 0.6 0.96 0.5 0.65 0.4 3951 

302 0.79 0.61 0.98 0.69 0.87 0.74 9700.67 

303 0.53 0.58 0.98 0.56 0.72 0.5 4072 

304 0.07 0.19 0.99 0.11 0.27 0.07 363.33 

305 0.11 0.34 0.99 0.16 0.32 0.1 271.67 

401 0.33 0.53 0.98 0.41 0.57 0.31 1487.67 

402 0.14 0.68 1 0.23 0.38 0.13 72.33 
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403 0.23 0.42 1 0.3 0.48 0.21 228 

404 0.1 0.54 0.99 0.17 0.32 0.09 112 

405 0.09 0.55 0.98 0.16 0.31 0.09 382.67 

501 0.47 0.49 0.99 0.48 0.68 0.44 1777 

502 0.66 0.63 0.98 0.64 0.8 0.63 4260.33 

503 0.52 0.68 0.98 0.59 0.72 0.49 2187.33 

504 0.4 0.35 0.99 0.37 0.63 0.37 1575.67 

505 0.44 0.56 1 0.5 0.67 0.42 524.33 

506 0.37 0.57 0.99 0.45 0.61 0.35 941.67 

507 0.21 0.47 0.99 0.29 0.46 0.2 482.33 

508 0.29 0.54 0.98 0.38 0.54 0.27 1156 

509 0.22 0.22 0.99 0.22 0.46 0.2 1301.67 

601 0.35 0.57 0.99 0.44 0.59 0.33 1047.67 

602 0.62 0.54 0.99 0.57 0.78 0.59 1767.33 

603 0.47 0.45 0.99 0.46 0.69 0.44 1297.33 

604 0.35 0.37 0.99 0.36 0.59 0.33 735 

605 0.11 0.23 0.99 0.14 0.32 0.1 350.33 

        

avg / 

total 

0.61 0.54 0.98 0.55 0.76 0.58 92060.67 

 

accuracy: 0.54 

f1_macro: 0.4 

Experiment 11 

 pre rec spe f1 geo iba sup 

101 0.81 0.79 0.99 0.8 0.9 0.79 2816.67 

102 0.7 0.66 0.98 0.68 0.83 0.67 6158.67 

103 0.84 0.85 0.98 0.84 0.91 0.81 7735.67 

104 0.71 0.72 0.98 0.71 0.83 0.68 4421.67 

105 0.77 0.75 0.99 0.77 0.87 0.75 3459.67 

106 0.76 0.72 0.98 0.74 0.86 0.73 6454 

107 0 0 1 0 0 0 53.33 

201 0.7 0.73 0.99 0.71 0.83 0.67 2663 

202 0.76 0.8 0.98 0.78 0.86 0.73 7760 

203 0.69 0.69 0.98 0.69 0.82 0.66 4441.33 

204 0.55 0.52 1 0.53 0.74 0.52 819 

205 0.67 0.69 0.99 0.68 0.82 0.65 2379.33 

206 0.44 0.3 1 0.35 0.66 0.42 425.33 
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207 0.44 0.38 1 0.41 0.67 0.42 638 

208 0.72 0.06 1 0.1 0.84 0.7 29.67 

209 0.62 0.54 1 0.58 0.79 0.59 673.67 

210 0.41 0.31 1 0.35 0.63 0.38 326 

211 0.47 0.22 1 0.3 0.68 0.44 760.33 

301 0.54 0.6 0.98 0.57 0.73 0.51 3951 

302 0.78 0.8 0.97 0.79 0.87 0.75 9700.67 

303 0.68 0.72 0.98 0.7 0.82 0.65 4072 

304 0.24 0.05 1 0.09 0.49 0.22 363.33 

305 0.44 0.13 1 0.19 0.67 0.42 271.67 

401 0.62 0.62 0.99 0.62 0.78 0.59 1487.67 

402 0.55 0.5 1 0.52 0.74 0.52 72.33 

403 0.59 0.48 1 0.53 0.77 0.57 228 

404 0.62 0.39 1 0.48 0.78 0.59 112 

405 0.35 0.17 1 0.23 0.59 0.33 382.67 

501 0.71 0.71 0.99 0.71 0.84 0.68 1777 

502 0.74 0.83 0.99 0.78 0.86 0.72 4260.33 

503 0.71 0.82 0.99 0.76 0.84 0.68 2187.33 

504 0.57 0.58 0.99 0.58 0.76 0.55 1575.67 

505 0.76 0.76 1 0.76 0.87 0.74 524.33 

506 0.61 0.68 1 0.65 0.78 0.59 941.67 

507 0.54 0.49 1 0.52 0.73 0.52 482.33 

508 0.56 0.58 0.99 0.57 0.74 0.53 1156 

509 0.38 0.29 0.99 0.33 0.61 0.35 1301.67 

601 0.67 0.7 1 0.69 0.82 0.65 1047.67 

602 0.77 0.81 1 0.79 0.87 0.75 1767.33 

603 0.66 0.72 0.99 0.69 0.81 0.63 1297.33 

604 0.64 0.63 1 0.63 0.8 0.62 735 

605 0.48 0.23 1 0.31 0.69 0.45 350.33 

        

avg / 

total 

0.7 0.71 0.99 0.71 0.83 0.68 92060.67 

 

accuracy: 0.71 

f1_macro: 0.56 
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Experiment 12 

 pre rec spe f1 geo iba sup 

101 0.72 0.71 0.99 0.71 0.85 0.69 2816.67 

102 0.62 0.55 0.98 0.58 0.77 0.58 6158.67 

103 0.8 0.8 0.98 0.8 0.88 0.77 7735.67 

104 0.65 0.67 0.98 0.66 0.8 0.61 4421.67 

105 0.7 0.67 0.99 0.69 0.83 0.67 3459.67 

106 0.71 0.64 0.98 0.67 0.83 0.67 6454 

107 0.06 0.01 1 0.01 0.14 0.05 53.33 

201 0.62 0.62 0.99 0.62 0.78 0.59 2663 

202 0.7 0.75 0.97 0.72 0.83 0.66 7760 

203 0.62 0.61 0.98 0.62 0.78 0.58 4441.33 

204 0.47 0.45 1 0.46 0.69 0.45 819 

205 0.6 0.63 0.99 0.62 0.77 0.58 2379.33 

206 0.36 0.26 1 0.3 0.6 0.34 425.33 

207 0.34 0.33 1 0.33 0.58 0.31 638 

208 0.26 0.08 1 0.12 0.42 0.25 29.67 

209 0.52 0.46 1 0.49 0.72 0.49 673.67 

210 0.37 0.3 1 0.33 0.61 0.35 326 

211 0.31 0.18 1 0.23 0.56 0.29 760.33 

301 0.48 0.54 0.97 0.51 0.69 0.45 3951 

302 0.73 0.74 0.97 0.74 0.84 0.69 9700.67 

303 0.6 0.64 0.98 0.62 0.77 0.57 4072 

304 0.15 0.05 1 0.08 0.38 0.13 363.33 

305 0.32 0.14 1 0.19 0.56 0.3 271.67 

401 0.52 0.56 0.99 0.54 0.72 0.5 1487.67 

402 0.51 0.43 1 0.47 0.71 0.49 72.33 

403 0.54 0.43 1 0.48 0.74 0.52 228 

404 0.45 0.28 1 0.35 0.67 0.43 112 

405 0.27 0.19 1 0.22 0.52 0.25 382.67 

501 0.55 0.56 0.99 0.56 0.74 0.52 1777 

502 0.65 0.71 0.98 0.68 0.8 0.62 4260.33 

503 0.56 0.72 0.99 0.63 0.74 0.53 2187.33 

504 0.4 0.43 0.99 0.42 0.63 0.37 1575.67 

505 0.61 0.55 1 0.58 0.78 0.58 524.33 

506 0.46 0.52 0.99 0.49 0.68 0.44 941.67 

507 0.36 0.34 1 0.35 0.6 0.33 482.33 

508 0.45 0.48 0.99 0.46 0.67 0.42 1156 

509 0.27 0.23 0.99 0.25 0.52 0.25 1301.67 
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601 0.46 0.54 0.99 0.5 0.68 0.44 1047.67 

602 0.6 0.63 0.99 0.61 0.77 0.57 1767.33 

603 0.54 0.48 0.99 0.51 0.73 0.52 1297.33 

604 0.46 0.35 1 0.4 0.68 0.44 735 

605 0.27 0.13 1 0.17 0.51 0.24 350.33 

        

avg / 

total 

0.62 0.63 0.98 0.62 0.78 0.59 92060.67 

 

accuracy: 0.63 

f1_macro: 0.47 

Experiment 13 

 pre rec spe f1 geo iba sup 

1 0.86 0.61 0.96 0.72 0.86 0.73 46369 

2 0.75 0.77 0.92 0.76 0.83 0.68 35241.67 

3 0.82 0.87 0.96 0.84 0.89 0.78 26589.67 

4 0.36 0.8 0.96 0.49 0.59 0.33 4229.33 

5 0.71 0.81 0.92 0.76 0.82 0.66 27986 

6 0.68 0.76 0.97 0.72 0.81 0.64 11125 

        

avg / 

total 

0.77 0.75 0.94 0.75 0.84 0.7 151540.7 

 

accuracy: 0.75 

f1_macro: 0.71 

Experiment 14 

 pre rec spe f1 geo iba sup 

101 0.64 0.77 0.99 0.7 0.8 0.61 4768.67 

102 0.68 0.52 0.98 0.59 0.81 0.64 9926 

103 0.84 0.69 0.99 0.76 0.9 0.81 11217.67 

104 0.65 0.62 0.98 0.63 0.8 0.62 6493.33 

105 0.69 0.67 0.99 0.68 0.83 0.67 5224.67 

106 0.81 0.45 0.99 0.58 0.88 0.77 8661.67 

107 0.02 0.05 1 0.03 0.13 0.02 77 

201 0.65 0.57 0.99 0.61 0.8 0.62 4706.67 

202 0.77 0.65 0.98 0.7 0.86 0.73 12259.67 

203 0.69 0.48 0.99 0.57 0.82 0.66 8288 

204 0.37 0.61 0.99 0.46 0.61 0.35 1550.67 
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205 0.54 0.65 0.99 0.59 0.73 0.52 3693.33 

206 0.18 0.6 0.99 0.28 0.42 0.16 644.33 

207 0.23 0.6 0.98 0.33 0.48 0.21 1226 

208 0.03 0.24 1 0.06 0.18 0.03 40.33 

209 0.35 0.62 0.99 0.44 0.59 0.32 907.67 

210 0.15 0.65 0.99 0.25 0.39 0.14 501 

211 0.22 0.22 0.99 0.22 0.47 0.21 1424 

301 0.47 0.58 0.97 0.51 0.68 0.43 5545.33 

302 0.83 0.58 0.99 0.69 0.89 0.79 14329.67 

303 0.55 0.65 0.98 0.6 0.74 0.52 5845 

304 0.08 0.25 0.99 0.12 0.29 0.07 480 

305 0.11 0.35 0.99 0.16 0.32 0.1 389.67 

401 0.56 0.53 0.99 0.54 0.75 0.54 2790.33 

402 0.2 0.55 1 0.29 0.44 0.18 123 

403 0.28 0.58 1 0.38 0.53 0.26 324.67 

404 0.21 0.56 1 0.31 0.46 0.2 185 

405 0.21 0.47 0.99 0.29 0.46 0.2 806.33 

501 0.52 0.67 0.99 0.59 0.72 0.49 2940 

502 0.73 0.58 0.99 0.65 0.85 0.7 8610.67 

503 0.51 0.76 0.98 0.61 0.71 0.49 3605.67 

504 0.42 0.45 0.99 0.43 0.65 0.39 2743 

505 0.53 0.72 0.99 0.61 0.73 0.51 1414.67 

506 0.45 0.63 0.99 0.53 0.67 0.43 2198.33 

507 0.25 0.55 0.99 0.35 0.5 0.23 965 

508 0.39 0.59 0.99 0.47 0.62 0.36 2109.67 

509 0.34 0.22 0.99 0.27 0.58 0.32 3399 

601 0.47 0.6 0.99 0.53 0.68 0.44 2197.67 

602 0.76 0.61 0.99 0.68 0.87 0.74 4010 

603 0.55 0.52 0.99 0.54 0.74 0.53 2575 

604 0.45 0.44 0.99 0.44 0.67 0.42 1469.33 

605 0.22 0.29 0.99 0.25 0.47 0.2 873 

        

avg / 

total 

0.64 0.58 0.99 0.6 0.78 0.61 151540.7 

 

accuracy: 0.58 

f1_macro: 0.46 
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Experiment 15 

 pre rec spe f1 geo iba sup 

1 0.81 0.77 0.92 0.79 0.85 0.72 46369 

2 0.79 0.78 0.94 0.79 0.86 0.73 35241.67 

3 0.85 0.88 0.97 0.86 0.91 0.81 26589.67 

4 0.63 0.63 0.99 0.63 0.79 0.6 4229.33 

5 0.77 0.81 0.95 0.79 0.86 0.72 27986 

6 0.73 0.74 0.98 0.73 0.85 0.7 11125 

        

avg / 

total 

0.79 0.79 0.94 0.79 0.86 0.74 151540.7 

 

accuracy: 0.79 

f1_macro: 0.77 

Experiment 16 

 pre rec spe f1 geo iba sup 

101 0.74 0.77 0.99 0.76 0.86 0.71 4768.67 

102 0.65 0.64 0.98 0.64 0.8 0.61 9926 

103 0.79 0.8 0.98 0.8 0.88 0.77 11217.67 

104 0.64 0.67 0.98 0.66 0.8 0.61 6493.33 

105 0.69 0.71 0.99 0.7 0.83 0.67 5224.67 

106 0.69 0.67 0.98 0.68 0.82 0.66 8661.67 

107 0.08 0.04 1 0.05 0.27 0.07 77 

201 0.64 0.65 0.99 0.64 0.8 0.61 4706.67 

202 0.75 0.74 0.98 0.74 0.86 0.72 12259.67 

203 0.66 0.64 0.98 0.65 0.81 0.63 8288 

204 0.52 0.52 1 0.52 0.72 0.49 1550.67 

205 0.62 0.63 0.99 0.63 0.78 0.59 3693.33 

206 0.41 0.34 1 0.38 0.64 0.39 644.33 

207 0.39 0.4 0.99 0.4 0.62 0.37 1226 

208 0.17 0.07 1 0.1 0.33 0.15 40.33 

209 0.53 0.49 1 0.51 0.72 0.5 907.67 

210 0.39 0.33 1 0.36 0.63 0.37 501 

211 0.32 0.21 1 0.25 0.56 0.3 1424 

301 0.51 0.52 0.98 0.52 0.71 0.48 5545.33 

302 0.75 0.75 0.97 0.75 0.86 0.72 14329.67 

303 0.6 0.64 0.98 0.62 0.77 0.57 5845 

304 0.18 0.09 1 0.12 0.43 0.17 480 
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305 0.29 0.17 1 0.21 0.54 0.27 389.67 

401 0.58 0.59 0.99 0.59 0.76 0.55 2790.33 

402 0.39 0.35 1 0.37 0.62 0.37 123 

403 0.55 0.45 1 0.5 0.74 0.52 324.67 

404 0.59 0.39 1 0.47 0.76 0.56 185 

405 0.38 0.28 1 0.32 0.61 0.35 806.33 

501 0.59 0.64 0.99 0.61 0.76 0.56 2940 

502 0.69 0.71 0.98 0.7 0.82 0.66 8610.67 

503 0.61 0.72 0.99 0.66 0.78 0.58 3605.67 

504 0.45 0.44 0.99 0.45 0.67 0.42 2743 

505 0.65 0.69 1 0.67 0.81 0.63 1414.67 

506 0.52 0.58 0.99 0.55 0.72 0.49 2198.33 

507 0.4 0.39 1 0.39 0.63 0.37 965 

508 0.51 0.54 0.99 0.52 0.71 0.49 2109.67 

509 0.36 0.29 0.99 0.32 0.59 0.33 3399 

601 0.54 0.58 0.99 0.56 0.73 0.51 2197.67 

602 0.67 0.73 0.99 0.7 0.82 0.65 4010 

603 0.6 0.59 0.99 0.59 0.77 0.57 2575 

604 0.48 0.45 1 0.46 0.69 0.46 1469.33 

605 0.31 0.21 1 0.25 0.56 0.29 873 

        

avg / 

total 

0.64 0.65 0.98 0.64 0.79 0.61 151540.7 

 

accuracy: 0.65 

f1_macro: 0.51 

Experiment 17 

 pre rec spe f1 geo iba sup 

101 0.68 0.68 0.99 0.68 0.82 0.66 4768.67 

102 0.75 0.3 0.99 0.43 0.84 0.7 9926 

103 0.83 0.73 0.99 0.77 0.9 0.8 11217.67 

104 0.61 0.65 0.98 0.63 0.77 0.57 6493.33 

105 0.74 0.53 0.99 0.62 0.85 0.71 5224.67 

106 0.79 0.32 0.99 0.45 0.87 0.75 8661.67 

107 0.02 0.02 1 0.02 0.14 0.02 77 

201 0.6 0.52 0.99 0.56 0.77 0.56 4706.67 

202 0.68 0.73 0.97 0.7 0.81 0.64 12259.67 

203 0.65 0.49 0.99 0.56 0.8 0.61 8288 
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204 0.39 0.53 0.99 0.45 0.62 0.36 1550.67 

205 0.55 0.62 0.99 0.58 0.74 0.52 3693.33 

206 0.19 0.33 0.99 0.24 0.44 0.17 644.33 

207 0.22 0.38 0.99 0.28 0.47 0.2 1226 

208 0.06 0.15 1 0.08 0.23 0.05 40.33 

209 0.43 0.34 1 0.38 0.66 0.41 907.67 

210 0.15 0.35 0.99 0.21 0.39 0.14 501 

211 0.17 0.14 0.99 0.16 0.41 0.16 1424 

301 0.44 0.61 0.97 0.51 0.66 0.41 5545.33 

302 0.8 0.62 0.98 0.7 0.88 0.76 14329.67 

303 0.52 0.59 0.98 0.55 0.71 0.49 5845 

304 0.09 0.26 0.99 0.13 0.3 0.08 480 

305 0.1 0.32 0.99 0.15 0.32 0.09 389.67 

401 0.4 0.58 0.98 0.47 0.63 0.38 2790.33 

402 0.15 0.64 1 0.25 0.39 0.14 123 

403 0.26 0.45 1 0.33 0.51 0.24 324.67 

404 0.15 0.57 1 0.23 0.38 0.13 185 

405 0.13 0.59 0.98 0.21 0.36 0.12 806.33 

501 0.49 0.47 0.99 0.48 0.7 0.46 2940 

502 0.68 0.6 0.98 0.64 0.81 0.64 8610.67 

503 0.49 0.74 0.98 0.59 0.7 0.46 3605.67 

504 0.39 0.43 0.99 0.41 0.62 0.36 2743 

505 0.53 0.7 0.99 0.6 0.73 0.5 1414.67 

506 0.44 0.61 0.99 0.51 0.66 0.41 2198.33 

507 0.24 0.51 0.99 0.33 0.49 0.22 965 

508 0.33 0.57 0.98 0.42 0.57 0.31 2109.67 

509 0.3 0.22 0.99 0.26 0.54 0.27 3399 

601 0.42 0.6 0.99 0.49 0.65 0.39 2197.67 

602 0.7 0.63 0.99 0.66 0.83 0.67 4010 

603 0.49 0.53 0.99 0.51 0.69 0.46 2575 

604 0.39 0.43 0.99 0.41 0.62 0.36 1469.33 

605 0.17 0.29 0.99 0.21 0.41 0.16 873 

        

avg / 

total 

0.61 0.55 0.99 0.56 0.76 0.58 151540.7 

 

accuracy: 0.55  

f1_macro: 0.43 
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Experiment 18 

 pre rec spe f1 geo iba sup 

101 0.75 0.75 0.99 0.75 0.86 0.73 4768.67 

102 0.64 0.58 0.98 0.61 0.79 0.6 9926 

103 0.79 0.79 0.98 0.79 0.88 0.76 11217.67 

104 0.65 0.65 0.98 0.65 0.8 0.62 6493.33 

105 0.71 0.67 0.99 0.69 0.84 0.68 5224.67 

106 0.7 0.62 0.98 0.66 0.83 0.67 8661.67 

107 0.08 0.01 1 0.01 0.23 0.07 77 

201 0.61 0.63 0.99 0.62 0.78 0.58 4706.67 

202 0.71 0.76 0.97 0.74 0.84 0.68 12259.67 

203 0.64 0.63 0.98 0.64 0.79 0.6 8288 

204 0.49 0.51 0.99 0.5 0.7 0.47 1550.67 

205 0.6 0.63 0.99 0.62 0.77 0.57 3693.33 

206 0.41 0.29 1 0.34 0.64 0.39 644.33 

207 0.38 0.37 1 0.37 0.61 0.35 1226 

208 0.27 0.08 1 0.13 0.52 0.26 40.33 

209 0.53 0.44 1 0.48 0.72 0.5 907.67 

210 0.39 0.3 1 0.34 0.62 0.37 501 

211 0.3 0.18 1 0.23 0.55 0.28 1424 

301 0.5 0.55 0.98 0.52 0.7 0.46 5545.33 

302 0.74 0.76 0.97 0.75 0.85 0.71 14329.67 

303 0.6 0.64 0.98 0.62 0.77 0.57 5845 

304 0.2 0.07 1 0.1 0.44 0.18 480 

305 0.28 0.14 1 0.18 0.53 0.26 389.67 

401 0.55 0.59 0.99 0.57 0.74 0.52 2790.33 

402 0.4 0.37 1 0.38 0.63 0.38 123 

403 0.54 0.45 1 0.49 0.73 0.51 324.67 

404 0.56 0.42 1 0.48 0.75 0.54 185 

405 0.33 0.29 1 0.31 0.57 0.3 806.33 

501 0.58 0.58 0.99 0.58 0.76 0.55 2940 

502 0.66 0.71 0.98 0.69 0.81 0.63 8610.67 

503 0.6 0.72 0.99 0.65 0.77 0.57 3605.67 

504 0.44 0.44 0.99 0.44 0.66 0.41 2743 

505 0.65 0.66 1 0.66 0.8 0.62 1414.67 

506 0.5 0.57 0.99 0.54 0.71 0.48 2198.33 

507 0.38 0.4 1 0.39 0.62 0.36 965 

508 0.48 0.53 0.99 0.51 0.69 0.46 2109.67 

509 0.34 0.29 0.99 0.31 0.58 0.31 3399 
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601 0.5 0.57 0.99 0.53 0.7 0.47 2197.67 

602 0.67 0.7 0.99 0.68 0.82 0.64 4010 

603 0.57 0.56 0.99 0.56 0.75 0.54 2575 

604 0.5 0.44 1 0.46 0.7 0.47 1469.33 

605 0.3 0.21 1 0.25 0.55 0.28 873 

        

avg / 

total 

0.63 0.63 0.98 0.63 0.78 0.6 151540.7 

 

accuracy: 0.63 

f1_macro: 0.5 

  



72 
 

B Appendix 2 – Classes 
In this appendix the distribution of the examples used in this study over 

different classes can be found. 

First level classes 

Code Label Examples 

abstracts 

Examples 

titles 

1 Natural Sciences 93299 139107 

2 Engineering and Technology 62747 105725 

3 Medical and Health Sciences 55076 79769 

4 Agricultural Sciences 6848 12688 

5 Social Sciences 42619 83958 

6 Humanities 15593 33375 

Sum:  276182 454622 

 

Second level classes 

Code Label Examples 

abstracts 

Examples 

titles 

101 Mathematics 8450 14306 

102 Computer and Information Science 18476 29778 

103 Physical Sciences 23207 33653 

104 Chemical Sciences 13265 19480 

105 Earth and Related Environmental 

Sciences 

10379 15674 

106 Biological Sciences 19362 25985 

107 Other Natural Sciences 160 231 

201 Civil Engineering 7989 14120 

202 Electrical Engineering, Electronic 

Engineering, Information Engineering 

23280 36779 

203 Mechanical Engineering 13324 24864 

204 Chemical Engineering 2457 4652 

205 Materials Engineering 7138 11080 

206 Medical Engineering 1276 1933 

207 Environmental Engineering 1914 3678 

208 Environmental Biotechnology 89 121 

209 Industrial Biotechnology 2021 2723 

210 Nano Technology 978 1503 

211 Other Engineering and Technologies 2281 4272 



73 
 

301 Basic Medicine 11853 16636 

302 Clinical Medicine 29102 42989 

303 Health Sciences 12216 17535 

304 Medical Biotechnology 1090 1440 

305 Other Medical Sciences 815 1169 

401 Agricultural, Forestry and Fisheries 4463 8371 

402 Animal and Dairy Sience 217 369 

403 Veterinary Science 684 974 

404 Agricultural Biotechnology 336 555 

405 Other Agricultural Sciences 1148 2419 

501 Psychology 5331 8820 

502 Economics and Business 12781 25832 

503 Educational Sciences 6562 10817 

504 Sociology 4727 8229 

505 Law 1573 4244 

506 Political Science 2825 6595 

507 Social and Economic Geography 1447 2895 

508 Media and Communications 3468 6329 

509 Other Social Sciences 3905 10197 

601 History and Archaeology 3143 6593 

602 Languages and Literature 5302 12030 

603 Philosophy, Ethics and Religion 3892 7725 

604 Arts 2205 4408 

605 Other Humanities 1051 2619 

Sum:  276182 454622 

 


