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Abstract 
Juggling can be both a recreational activity that provides a wide variety of             
challenges to participants and an art form that can be performed on stage.             
Non-learning-based computer vision techniques, depth sensors, and       
accelerometers have been used in the past to augment these activities. These            
solutions either require specialized hardware or only work in a very limited            
set of environments. In this project, a 54 000 frame large video dataset of              
annotated juggling was created and a convolutional neural network was          
successfully trained that could locate the balls and hands with high accuracy            
in a variety of environments. The network was sufficiently light-weight to           
provide real-time inference on CPUs. In addition, the locations of the balls            
and hands were recorded for thirty-six common juggling pattern, and small           
neural networks were trained that could categorize them almost perfectly. By           
building on the publicly available code, models and datasets that this project            
has produced jugglers will be able to create interactive juggling games for            
beginners and novel audio-visual enhancements for live performances. 
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1 Introduction  
Many solutions capable of tracking juggling balls in real-time have already           
been developed in efforts to create juggling robots [1], games, and           
audio-visual enhancements of live performances [2]. Unfortunately, these        
solutions have limitations that hinder their broader adoption by the juggling           
community. They either require specialized hardware such as the Microsoft          
Kinect or they only work in a limited set of environments where the balls can               
be recognized by their color. Looking at the recent successes of convolutional            
neural networks in other object detection tasks [3], the aim in this project is to               
train a network that can perform accurate real-time localization of balls, and            
as a bonus, hands, in previously unseen videos of juggling and use these             
locations to categorize common juggling patterns. 

1.1 Background 
At a high level, a neural network is a black box that transforms input samples               
into predictions. Inside the black box, there are parameters, also called           
weights, that govern these transformations. With better weights come better          
transformations. A common algorithm for improving the weights is called          
gradient descent. It is iterative and involves the following steps: 

1. The first step is called forward propagation. Here samples are fed           
through the network to create predictions. 

2. Using a loss function, that must be differentiable together with the           
network, the predictions are compared to what the predictions should          
have been, and gradients are calculated that show how each weight is            
pulling the predictions away from a good solution. 

3. Using the calculated gradients, all weights are moved a small step in            
the opposite direction. That is, in the direction that will hopefully           
lower the value of the loss function and improve the predictions. 

1.1.1 Neurons 

The primary conceptual component of a neural network is the artificial           
neuron, see figure 1.1. It performs four steps: 
    1. It multiplies each of the inputs with a corresponding weight. 
    2. It sums the transformed inputs. 
    3. It adds a bias. 
    4. It applies a non-linear activation function to its output. 
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It is the weights in step 1 and the bias in step 3 that gradient descent                
optimizes to improve the predictive accuracy of the network. 
 

 

Figure 1.1: An artificial neuron with three inputs: activation(x0*w0 
+ x1*w1 + x2*w2 + bias). 

 

1.1.2 Activation functions 

The non-linear activation functions that are applied to the output of neurons            
give the network the ability to solve non-linear problems. Two common           
activation functions are the ReLU and the sigmoid functions, see figure 1.2.            
The ReLU function, or one of its relatives, is often used in neurons who              
output to other neurons. It returns the maximum of 0 and the input value. The               
sigmoid function forces its output to be between 0 and 1. It is useful when the                
output has known bounds such as a probability or a coordinate within an             
image.  
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Figure 1.2: The ReLU and Sigmoid activation functions. 

 

1.1.3 Layers 

Usually, neurons in a neural network are stacked into layers where the            
outputs of neurons in one layer become the inputs of neurons in the next              
layer. A fully connected or dense layer is a layer where each neuron has              
connections to all the neurons in the previous layer. An input layer does             
actually not contain any neurons but rather represents the input to the            
network. An output layer produces the network’s predictions. A hidden layer           
is any layer that is neither an input or an output layer. Figure 1.3 presents the                
mentioned layers in the context of a small neural network. 
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Figure 1.3: A small neural network containing two fully connected hidden 
layers and a fully connected output layer. 

1.1.4 Images and convolutional neural networks 

A color image can be represented as a 3d-matrix of values indicating the             
amount of red, green and blue at each pixel along its width and height. If a                
neural network with only dense layers took an image as input, it would             
connect all of the values in the 3d-input-matrix to all of the neurons in the               
first hidden layer. As the width and the height of the input image increase and               
as a consequence the number of neurons in the first and subsequent layers             
also increase, the total number of connections would explode. This not only            
consumes a lot of memory but also increases the risk that the network will              
overfit. 

To reduce the number of different connections convolutional neural         
networks replaces some or all of the dense layers with convolutional layers.            
A convolutional layer can be conceptualized as moving a set of filters across             
the width and the height of the input thereby applying the same            
transformation everywhere. 

If a filter is a neuron with 3x3x3 spaces for input, the actual input is               
256x256x3, and the filter is moved across the width and the height of the              
input then it will produce a 254x254x1 feature map because it can fit into the               
matrix 254 times along the width and the height and once across three color              
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channels. If ten filters were used instead of one, the output matrix would be              
254x254x10. If the input matrix is padded with zeros along the edges to             
produce a 258x258x3 matrix, then the output matrix with ten filters would be             
256x256x10, maintaining the same width and height as the input. 

Filters in the initial convolutional layers learn to react to simple           
features such as edges at various angles. In the later layers, the features are              
combined to detect increasingly complex entities. 

Another common layer in convolutional neural networks is the         
max-pooling layer. It reduces the width and the height of its input by dividing              
the input into regions and forwarding only the maximum value of each region             
down the network. The most common configuration for max-pooling is that           
each region is 2x2. In that case, a 256x256x10-matrix would be reduced to a              
128x128x10-matrix. 

1.1.5 Underfitting and overfitting 

Underfitting is when the network has not learned to make accurate           
predictions on the training set. Overfitting is when the network makes more            
accurate predictions on the training set than on data on which it has not been               
trained. For the purpose of being able to detect overfitting, the available            
training data can be split into a training set and a validation set. The training               
set is used to train the network. The validation set is used to test how well the                 
network can generalize what it has learned to unseen data. To combat            
overfitting different methods can be used. 

● The size of the training set can be increased forcing the network to             
rely on relevant features instead of background noise. This can be           
done by either collecting more data or by data augmentation          
techniques such as scaling, translating and randomly flipping images. 

● Dropout randomly excludes neurons from the network during the         
training phase forcing it to represent its knowledge across many          
different computational paths. 

● L2-loss adds a value relative to the square of the weights in the             
network to the loss function. This results in more even weights that            
better generalize to unseen input. 

● The number of weights can be reduced leaving less room for the            
network to learn individual samples by heart. 
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1.2 Related work 
Localization of juggling balls in video has been implemented repeatedly          
using various non-learning-based techniques available in the computer vision         
library OpenCV [4]. 

Guy [5][6] used background subtraction, color filtering in the         
HSV-color-space, k-means clustering and a Kalman-filter to track large solid          
colored balls. Personal experience with Guys approach has revealed that it           
can work reliably under certain conditions but fails if the balls are small             
enough to be occluded by the hands or changes in lighting cause the balls'              
colors to leave the preconfigured HSV-range. 

Meschke, on his website [7] and GitHub repository [8], presents          
different computer vision techniques for tracking juggling balls as well as a            
dataset of annotated juggling patterns. Among other things, he demonstrates          
semi-automated annotation of the location of juggling balls in videos using           
optical flow [9]. The approach needs the initial location of the balls as well as               
manual intervention each time the tracker gets lost but has the potential of             
improving the accuracy of algorithms that analyze each frame separately. 

In recent years object detection systems using convolutional neural         
networks have had great successes in object detection challenges. Huang et           
al. [10] categories them into three meta-architectures similar to; Faster          
R-CNN [11], R-FCN [12], and SSD [13]. By testing all of the            
meta-architectures on the same platform, using the same training data and the            
same feature extractors they compared the trade-offs that can be made           
between inference speed and accuracy. The SSD architecture with MobileNet          
[14] as the feature extractor was the fastest system whereas Faster R-CNN            
with Inception Resnet [15] was the most accurate. 

Huang et al. [10] define SSDs or Single Shot Detectors as           
"architectures that use a single feed-forward convolutional network to         
directly predict classes and anchor offsets without requiring a second stage           
proposal operation." 

All of the CNN-based systems above are more complex than is           
needed for this project because they are designed to work well on datasets             
such as COCO [16] that have a large number of object classes with             
considerable in-class variability. Nonetheless, the concept of dividing the         
output into anchors capable of detecting one object each is useful for this             
project. 
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1.3 Problem formulation 
The goal of this project is to create and train a convolutional neural network              
that can locate the juggler’s hands and a known number of balls in real-time              
videos without GPU-acceleration. It should work with any reasonable         
combination of balls, clothes, backgrounds, and lighting that an end-user          
might be limited to. Furthermore it should be possible to use the localizations             
to categorize common juggling patterns. 

1.4 Motivation 
If this project is successful and the trained models can be exported to run in               
tensorflow.js [17], it will enable jugglers with basic programming skills to           
create and share a range of interactive web applications. These applications           
might include audio-visual enhancements of live performances, juggling        
tutors and games. The applications could push people’s understanding of          
what is possible with state-of-the-art computer vision algorithms running on          
common hardware and therefore increase interest in the field. 

1.5 Objectives 
 

O1 Create training, validation and test sets of annotated frames 
taken from videos of juggling with one to three balls. 

O2 Create and train a convolutional neural network that tries to 
localize the balls and hands in the above sets. 

O3 Record their accuracy, non-gpu-accelerated prediction frame 
rate, and size. 

O4 Create a dataset of the locations of the balls and hands in 
common juggling patterns. 

O5 Train a neural network to categorize juggling patterns based 
on the locations of the balls and hands. 

 
The training, validation and test sets for localization will contain          

frames from videos with different combinations of backgrounds, clothes,         
lighting, and balls. The trained network is expected to achieve a useful level             
of accuracy on the more favorable videos and leave room for improvement on             
the harder. 
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1.6 Scope 
The localization network should work with any reasonable combination of          
balls, clothes, background, and lighting. The goal is therefore not to achieve            
perfect accuracy on a simplified test set but to try to achieve a useful level of                
accuracy on a test set that reflects the real world challenges that the network              
will face. To keep the focus on where this project has the highest chances of               
making a real contribution the following limitations on scope will be put in             
place. 

● The localization network will not be required to work when the           
juggler is standing further away from the camera than is necessary to            
keep throws of a height equivalent to juggling four balls within view. 

● The localization network will not be responsible for deciding how          
many balls are present in each frame only where those balls are            
located. 

● The localization network will only be required to detect a maximum           
of three balls. 

● The localization network can expect the camera to remain still for the            
duration of each video. 

● There will only be one person present in each video. 
● The localization network will be kept small for quicker         

experimentation and increased number of potential end-user devices        
capable of real-time inference. 

1.7 Target groups 

1.7.1 Non-jugglers and beginners 

Applications could be developed that in a game-like fashion teach the user            
progressively harder combinations with one to three balls. 

1.7.2 Performers 

Live performances could be enhanced with sound and visual projections          
based on how the balls and hands move. 

1.7.3 Beginning programmers 

If the network were to be packaged as an easy to import web-browser library              
programmers with basic javascript knowledge could produce their own         
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applications for the first two groups. 

1.7.4 Advanced programmers 

For advanced programmers with an interest in juggling the training,          
validation and test sets could serve as benchmarks in their attempts to            
develop better algorithms. 

1.8 Outline 
In chapter 2, method, the datasets are described and the metrics such as             
accuracy defined. In chapter 3, implementation, the structure of the neural           
networks, their training and testing, pre and postprocessing of data, and other            
relevant details are laid out. Chapter 4 contains the results. Chapter 5 analyses             
the results. Chapter 6, discussion, relates the results back to the goals of the              
project. Chapter 7, conclusion, relates the project back to potential end-users           
and what could be the focus for the future. 
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2 Method 
A few methods of improving the performance of the localization network will            
be tested in a controlled experiment to determine whether they improve           
accuracy while still maintaining real-time performance. The following        
independent variables will be included as they have shown promising          
performance during development or do not require time-consuming retraining         
to test: 

● SUBMOVAVG, whether or not the images fed into the network will           
be preprocessed by subtracting the running average of the previous          
frames in the videos, 

● FLIPPING, whether or not the images fed into the network will be            
duplicated by flipping them horizontally, 

● POSTPROCESSING, whether or not a postprocessing algorithm will        
be used to correct possible localization errors, 

● and, ENSEMBLE, whether or not an ensemble of five networks will           
be used instead of only one. 

The dependent variables will be accuracy, non-GPU-accelerated inference        
frame rate, GPU-accelerated inference frame rate and the size of the network. 

Accuracy will be measured against a test set. A prediction is           
considered accurate when it is a distance of less than 5% of the frame              
diagonal away from its target. Two types of accuracies will be measured: ball             
accuracy and hand accuracy. Ball accuracy is the percentage of balls           
accurately predicted. Hand accuracy is the percentage of hands that are           
accurately predicted. 

Non-GPU-accelerated and GPU-accelerated inference frame rate will       
be measured in python and will include loading and preprocessing each           
frame, predicting with the neural network, postprocessing, and displaying the          
result. 

The size of the neural networks will be determined by converting the            
networks with tensorflowjs_converter [18] and inspecting the total size of the           
output folder with a file manager. 

Since there did not exist a dataset of sufficient size and quality for             
locating balls and hands in the context of juggling, one was created for the              
project [19]. The set consists of 54 000 frames taken from 180 ten-second             
videos. The set contains equal amounts of videos with one, two and three             
balls. Annotations are provided that give the x and y coordinates for each ball              
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and hand in each frame. The dataset has been divided with care into a training               
set of 144 videos, a validation set of 18 videos, and a test set of 18 videos so                  
that each set has a similar variety of balls, clothes, jugglers, backgrounds, and             
lighting. 

For pattern categorization the independent variable will be number of          
balls and the dependent variables will be categorical accuracy and          
tensorflow.js network file size. 

The pattern dataset [20] containing 36 different juggling patterns         
evenly distributed between one, two and three balls, was recorded using one            
of the localization models. Each pattern in the dataset contains the locations            
of the balls and hands for 3000 consecutive frames recorded at 30 frames per              
second. The patterns were chosen based on whether they would be useful for             
end-user applications and on whether they were distinct from each other. 

2.1 Reliability and Validity  
It is expected that others will be able to reproduce similar accuracies by             
rerunning the code on the same datasets. Of course, their results will not be              
exactly the same since randomness is introduced in the initialization of the            
weights, the shuffling of the datasets, and the augmentation of the samples. 

The frame rates achieved depend on hardware configuration, software         
configuration, system load and other factors that can vary greatly between           
systems. 

The sizes of the networks should remain the same for any observer as             
long as they use the same settings when saving and converting the networks. 

The assumption that underlies this work is that the accuracies, frame           
rates, and sizes that the networks achieve are relevant metrics on how the             
networks will perform in the wild. Efforts have been made to make the             
dataset, the test set and the tests representative of potential end-user           
environments when it comes to choices of balls, jugglers, clothes,          
backgrounds and lighting but their validity stands to be confirmed or refuted            
by real-world observations after the end of the project. 

2.2 Ethical Considerations  
The jugglers in the dataset have been informed of the purpose of the dataset              
and that it will be released publicly. 
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3 Implementation 
A modified version of the implementation described below can be found on            
GitHub [21]. 

3.1 Loading the dataset 
The JugglingDataLoader class is responsible for loading, augmenting and         
preprocessing the dataset for training, validation and testing. It overloads the           
required methods from the Keras Sequence class so that the dataset can be             
processed in parallel batches instead of as a whole. This significantly speeds            
up data augmentation and reduces the memory consumption to acceptable          
levels. Options included are imageShape, gridShape, batchSize, dataType and         
imageDataGenerator. 

ImageShape specifies the width and height of the images that the           
methods return as x-values. GridShape specifies the width and the height of            
the target grids. 

The dataType can be either BGR or SUBMOVAVG. If BGR is           
chosen the images returned by the class methods will be normalized into            
values between 0 and 1 by subtracting by the lowest value in the image and               
dividing by the highest. If SUBMOVAVG is chosen the moving average of            
the normalized frames up to and including the current frame in the video will              
be subtracted from the current frame before a final normalization step. In the             
figure 3.1, an unprocessed frame from the dataset is displayed next to the             
corresponding frame where SUBMOVAVG has been applied. 
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Figure 3.1: Left is the original frame. Right is the same frame after 
SUBMOVAVG. 

 
All of the SUBMOVAVG frames have been produced by a separate           

script and saved to disk to lower the amount of processing that has to be               
performed for each round during training. During testing they are still           
produced live. 

The imageDataGenerator argument is the Keras ImageDataGenerator       
that should be used for augmentation. For each sample that is added to a              
training batch a new randomized dictionary of transformations is provided by           
the generator. The generator itself handles the transformation of the images           
while the JugglingDataLoader performs the equivalent transformations for        
the coordinates of the balls and hands. The JugglingDataLoader can handle           
transformations that result from the following ImageDataGenerator       
arguments: horizontal_flip, width_shift_range, height_shift_range, and     
zoom_range. 

At the end of each epoch, JugglingDataLoader shuffles the entire          
training set. 

3.2 The network architecture 
The network can be seen in table 3.1. All trainable layers use the LeakyReLU              
activation function and are followed by batch normalization except the last           
layer that only uses a sigmoid. The convolutional layers use 3x3 kernels,            
stride=1, padding=same, and an l2-loss of 1e-8. The hidden fully connected           
layer uses an l2-loss of 1e-6. 
 
Layer type Configuration Output shape 

Input  64x64x3 

Conv2D 16 filters 64x64x16 

Conv2D 16 filters 64x64x16 

Conv2D 16 filters 64x64x16 

Conv2D 16 filters 64x64x16 

Conv2D 16 filters 64x64x16 

Conv2D 16 filters 64x64x16 

MaxPooling2D  32x32x16 

Conv2D 32 filters 32x32x32 
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Conv2D 32 filters 32x32x32 

Conv2D 32 filters 32x32x32 

Conv2D 32 filters 32x32x32 

MaxPooling2D  16x16x32 

Conv2D 64 filters 16x16x64 

Conv2D 64 filters 16x16x64 

Conv2D 64 filters 16x16x64 

Conv2D 64 filters 16x16x64 

MaxPooling2D  8x8x64 

Dropout 50% 8x8x64 

Dense 1024 neurons 1024 

Dense 2025 neurons 2025 

Reshape  15x15x9 

Table 3.1: The network architecture. 

 
The output of the network is reshaped to a matrix of shape 15x15x9.             

Since all of the values of the reshaped matrix have gone through the sigmoid              
activation, their values range from 0 to 1. The first 15x15 slice indicates how              
certain the network is that a ball is in the corresponding region of the image.               
The second and third 15x15 slices provide the x and y coordinates of a              
potential ball within its region. Similarly slices 4 to 6 and 7 to 9 handle the                
right and the left hand. 

The loss function calculates the binary cross entropy for the slices that            
indicate in which regions objects are present and adds the binary cross            
entropy for the relative x and y coordinates for the regions whose targets             
indicate that the corresponding object is present. 

3.3 Training script 
Data augmentation is performed with the ImageDataLoader parameters set to:          
horizontal_flip=True, width_shift_range=0.1, height_shift_range=0.1, and    
zoom_range=0.15. BGR or SUBMOVAVG is used depending on the         
experiment. Batchsize is kept at 8. 

For optimization, adadelta is used because it relieves the author from           
manually having to choose a learning rate. 

During training, the model is saved when a new best validation loss is             
achieved. Note that the JugglingDataLoader doubles the size of the validation           
set by providing a flipped, or mirrored, version of all frames. Training ends             
after 100 epochs. 
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3.3 Converting the output grid to coordinates 
To find the coordinates of the balls the following steps are followed while the              
required number of balls have not been found. 

1. The argmax is taken for the first 15x15 slice to find the strongest             
candidate. 

2. The corresponding position in the slice is set to -1 to avoid further             
proposals of the same candidate. 

3. Using the position of the proposed region and the equivalent x and y             
offsets in slice two and three, the x and y coordinates are calculated             
with respect to an imagined 256x256 frame. 

4. If the proposed ball is not within 0.04 times the diagonal of the frame              
of any previously detected ball, it is added to the list of detected balls. 

 
The hands are detected in a similar way. First, the argmax is taken of              

the confidence scores for all the regions of both hand confidence slices. The             
slice with the highest confidence score gets to find its hand first then the other               
hand is found with the requirement that it should also be at least 0.04 times               
the image diagonal away from the first hand. 

3.4 Flipping 
When flipping is applied the original frame and a mirrored copy of the frame              
is fed through the network. The necessary operations to flip back the output             
grid of the mirrored frame is then performed before the two output grids are              
averaged into one output grid for further processing. 

3.5 Ensembles 
In the ensembles, five BGR-models or five SUBMOVAVG-models are         
combined. All the models receive the same input tensor and their output grids             
are averaged to produce the ensemble output grid. 

3.6 Postprocessing of the coordinates 
When postprocessing of coordinates is applied, the following algorithm is          
used for the right hand and the left hand in all videos. If the distance between                
the hand in the current frame and the same hand in the previous frame is less                
than 0.1 of the frame diagonal the current position is saved. If the distance is               
bigger than 0.1 of the frame diagonal and there is a saved position not older               
than two frames the saved position is returned instead of the current position.             
For the balls, the same algorithm is used after pairing the balls in the current               
frame with the permutation of the balls in the previous frame that results in              
the shortest distance between paired balls. 
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3.7 The testing tool 
The testing tool tests a model, including pre and postprocessing, against the            
validation set or test set. It tests one video at a time and resets the state of the                  
pre and postprocessors between each if necessary. It ignores the first 30            
frames of each video so that pre and postprocessors that might need a long              
history of frames can be tested fairly. To calculate the average frame rate, the              
system time is recorded at the end of processing of the 30th and 300th              
frames. The accuracy of the localizations of the right and the left hand is              
determined by checking whether or not they are closer to the targets than 0.05              
of the frame diagonal. 

To calculate ball accuracy, the distance between each permutation of          
the detected balls and the target balls are first calculated. Then the            
permutation with the shortest total distance is chosen, and each detected ball            
is deemed accurate if it is closer than 0.05 times the frame diagonal away              
from its target counterpart. 

The testing tool continually displays the detected balls and hands on           
top of the video with colors indicating whether they were correct or not. At              
the end of each video, the percentage of valid localizations of balls and hands              
are printed separately to the terminal along with the average frame rate. 

3.8 Pattern categorization 
For pattern categorization the first 2400 frames were used for training, the            
following 300 frames for validation and the last 300 frames for testing. The             
dataset was doubled in size by flipping all patterns horizontally and adding            
the left handed patterns to the right handed patterns and vice versa. Each             
sample fed to the neural network was 30 frames long producing 4742            
different samples. 

The networks consists of three hidden fully connected layers with 60           
neurons each, an l2-loss of 0.0001 and LeakyReLU as the activation function.            
The output layer is a fully connected layer with 12 neurons using the softmax              
activation function. 

For training the categorical crossentropy was used for the loss and           
adadelta for optimization. Batch size was 32 and the model with the lowest             
validation loss after 10 epochs was the one used to produce the result. 
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4 Results 
In the method chapter, a controlled experiment was described that was           
designed to determine if using SUBMOVAVG, FLIPPING,       
POSTPROCESSING and/or ENSEMBLE improves accuracy while      
maintaining real-time performance. Table 4.1 presents the localization errors         
for balls and hands as well as the CPU and GPU frame rates for all the                
combinations of the before mentioned independent variables. Non-ensemble        
results are averages across five models trained using the same procedure. The            
ensemble models contain all the corresponding simple models. 
 
 localization error % frames per second 

 balls hands CPU GPU 

B 15.9 12.1 70 88 

BP 15.3 11.1 68 86 

BF 14.2 5.8 57 81 

BFP 13.5 5.4 55 78 

S 5.1 4.6 66 81 

SP 4.1 3.9 64 80 

SF 4.5 2.7 54 76 

SFP 3.7 2.3 53 74 

EB 12.2 6.5 27 60 

EBP 11.3 6.1 26 54 

EBF 11.8 4.5 21 51 

EBFP 11.3 4.5 20 50 

ES 4.0 2.6 25 50 

ESP 3.3 2.2 24 48 

ESF 3.9 1.8 19 47 

ESFP 3.2 1.6 19 47 

Table 4.1: Localization error and frame rates across localization methods. B=BGR, 
S=SUBMOVAVG, F=FLIPPING, P=POSTPROCESSING and 
E=ENSEMBLE. 
 

Figure 4.1 and figure 4.2 display the data in table 4.1 as graphs. 
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Figure 4.1: Ball and hand localization error. B=BGR, S=SUBMOVAVG, 
F=FLIPPING, P=POSTPROCESSING and E=ENSEMBLE. 

 

 

Figure 4.2: CPU and GPU frame rates in frames per seconds. B=BGR, 
S=SUBMOVAVG, F=FLIPPING, P=POSTPROCESSING and 
E=ENSEMBLE. 
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Running ANOVAs where the measurements from the eighteen        
different test videos were divided into groups depending on whether          
POSTPROCESSING, FLIPPING, SUBMOVAVG, and ENSEMBLE were      
used or not resulted in significant p-values of 0.000 for all of the dependent              
variables; ball error, hand error, CPU frame rate, and GPU frame rate. In             
table 4.2, the p-values from Scheffe's pairwise comparison post-test are          
presented. Scheffe's method was chosen because it takes into account that           
multiple comparisons are made. Each row represents a comparison between          
two groups where only one independent variable has been changed. 
 

P-values 

 ball error hand error CPU fps GPU fps 

POST- 
PROCESSIN
G 

B - BP 1.000 0.999 0.000 0.000 

BF - BFP 1.000 1.000 0.000 0.000 

S - SP 1.000 1.000 0.000 0.015 

SF - SFP 1.000 1.000 0.000 0.010 

EB - EBP 1.000 1.000 0.752 0.000 

EBF - EBFP 1.000 1.000 0.598 0.986 

ES - ESP 1.000 1.000 0.433 0.000 

ESF - ESFP 1.000 1.000 0.945 0.995 

FLIPPING 

B - BF 0.995 0.000 0.000 0.000 

BP - BFP 0.990 0.000 0.000 0.000 

S - SF 1.000 0.516 0.000 0.000 

SP - SFP 1.000 0.854 0.000 0.000 

EB - EBF 1.000 0.487 0.000 0.000 

EBP - EBFP 1.000 0.807 0.000 0.000 

ES - ESF 1.000 1.000 0.000 0.000 

ESP - ESFP 1.000 1.000 0.000 0.279 

SUBMOVAVG 

B - S 0.000 0.000 0.000 0.000 

BP - SP 0.000 0.000 0.000 0.000 

BF - SF 0.000 0.002 0.000 0.000 

BFP - SFP 0.000 0.002 0.000 0.000 

EB - ES 0.000 0.000 0.000 0.000 

EBP - ESP 0.000 0.000 0.000 0.000 

EBF - ESF 0.000 0.031 0.000 0.000 
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EBFP - ESFP 0.000 0.011 0.000 0.000 

ENSEMBLE 

B - EB 0.182 0.000 0.000 0.000 

BP - EBP 0.076 0.000 0.000 0.000 

BF - EBF 0.906 0.976 0.000 0.000 

BFP - EBFP 0.947 0.999 0.000 0.000 

S - ES 1.000 0.429 0.000 0.000 

SP - ESP 1.000 0.763 0.000 0.000 

SF - ESF 1.000 1.000 0.000 0.000 

SFP - ESFP 1.000 1.000 0.000 0.000 

Table 4.2: P-values from Scheffe’s pairwise comparison post-test. Green cells have 
a P-value of less than 0.05. 

 
Table 4.3 gives detailed results for the best and the worst localization            

methods across all videos in the test set. 
 
 Ball error per video Hand error per video 

Video B ESFP B ESFP 

1 4.0 0.0 12.4 4.1 

2 43.0 4.1 10.1 3.1 

3 25.8 6.7 2.3 0.0 

4 0.7 0.0 2.9 0.0 

5 1.3 0.0 22.1 2.8 

6 12.4 0.0 24.6 4.3 

7 8.9 0.2 2.6 0.2 

8 3.4 0.7 2.6 0.6 

9 14.7 0.7 11.5 0.4 

10 33.1 12.0 34.9 1.5 

11 44.4 11.3 23.5 5.2 

12 0.6 0.0 1.2 0.9 

13 17.1 8.1 8.0 2.4 

14 29.7 5.3 19.7 0.7 

15 14.0 2.3 3.3 0.7 

16 11.2 0.1 23.4 0.0 
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17 1.7 2.3 0.6 0.0 

18 19.9 3.2 11.4 2.4 

Table 4.3: Ball and hand localization error per video for the localization methods 
with lowest and highest average error rate. B=BGR, ESFP=ENSEMBLE, 
SUBMOVAVG, FLIPPING and POSTPROCESSING. Green cells belong to the five 
cells with the lowest error in the column and orange cells belong to the five cells 
with the highest error in the column. 

 
Figure 4.3 presents the ball localization error per test video and           

model. Green dots represent models that have used SUBMOVAVG for          
preprocessing whereas black dots represent models that have used BGR. Note           
that all 16 combinations have been tested on each video and dots may have              
been drawn on top of other dots. 
 

 

Figure 4.3: Ball localization error per test video and localization method. 
Black dots are BGR-based models. Green dots are SUBMOVAVG-based 
models. 

 
Figure 4.4 displays hand localization error per video and model. As in            

figure 4.3, green dots represent SUBMOVAVG and black dots BGR. 
 

 
  25 



 

 

Figure 4.4: Hand localization error per test video and localization method. 
Black dots are BGR-based models. Green dots are SUBMOVAVG-based 
models. 

 
Table 4.4 contains the file sizes for the simple models and the            

ensemble models when converted for use with tensorflow.js. 
 
 Filesize 

Simple models 25.8 MB 

Ensemble models 129.2 MB 

Table 4.4: Model file sizes after 
conversion to tensorflow.js. 

 
Table 4.5 reports the categorical accuracy and tensorflow.js file size          

of the pattern categorization models for one, two and three balls. 
 
Number of balls Categorical accuracy File size 

1 99.8% 79.2 kB 

2 99.8% 93.6 kB 

3 99.8% 108.0 kB 

Table 4.5: Pattern categorization models for one, two and three 
balls with their categorization accuracy and tensorflow.js file size. 
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5 Analysis 
5.1 SUBMOVAVG 
At the level the results are presented in table 4.1, applying SUBMOVAVG            
always at least halves the error rate for ball and hand localization. For both              
the CPU and GPU frame rates SUBMOVAVG resulted in a statistically           
significant but small decrease in frames per second.  

5.2 Flipping 
Flipping provides a statistically significant improvement for hand localization         
accuracy, where the error rates fall by half, if neither SUBMOVAVG nor an             
ensemble are being used. Introducing flipping produces a small but          
significant decrease in CPU and GPU frame rates. Neither of the decreases            
were anywhere near 50%, which probably means that in both cases additional            
computational cores were brought into action. 

5.3 Postprocessing 
No statistically significant improvements were found using postprocessing. 

5.4 Ensemble 
Using an ensemble, provides a statistically significant improvement of almost          
50% if neither SUBMOVAVG nor flipping are being used. However the cost            
in CPU and GPU frame rate is much larger than for the other methods and the                
CPU frame rate falls below 30 frames per second. 

5.5 Frame rates 
Since the time measurements for the frame rates were taken once every 270             
frames, it is not possible to know based on the results what actual frame rates               
were encountered on a more detailed level. 

5.6 Localization error across videos and methods 
Table 4.3, figure 4.3, and figure 4.4 shows that both the environment and the              
localization method have important roles to play in minimizing localization          
errors. If the environment is right, a low error rate can be achieved even              
without SUBMOVAVG. In most environments, however, SUBMOVAVG is        
needed to bring the error rate down to an acceptable level and in a few cases                
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the error rate still remains high even when it is used. 

5.7 Pattern categorization 
The categorical accuracy of the pattern categorization models show that they           
can perform almost perfectly on multiple choice tests involving the sets of 12             
patterns each that were recorded. This does not mean that they will refuse to              
answer if none of the choices would turn out to be reasonable. 
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6 Discussion 
The goal of this project was to train a convolutional neural network to locate              
a juggler's hands and known number of balls in real-time video without            
GPU-acceleration. Based on these localizations the system was also required          
to categorize common juggling patterns. 

Unlike previous work that used non-learning-based computer vision        
techniques such as color filtering, k-means clustering and tracking with          
optical flow the newly developed system is capable of locating not only balls             
but also hands and to do so in many different visual environments. 

The system is capable of categorizing common juggling patterns with          
one, two and three balls based on the locations of the balls and hands over the                
last second. 

The system has a few minor limitations. If the balls are located close             
to each other, as is the case when a juggler throws more than one ball from                
one hand at a time, the non-max-suppression step produces incorrect          
localizations. 

If an object is still or moving very slowly, such as is sometimes the              
case when a juggler is juggling two balls in one hand and holding a ball in the                 
other, the SUBMOVAVG-algorithm removes the information necessary to        
localize the object, and the object starts jumping around the screen. 

If the pattern categorization network is provided with a pattern that it            
has not been trained to categorize it will still detect one of the patterns it has                
learned. The author has successfully fooled the system into believing that           
certain three ball patterns were being performed by mimicking the patterns           
using only hands and no balls. 
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7 Conclusion  
The goal of this project was to lay the groundwork for cheap and reliable              
computer vision for juggling. The tests show that the developed system can            
locate balls and hands in real-time video to a high degree of accuracy without              
resorting to GPU-acceleration. Additionally, tests on pattern categorization        
show that it is possible to accurately distinguish between a selection of            
common juggling patterns based solely on the locations of the balls and hands             
recorded by the system. Given these results, it is now possible for            
programmers to create interactive juggling applications such as games and          
new types of audio-visual enhancements of live performances on a low           
budget. The needed datasets, pre-trained models and code are available on           
Kaggle [19][20] and GitHub [21]. A video of one of the models running on              
the test set is available on YouTube [22]. 

7.1 Future work 
The main limitation of the project at this point is the degree of technical              
expertise a developer or end-user must have to be able to use the system.              
Clear installation and troubleshooting information need to be provided for          
developers to get a smooth start. End users should be able to install and use               
the developers' creations as easily as other applications. To this end, the            
system could be ported to tensorflow.js, Android, or iOS. 

Once development starts on applications using the system a feedback          
loop will be created that show which of the minor limitations in the             
discussion chapter warrant further research and which are best tackled by           
working around them. 
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