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Abstract 
Forestry is a large industry in Sweden and methods have been developed to             
try to optimize the processes in the business. Yet computer vision has not             
been used to a large extent despite other industries using computer vision            
with success. Computer vision is a sub area of machine learning and has             
become popular thanks to advancements in the field of machine learning.           
This project plans to investigate how some of the architectures used in            
computer vision perform when applied in the context of forestry. In this            
project four architectures were selected that have previously proven to          
perform well on a general dataset. These four architectures were configured           
to continue to train on trees and other objects in the forest. The trained              
architectures were tested by measuring frames per second (FPS) when          
performing object detection on a video and mean average precision (mAP)           
which is a measure of how well a trained architecture detects objects. The             
fastest one was an architecture using a Single Shot Detector together with            
MobileNet v2 as a base network achieving 29 FPS. The one with the best              
accuracy was using Faster R-CNN and Inception Resnet as a base network            
achieving 0.119 mAP on the test set. The overall bad mAP for the trained              
architectures resulted in that none of the architectures were considered to be            
useful in a real world scenario as is. Suggestions on how to improve the mAP               
is focused on improvements on the dataset. 
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1 Introduction  

Machine learning, more specifically deep learning, has become used more          
and more in software in recent years. Computer vision is a popular area of              
deep learning and is frequently researched and implemented for many          
different applications and areas. The research about computer vision gets a           
boost from competitions where researchers submit their top-of-the-line        
architectures for detecting and recognizing objects in images and achieve          
great success. Progress in deep learning has resulted in different frameworks           
and ready to use models which make the technology more accessible for            
developers. Many organizations use computer vision technology in their daily          
work. As early as 2014 the Swedish police added Automatic Number Plate            
Recognition cameras (ANPR) to some of their vehicles [1]. ANPR is a            
system that detects the number plates on vehicles from an image provided            
from a camera mounted in the car. The system then provides information            
about the car automatically to the police in the car. One area that has not yet                
gained a lot of benefits from computer vision is the forestry industry. In this              
paper, architectures for computer vision will be compared to try to determine            
which one works best for vehicles harvesting trees and how computer vision            
can aid the forestry industry. This will be done by using existing computer             
vision architectures to identify trees and other objects in the forest           
environment, see example figure 1.1. 
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Figure 1.1: Example of the projects result when using computer vision in a 

forest environment. 

1.1 Background 
This section of the paper will provide a fundamental understanding of           
concepts regarding neural network architectures used for computer vision.         
This paper will not go into detail about how the different operations work             
unless it is necessary to understand why different models perform better than            
others. 

There are a number of different approaches to computer vision. A           
popular one is to use convolutional neural networks and this will be the focus              
of this paper. To get a better understanding, general neural networks will be             
described before convolutional neural networks. Neural networks can have a          
number of different layers, these layers perform different computations on          
data and work together to get an estimation on what the data means. The              
combinations of layers become a network architecture. Layers in neural          
networks contain nodes that have different weights that affect the calculation           
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the node performs. When a neural network gets trained it adjusts the weights             
to get the estimation the network performs as accurate as possible. When the             
network is trained it becomes a model. The model can then be used for              
classification. Figure 1.2 illustrates the concept of a neural network. The           
following sections will contain more detailed information about how a neural           
network works, with a focus on image classification, to get a better            
understanding of why different models perform differently. 

 
Figure 1.2: Typical concept image of a deep fully connected neural network 

1.1.1 Networks, layers and neurons 

Neural networks are built up by a number of layers. There are many different              
types of layers and the types of layers can be initialized with different             
parameters giving the layers different abilities and characteristics. In figure          
1.1 there is a four-layered network, the input layer is not counted. The layers              
purpose is to process input data and produce an output that is more useful by               
performing different operations on the data. The layers one to three are called             
hidden layers and consists of fours neurons each, and it is the neurons that              
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perform the actual operations on the data. Each neuron in figure 1.2 in the              
hidden layers, will have a weight and a bias, which are the parameters that              
will change during training. 

As previously mentioned there are a number of different layers that           
can be used and they all perform different operations on the data. Figure 1.2              
illustrated a network where fully connected layers are used in the entire            
network. Such network architectures are not used when classifying images          
since training takes a long time and becomes more prone to overfitting [2].             
Instead, a convolutional neural network (CNN) architecture is used. An          
illustration of a CNN architecture can be seen in figure 1.3.  

 
Figure 1.3: Illustration of a convolutional neural network 

 
In short, a convolutional layer works by sliding a filter over the image, 
illustrated in figure 1.4. At each position the filter is applied a dot product is               
computed. The dot products are saved in an activation map. By having a             
small filter traverse the input the convolutional layer preserves the spatial           
structure of the input. This in contrast to a fully connected layer where a              
simplified view is that the filter would be the same size as the input, thus               
combining the whole input to a single number [3]. This will be explained             
more thoroughly in the following sections. 
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Figure 1.4: How a filter is applied on the input to the left and then mapped to 

the resulting map to the right. Input size 16x16, filter size 8x8. Illustration 
can be used for both pooling and convolutional filters. 

 
In a CNN there are usually three different types of layers,           

convolutional layers, pooling layers, and fully connected layers [2], as can be            
seen in figure 1.3. Starting with an image with the size 16x16 and an RGB               
color span the input can be viewed as a 16x16x3 vector. 16 pixels in height               
and width, and each pixel having a red, green and blue value. The network in               
figure 1.3 starts with two convolutional layers, which will be presented in            
more detail in the following section. Each convolutional layer in this example            
CNN is used with an activation function called RELU. The activation           
function can be various kinds of functions, but the RELU activation function            
is the one commonly used [4]. The activation function helps by serving as a              
threshold for whether the neuron in the layer should be counted or not in the               
following layers. The RELU activation functions return zero for all negative           
values and return positive values unchanged. Sigmoid is another activation          
function which normalizes the value to be in the range between zero and one.              
The depth of the boxes, seen in figure 1.3, represents how the convolutional             
layers apply a number of filters on the input and results in an increasing depth               
in the resulting vector. A further explanation of this will follow in the next              
section. After the initial convolutional layers follows a pooling layer. The           
pooling layer reduces the size of the result from previous layers. There are             
different ways of performing downsampling but max pooling is the one           
commonly used [3]. The max pooling operation looks at the input section by             
section, the size of the section depends on the configuration of the layer, and              
from each section only the highest value is saved. Pooling layers are used to              
reduce the number of parameters the network has to work with and thus             
reducing the computation needed. The pooling operation does not affect the           
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depth of the vector. An example of this is that 16x16x3 vector would result in               
a 8x8x3 vector after the pooling operation, figure 1.3 can be used as an              
illustration where X is the highest value from the current location. These            
above-mentioned layers can be configured in different orders, sizes and with           
different parameters. At the end of the architecture a fully connected layer is             
used to combine the result and output the scores for the different classes that              
the network is trained on. The combination of layers and parameters result in             
an architecture, and it is these different combinations that can perform better            
or worse in competitions. 

The convolutional layer is good for image classification since it          
preserves the spatial structure of the image [3]. This is done by applying             
filters to smaller sections of the image and calculating a dot product. Figure             
1.5 illustrates a convolutional layer and an abstraction of the operation it            
performs. 

 
Figure 1.5: Convolutional layer applying filters over the image resulting in 

activation maps  
 

As can be seen in figure 1.5 a filter, represented by the green square, is on a 
position over the input in the convolutional layer, just like in figure 1.4. The 
filter slides over the whole image and outputs a number, see X in figure 1.4               

 
   

10 



 

and figure 1.5. The X is then saved in a corresponding location in the              
resulting map, as illustrated in figure 1.4. This map is called an activation             
map, and can be seen in figure 1.5. The size of the activation map depends on                
a number of different parameters, the size of the filter, how much the filter              
moves for each new location and if padding is used. As an example, a filter               
with the size 8x8, a stride 4 and no padding, would result in a 3x3x1               
activation map, see figure 1.4. In figure 1.5 there have been four applied             
filters, resulting in four activation maps, thus increasing the depth of the            
vector as illustrated in figure 1.3 and discussed earlier. Since each result in             
the activation map represent a section of the input the spatial structure is             
preserved, in contrast the fully connected layer outputs a value based on the             
entire input [3]. Each filter applied can be seen as a neuron and the neuron               
has a weight and a bias which will change during training. 
 

1.1.2 Models  
Chollet [4] describes the process of picking the right layers and parameters of             
being of more of art rather being science. Since picking and configuring            
layers can be somewhat of a time-consuming job and art, researchers and            
other developers provide their architectures for others to use. Some of the            
networks that are available have been proven successful in competitions,          
which brings them legitimacy. Networks can sometimes be trained in          
advance and be ready to use models. Usually, they are pre-trained on a large              
dataset that takes a long time to train the network on, this saves time for a                
developer reusing the architecture.  

In this paper available network architectures will be used and          
compared to try to find the one best suited for identifying objects in a forest               
environment.  

1.1.3 Training 
When a network architecture is decided the network needs to be trained to             
become useful and classify data. The network needs data to train on and for              
image classification, this means providing the network with images.         
CIFAR-10 is a commonly used dataset which consists of 60,000 images over            
10 classes [5]. A class in this context is an object, for example a car, a ship or                  
a horse. There are a number of other datasets that can be used, some of them                
are specialized in flowers, other in cats and dogs, and others are more             
general. The dataset should be divided into three different categories, one           
training set, one test set, and one validation set, see figure 1.6.  

 
   

11 



 

 
Figure 1.6: Illustration of how to divide dataset for neural network training 

and testing. 
 

The CIFAR-10 dataset has divided the 60,000 images into 50,000 for training            
and 10,000 for testing. During the training, some of the 50,000 images will be              
needed for validation during training to make sure the training progresses in            
the right direction. There is also one approach called k-fold-validation where           
the validation set changes during training. As an example, the architecture           
can train on 5 out of 6 parts of the training set and validate on the remaining.                 
The validation set then changes during training. The important part is to keep             
the test set away from the training and the creation of the model, this set is                
meant to be used to test how well the trained model performs on unseen data.               
If anything is adjusted to the results of the test set, then it cannot be               
categorized as unseen data anymore. The model then fits the data it sees and              
might not perform well on unseen data. This is called overfitting and can             
happen during training as well, the model performs well on the validation set             
but not unseen data.  

The training loop is in practice a simple process, see figure 1.7, adjust             
the weights for the neurons and validate the accuracy and repeat until the             
model reaches a satisfactory accuracy or a low enough loss. Alternatively, a            
decision is made that the architecture will not achieve desired results and the             
training is stopped in favour of adjusting the neural network architecture in            
some way.  

 
Figure 1.7: The training loop.  

1.1.4 Classifiers and object detection 
A model can be used for classification of new data. In the case of computer               
vision, it can be used to classify objects in an image. One important part to               
keep in mind is that object detection consists of two activities, object            
localization and object classification. First, the classifier needs to localize          
objects in an image and when the objects are localized they can be classified.              
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The process combined is called object detection. The approach to how this is             
done can be different between frameworks and models. This paper will limit            
the object detection methods to Single Shot Detector (SSD), R-FCN and           
Faster R-CNN since these are stated to give good performance using different            
tactics with different trade-offs on accuracy and speed [12].  
 
Single Shot Detector and  YOLO  
You Only Look Once (YOLO), is probably the most famous object detector            
as it has been presented at a Ted Talk. YOLO focuses on being fast and can                
detect objects in realtime in a video. This is interesting since the goal of the               
project will be to use a video and detect objects in the video. The standard               
YOLO approach combines the object localization and object classification to          
one single process, which makes it a complete object detector. The result is             
that the image is inputted to the convolutional neural network only one time.             
YOLO divides the image into an SxS grid, each cell has a number of              
bounding boxes. The cells then perform probability calculations that a cell           
contains a part of an object and what the object is and tries to improve the                
best fitting bounding box around the object if found. Finally the classification            
for the object in the bounding box is calculated [6].  

SSD has a similar approach in that SSD also only run the image in the               
CNN once. The main difference between SSD and YOLO is that while            
YOLO predicts a score that a square contains an object, SSD predicts a class              
score for each bounding box in these cells directly. Unlike YOLO this            
process is done on multiple activation maps in the network and with different             
grid sizes [7]. This results in lower speed but higher accuracy [8].  
 
Faster R-CNN  
R-CNN and the two successors, Fast R-CNN and, Faster R-CNN, are object            
detectors that use region proposals. The first two iterations implement          
selective search and generate 2000 region proposals in the form of bounding            
boxes on the image where an object is likely contained [9]. Each of these              
boxes is then cropped and sent through a CNN to be classified. The first              
generation crops the original image for each region and runs it through a             
convolutional network to get a prediction while the second generation, Fast           
R-CNN, uses an activation map outputted from a convolutional layer. This           
means that the proposed regions can start from a layer within the network             
rather than from the beginning in the second generation [9]. With the second             
generation improvements, the time for region proposals and classification         
shifted so that the most amount of time was spent on generating the region              
proposals [10]. The third iteration, Faster R-CNN [11], was developed and           
removed the use of selective search, that mainly tried to find edges and             
“blobby” regions, to using a region proposal network where the proposals are            
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trained. Since both region proposals and the classification is done in the same             
network the bottleneck of the region proposals from selective search is           
removed. The number of region proposals generated by using Faster R-CNN           
can be changed to trade performance against accuracy [12]. 
 
R-FCN 
R-FCN is another region-based method for object detection. It uses the same            
approach as Faster R-CNN in that R-FCN uses region proposals from a            
region proposal network and then performs classifications on those regions.          
First, the regions are classified as either a background or an object category.             
Different layers in the convolutional network get triggered by different          
variances in an image. R-FCN tries to take advantage of that by combining             
the activation maps into a score map. The last convolutional layer creates            
position sensitive score maps for each class, that is, maps that for each class              
represents a certain position in a grid of that class. In [13] it is exemplified               
with a proposed region that is divided into a 3x3 grid. Each cell then gets the                
scores from the position sensitive score map corresponding to the cell. The            
score from each cell is then averaged to determine if the region proposed is              
that actual class. 
 
Base networks / feature extractor 
The above-mentioned object detection methods can be combined with 
different base networks. These base networks are used to create the 
convolutional activation map that the region proposal methods use to suggest           
regions. ResNet 101 and Inception ResNet v2 are two of the base networks             
that will be used in this paper together with Faster R-CNN. R-FCN will use              
ResNet 101 and SSD will use MobileNet v2.  

 

1.2 Related work 

In this section work related to forestry and computer vision will be presented. 

1.2.1 Computer vision 

Computer vision is popular and a lot of research is being done in this area.               
The research is mostly aimed at finding good architectures for different           
problems, some architectures can be good for detecting or recognizing          
particular objects and bad at others. Flower classification has proven to be            
one of those problems needing special attention as Hiary, H. Saadeh, M.            
Saadeh and Yaqub describe in their research [14] of classifying flowers with            
CNN. When classifying flowers a number of challenges arise compared to           
classifying if a picture contains a cat or a dog. Different flowers can be              
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similar in shape and colors and images of flowers usually contain objects like             
grass and leaves, which can make it more challenging to separate the flowers             
from those objects. The result reported in the article is to the authors             
knowledge the best results achieved for flower classification by using a CNN.            
The authors had a two-stepped approach for the classification. First they           
detected the flower and used only the detected flower rather than the whole             
image for classification. Detecting trees in the forest can have similar           
problems, and although since this paper's work will not be detecting species            
of trees the challenge of background noise will be similar. Trees in the             
foreground can be hard to separate from trees in the background and become             
a wall of trees, separating one tree from the other trees can in these cases be                
difficult. Near roads in the forest there are usually poles which are very             
similar to trees and can be misclassified unless a good enough classifier is             
used.  

Huang et al. [12] tested several different object detection systems with           
the goal of investigating the trade-off between speed and accuracy. In the            
paper they point out that using only mAP as a measure to compare different              
models is not always that good of a measure, since this number does not              
include information about running time and memory usage that are          
significant when actually deploying an application in the end. They also           
describe the lack of papers that discuss running time in detail. This paper             
shows that although some models are believed to be better than others, there             
is a need to explore different models to see which model fit best for the               
current use-case. The focus of the paper was on three different kinds of             
architectures for object detection, SSD, Faster R-CNN, and R-FCN. They          
used Tensorflow as the framework of choice since it allowed them to create             
the models as similar as possible. The result presents three different models            
with one focusing on speed, another focusing on accuracy and the last one             
being a balance between accuracy and speed and referred to as the “sweet             
spot” summarized in table 1.1.  
 

Fastest SSD with MobileNet 

Sweet spot R-FCN or Faster R-CNN with ResNet and 20 proposals 

Accuracy  Faster R-CNN with Inception ResNet 

Table 1.1: The result from comparison in [12] 
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The “sweet spot” and the accuracy was achieved with the Faster R-CNN            
technique while the faster was with SSD. This degree project will also focus             
on using Faster R-CNN, R-FCN and SSD. The paper also explains that            
different base networks do not affect the performance of SSD a considerable            
amount. This since SSD does not have that high mAP to begin with. Another              
conclusion drawn in the paper is that image size affects the localization of             
small objects. The training was done on the COCO dataset which contains a             
wide variety of objects, it will therefore be interesting to see if similar results              
will be achieved when focusing on detecting just a few objects. 

YOLO is presented in [6] and shows that YOLO values speed. In            
short, YOLO does this by performing both object detection and object           
classification in a single process instead of doing this as a two-step process             
[10]. This helps YOLO to be faster than other solutions for object detection.             
However, when compared to other models that do not perform object           
detection in real time YOLO did not have the best accuracy when it was              
tested on the VOC 2012 dataset. This makes it interesting to see if similar              
detection methods can perform well on detecting trees in the forest, since in             
the end the user experience of having a fluid interaction with the classifier is              
important. 

1.2.2 Forestry automation 

This project is aimed at comparing different object detection architectures          
and see which one works best in the context of forestry. In this context it is                
interesting to find out what research and new technologies have been done in             
the forestry area. There is a big interest and large ambitions in forestry             
automation but to my knowledge no big leaps in the area have been achieved              
with computer vision [15]. An example of the technology being tested for            
forestry automation is the use of a path tracking extractor [16]. The goal for              
this research was to get a vehicle to transport harvested lumber from the             
forest to a nearby road for further transportation. The path the vehicle drives             
along is first driven by a human operator and saved by the vehicle. With the               
data collected from the first run the vehicle is meant to be able to drive along                
the path by itself. The techniques used in the research does not include             
computer vision and the research is an example of how far we still have to go                
before we get a real self-driving vehicle. One known attempt to create            
software to identify trees is the “OSU / USFS tree identification vision            
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system” [15] where they use two cameras to get a stereoscopic view of a tree               
to get better precision of the edges of the tree. In Ohman et al. [17] research a                 
system with a camera together with a laser scanner was used to attempt to              
measure trees. An edge detecting algorithm was used to detect the borders of             
a tree instead of using a neural network. The research confirms some of the              
challenges previously mentioned with detecting trees in the forest         
environment and the result was not deemed to be accurate enough to be used              
in any real-world applications.  

In 2018 Skogforsk together with other companies in the forestry          
industry started a project called Auto2 for developing systems to increase           
automation in forestry processes [18]. The ambition is to create a system for             
autonomous driving, a system for safety around autonomous vehicles and          
remote control for forestry machines. This shows that there is still a lot of              
room for improvement in this industry. Skogforsk explains that there is a            
difference in efficiency comparing experienced drivers and new drivers of          
forest machines, and they have the goal of getting new drivers to achieve             
greater efficiency faster [19]. Ringdahl [20] have a similar opinion and           
explains that the key to increasing the profit in forestry is the speed of              
harvesting, since the lumber is already almost fully utilized. Ringdahl [20]           
also mentions a boom-tip control, a system that makes the boom more            
intuitive to maneuver and which has proven to help new drivers become            
efficient faster. John Deere has implemented similar technology called         
Intelligent boom control (IBC) in some of their machines [21].  

1.3 Problem formulation 
Developing a system for computer vision that are supposed to be used by             
vehicles in a forest environment possesses many challenges. The challenge          
this degree project is meant to handle is identifying different objects in the             
forest that are interesting in the context of a vehicle used for harvesting. The              
plan to solve this problem is to use different CNN architectures to identify             
relevant objects with as good precision as possible.  

The CNN architectures will need a large amount of images to be able             
to learn identify the objects and learning is a slow process. The images will              
be collected from a personal library and to mitigate the time needed for             
training pre-trained architectures will be used [4]. The images collected needs           
to be labeled so the CNN architectures can learn to identify the labeled             
objects in the image. A dataset needs to contain a large amount of images that               

 
   

17 



 

are diverse to give the CNN architectures a good chance of generalizing the             
objects to not overfit. Further the dataset needs to be divided in to different              
subsets for training, validation and testing.  

To evaluate the speed of the CNN architectures frames per second           
will be used where a video and mean average precision and will be described              
further in method. Different architectures that use different methods for          
object localization will be tested together with base networks that have           
achieved good results on other datasets to see if they perform as well on the               
dataset created in this project.  

1.4 Motivation 

Over half of Sweden's surface consists of productive forest lands [22] and the             
Swedish authority Skogsstyrelsen's preliminary report for 2017 shows that         
there were over 90 million cubic meters of tree trunks harvested [23]. The             
forestry industry consists of much more than just forestry and it employed            
around 16,000 people in the year 2017 [24]. Such a large industry that still              
has not benefited much from computer vision makes this an interesting area.            
The Swedish union Skogsindustrierna states that the forest is an important           
way forward for a sustainable future [25], this makes it interesting for            
Sweden and the industry to develop technology that assist forestry and           
provide an opportunity to streamline the production and spare the          
environment. This degree project will aim at the process of harvesting trees            
where organizations and entrepreneurs have shown their interests. 

1.5 Objectives 
In table 1.2 the primary goals for the project are summarized in chronological 
order. 
 

G1 Setup of the necessary hardware and software 
G2 Determine the most important objects in the forest 
G3 Gathering of images to train the model 
G4 Decide what models to use 
G5 Training of models 
G6 Comparison between models 
G7 Test of the best classifier in a more real-world scenario 

Table 1.2: Primary goals of the project 
 

The results from the degree project are expected to be a software that has              
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learned to identify the objects in the forest that are the most relevant for a               
vehicle that is used for harvesting or thinning of trees. The goal is that this               
software will be able to use a camera and with a short response time and as                
high accuracy as possible identify objects in the images provided by the            
camera. The software is meant to show the possibilities and challenges           
regarding computer vision in the area and for use as a foundation for further              
work with computer vision for vehicles in the forest. 

Testing of the object detection software will be performed by putting           
aside a part of the dataset to perform the test on. Performing tests in a real                
environment would be a challenge in both time and hardware, therefore in            
this degree project the software will not be installed on a real machine used in               
the forest. A video recorded in a forest environment will be satisfactory for             
testing. 

1.6 Scope/Limitation  
The area of computer vision is broad and contains many possibilities and            
challenges. It is important to note that although computer vision is an            
important part of a truly self-driving vehicle it requires a lot of additional             
software and hardware to come close to being a reliable self-driving vehicle.            
Computer vision has in some cases been used as a guidance system for robots              
but this paper will not attend to that.  

This paper will not produce any new architectures for neural          
networks, it will use some of the existing architectures and compare them and             
investigate which one of them works best for the aim of this degree project. 

In the scope of this project, there will not be enough time to identify              
all objects in a forest, therefore the objects most relevant to harvesting trees             
in the forest will be chosen. The training of a model can also take a lot of                 
time, and because of this the project will be using pre-trained models and add              
additional training data on top of them. Although this paper does not have             
access to a large dataset it should not be considered as an evaluation of how               
different network architectures perform when using a small dataset. 

The forest environment changes depending on the season and the          
location of the forest. The images in the dataset have been collected from a              
personal library and most of the images have been collected with the            
intention of being used for the training of the models in this project. These              
pictures will therefore be of trees in a winter environment and in daytime             
lighting. 
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1.7 Target group  
The target parties for this degree project are entrepreneurs and organizations           
in the forest industry that want to get some knowledge about using computer             
vision to assist in the industry. Researchers in computer vision can also get a              
view of how well some models perform in this context. 

1.8 Outline  
The remaining part of this paper consists of the method, implementation,           
result and analysis, discussion and conclusion. In method the overall          
approach for conducting the experiment and how it will be evaluated is            
explained. Implementation presents information about what software and        
which techniques were implemented in more detail. The outcome of the           
experiments can be found in result and analysis together with an           
interpretation of the result. Discussion and conclusion contain an overall view           
of the result and the experiments with a summary of the project and             
suggestions for future work. 
 
 

  

 
   

20 



 

2 Method 
This project will use a method called controlled experiment. This method           
consists of having one dependent variable and one independent variable. The           
dependent variable is used to compare different results. This paper will use            
mean average precision (mAP) and frames per second (FPS) as the dependent            
variables. The independent variable will be the different models. Mean          
average precision is a common way of comparing different models and is            
used in competitions and by researchers to determine which architectures          
work best. mAP is calculated by comparing the detection of an object with             
the ground truth, see figure 2.1, as well as including the number of false              
detections and objects that were not detected.  

 
Figure 2.1: The green square represents the ground truth bounding box and 

red one represent the detection bounding box. 
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The overlap area between the bounding boxes is divided with the area of the              
bounding boxes union, the result is called Intersection over Union (IoU). If            
the overlap is bigger than a certain threshold and the classification is correct             
the detection is considered true. Calculating the IoU can be done with various             
thresholds [26] and can be different between competitions, but the basic           
concept remains the same. The more correct detections within the threshold,           
the higher the total mAP. The speed will be measured by calculating how             
many frames per second the classifier will be able to show when applying it              
on a video, the higher FPS, the faster the model will be considered to be.               
Testing the speed will be done several times for each model on the same              
video and the differences will be tested for statistical significance with Ez            
Statistics implementation of a one-way ANOVA test for individual samples          
together with Turkey’s HSD post-test. The same dataset will be used for            
training the network. 

Training is done by using the framework Tensorflow and the          
Tensorflow object detection API. The training and testing will be done on the             
same hardware, the hardware is shown in Table 2.1. 

 

GPU GeForce GTX 1060 

CPU Intel Core i5 4670K 

Memory 16GB 

SSD Samsung SSD 840 EVO 250GB 

Table 2.1: What hardware the training and testing will be conducted on. 

2.1 Reliability and Validity  
The mAP for a model might be different on different implementations of            
CNN architectures since the training process can be initialized with different           
values. This paper will use existing network architectures, these can be           
re-used and similar results can be achieved with the exception previously           
mentioned. The network architectures include all necessary decision on how          
the training and classification are performed. The network architectures might          
have been altered depending on when they were retrieved. The developers of            
the network architecture might have updated them to perform better on some            
specific dataset. 
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The dataset used in this project has been collected from a personal            
library. By using a personal library there are some important considerations           
for the validity of the experiment. First, most of the images in the dataset              
have been purely produced with the intention to be used for this project. This              
means that the images have been taken in the current season, the season is              
winter and the surrounding environment of the trees is a winter landscape.            
There is a big difference in the environment between the seasons in Sweden             
and this will cause the tests of the classifier in another season to be different.               
Another consideration that will impact the generalization of the classifier is           
that the vegetation is different in different forests.  

The dataset has been manually labeled, there are about 600 pictures in            
the dataset which consists of 3916 labeled trees. A manual process for            
labeling many images will have an impact on the quality of the labeling.             
Using a different dataset will change the outcome of the model. The size of              
the dataset is in the lower regions of what would be considered acceptable             
[4]. The dataset and the testing can therefore be considered fitted to the forest              
and the trees where the pictures were taken, this should be accounted for if              
tests of the models are performed on other forests as previously mentioned            
regarding vegetation. 
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3 Implementation 
3.1 Environment 
The experiments were conducted with Tensorflow on windows as a          
foundation for training and testing the models together with Tensorflow          
object detection API. Tensorflow GPU version 1.13.1 with Tensorflow object          
detection API was used and was downloaded on March 3, 2019 from their             
GitHub repository, the corresponding release of Nvidia CUDA 9.0.176 was          
installed as well as recommended dependencies according to documentation. 

3.2 Preparing the data 
The images collected were in different aspect ratios and were minimized to            
reduce the time needed for training which resulted in images with an average             
size of 302 kb. The dataset was divided into three different subsets and can be               
viewed in table 3.1.  
 

Subset Images 

Training 493 

Validation 115 

Testing 18 

 Table 3.1: The number of images in each subset.  
 
To give the architecture as many images as possible to learn from, the             
training subset is the largest one with 493 images. The validation subset used             
is a little more than a fifth of the training subset which is near how other                
datasets divides their images to subsets. A smaller amount of validation           
images was set aside for the final test, these images was selected to be a good                
representation of what the trained architecture is expected to be able to            
identify.  

The images were labeled with labelImg by marking trees with          
bounding boxes. Only the trees that were considered distinct were marked           
together with poles, markings, and electric lines. The images together with           
bounding boxes data were converted to TF-records and were then used as            
input for training. Examples of images from the dataset are illustrated in            
figure 3.1.  
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Figure 3.1: Example images from the dataset 

 
Example of labeled images can be seen in figure 3.2. 
 

 
Figure 3.2: Example of labeled images. 

3.3 Training 
The training was monitored with Tensorboard. Each network was pre-trained          
on the COCO dataset, and no layers were locked during the training. The             
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implemented network architectures is a part of the object detection API and            
can be seen in table 3.2.  
 

Detection strategy Base network Pre-trained 

SSD MobileNet v2 COCO 

Faster R-CNN Inception ResNet v2  COCO 

Faster R-CNN ResNet 101 with 20 proposals COCO 

R-FCN ResNet 101 COCO 

Table 3.2: Network architectures to be trained 
 

Each pre-trained architecture has a configuration file where the training is           
configured. Most of the configuration parameters were left unchanged to          
keep the architecture as intact as possible. In the configuration file, a            
checkpoint parameter pointing to the checkpoint file from previous training          
for the architecture was set. Four more changes were made to the            
architectures before training. First, the number of classes that the architecture           
was training on was changed to four. The second change made to the             
architectures was setting an appropriate maximum input image height and          
width to be able to perform the training on the hardware explained above.             
Another change was setting the batch size to accommodate the hardware           
used. Finally, the last change was to set the paths to the training and              
validation files. The full configuration files can be found in Appendix A.1 -             
A.4. 

3.4 Evaluation 
Tensorflow object detection API evaluates the model during training at          
regular intervals. The evaluation was performed with the COCO detection          
protocol. The training was considered to be finished when the model had            
been trained for 200,000 iterations. The models were then evaluated on the            
test set.  

3.5 FPS 
The speed of the model was tested by performing object detection on each             
frame in a video for the various models and calculating how long it took to               
play the video. The video used was 1024x720 and 36 seconds long.  

The object detection API provides an example of how to use models            
for images, this code was adapted to accept video as input by having them              
feed to the object detector frame by frame. The foundation of the program             
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used Tensorflow and OpenCV together with some utilities to adjust the video            
input to conform with the expected input for the models. OpenCV handled            
the video and extracted each frame. Tensorflow opened the model and           
applied it to each frame. The program calculated the total amount of time to              
perform the detection of a frame including output the frame on the screen and              
then dividing the time with the number of frames in the video. The output can               
be seen in figure 3.2. The code can be found in Appendix A.5. 
 

 
Figure 3.2: The output from fps_counter.py when measuring FPS 
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4 Results and analysis 
The results from both object detection speed and object detection accuracy 
conducted in this experiment are presented in sections 4.1-4.2. Analysis of 
the result follows in section 4.3. 

4.1 Frames per second 
The models speed was tested by calculating FPS for the same video five             
times each, and results are presented in table 4.1.  
 

Run 

Faster R-CNN 
Inception 
ResNet 

SSD 
mobilenet v2 

R-FCN 
ResNet 101 

Faster R-CNN 
ResNet 50 
proposals 20 

1 1.12 29.32 5.78 7.54 

2 1.12 29.40 5.77 7.53 

3 1.13 29.33 5.77 7.46 

4 1.11 29.47 5.78 7.51 

5 1.13 29.43 5.73 7.53 

Average 1.12 29.39 5.77 7.51 
Table 4.1: Displays the average FPS when applied to each frame from a 

video.  
 

Figure 4.1 shows the average FPS for each model, the values correspond to             
the average from table 4.1 and shows the difference in speed between the             
models. 
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Figure 4.1: Shows the average FPS of each model.  

4.2 Mean average precision 
The primary performance measurement for the models is mAP and represents           
how well the models can identify objects in images. The highest achieved            
mAP for each model can be seen in table 4.2. The mAP value is calculated               
with COCO detection metrics and is the average mAP from IoU thresholds in             
the range from 0.5 to 0.95 in 0.05 steps. The mAP was collected during the               
training of the models when evaluated on the validation set.  
 

Model mAP 

Faster R-CNN Inception ResNet 0.12980 

SSD MobileNet v2 0.07322 

R-FCN ResNet 101 0.07616 

Faster R-CNN ResNet 50 proposals 20 0.05140 

Table 4.2: Highest achieved mAP of each model.  
 
Figure 4.2 shows the difference in results from table 4.2. 
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Figure 4.2: The highest achieved mAP of each model.  

 
The result from evaluating the models in the test set can be seen in table 4.3.                
The evaluation was conducted when each model had been trained for 200,000            
iterations. 
 

Model mAP 

Faster R-CNN Inception ResNet 0.119294 

SSD MobileNet v2 0.052728 

R-FCN ResNet 101 0.067023 

Faster R-CNN ResNet 50 proposals 20 0.043272 

Table 4.3: Result from evaluating the models on the test set. 
 

4.3 Analysis 
The model that achieved the best mAP of 0.1298 is Faster R-CNN with the              
base network Inception Resnet. The evaluation on the test set shows a similar             
result between the models with Faster R-CNN Inception Resnet getting the           
highest mAP. The difference between the mAP between test and validation           
sets shows that the models somewhat fitted to the training set, as to be              
expected.  

The speed of the model was tested multiple times and a statistically            
significant difference between the result was found using Ez Statistics          
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implementation of an ANOVA test together with Turkey’s HSD post-test          
with a significance level of 0.05. The result showed that all combinations,            
comparing each model with the other models, had a P-value lower than            
0.0000.  

The fastest model was SSD with the base network MobileNet v2 that            
achieved an average of 29.39 FPS. However, this model did only achieve an             
mAP of 0.07322 on the test set. The model with the lowest FPS, Faster              
R-CNN Inception Resnet, was the model that achieved the highest mAP. 
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5 Discussion and conclusion  
The models created in these experiments all performed poorly with only           
achieving 4-11% mAP on the test set. Earlier testing of these architectures            
shows that they have more potential [12]. The overall bad result could mean             
that the dataset used could be improved or that the challenge described in             
[14] where detecting flowers that can blend in with the background applies to             
the trees in the forest as well. This could be investigated further by             
eliminating the wall of trees, where trees in the foreground and background            
blend together, from images in the dataset to try to create the borders of trees               
more distinct. The effect of having trees blending together could lead to poor             
object localization for the tested models and not achieving a good bounding            
box around the trees, which would lead to lower mAP. Although the results             
only show a small sign of overfitting the size of the dataset could benefit              
from being larger since the dataset used can be considered to be rather small.              
A larger dataset would allow the network architectures to generalize the           
objects further and include the above-mentioned suggestions.  

In this project, CNN architectures for object detection were compared          
to find the best one to use when identifying trees in a forest environment. The               
models produced did not perform well at this task and can not be considered              
to be useful in a real-world scenario. Therefore the question, which CNN            
architecture is best for the forestry industry, remains unanswered. Using SSD           
together with MobileNet resulted in the lowest mAP, but was the only one             
that had a speed that could be considered enough in a real-world scenario.  

The models accuracy and speed are consistent with [12] results, Faster           
R-CNN Inception ResNet proved to be the one with highest accuracy and            
SSD with MobileNet was the one with the highest speed. The consistency            
between the result, even though the mAP was lower, shows that previous            
results on COCO can be used to suggest which architectures should be            
considered to be applied on other problems and future work as well.  

5.1 Future work 
As long as architectures based on other feature extractors than SSD are as             
slow as they proved to be in this comparison they are hard to recommend to               
use. This leads to wanting to improve mAP for detectors based on SSD.             
Future work in this area would benefit from trying out different datasets of             
trees and different techniques for labeling objects with a similar background.           
Comparing different base networks with SSD and improving the dataset          
could improve the mAP while keeping a high speed. These improvements           
would be an interesting way forward.  
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A Appendix 1 
A.1 Faster R-CNN Inception ResNet 
model { 
  faster_rcnn { 
    num_classes: 4 
    image_resizer { 
      keep_aspect_ratio_resizer { 
        min_dimension: 400 
        max_dimension: 800 
      } 
    } 
    feature_extractor { 
      type: 'faster_rcnn_inception_resnet_v2' 
      first_stage_features_stride: 8 
    } 
    first_stage_anchor_generator { 
      grid_anchor_generator { 
        scales: [0.25, 0.5, 1.0, 2.0] 
        aspect_ratios: [0.5, 1.0, 2.0] 
        height_stride: 8 
        width_stride: 8 
      } 
    } 
    first_stage_atrous_rate: 2 
    first_stage_box_predictor_conv_hyperparams { 
      op: CONV 
      regularizer { 
        l2_regularizer { 
          weight: 0.0 
        } 
      } 
      initializer { 
        truncated_normal_initializer { 
          stddev: 0.01 
        } 
      } 
    } 
    first_stage_nms_score_threshold: 0.0 
    first_stage_nms_iou_threshold: 0.7 
    first_stage_max_proposals: 300 
    first_stage_localization_loss_weight: 2.0 
    first_stage_objectness_loss_weight: 1.0 
    initial_crop_size: 17 
    maxpool_kernel_size: 1 
    maxpool_stride: 1 
    second_stage_box_predictor { 
      mask_rcnn_box_predictor { 
        use_dropout: false 
        dropout_keep_probability: 1.0 
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        fc_hyperparams { 
          op: FC 
          regularizer { 
            l2_regularizer { 
              weight: 0.0 
            } 
          } 
          initializer { 
            variance_scaling_initializer { 
              factor: 1.0 
              uniform: true 
              mode: FAN_AVG 
            } 
          } 
        } 
      } 
    } 
    second_stage_post_processing { 
      batch_non_max_suppression { 
        score_threshold: 0.0 
        iou_threshold: 0.6 
        max_detections_per_class: 100 
        max_total_detections: 100 
      } 
      score_converter: SOFTMAX 
    } 
    second_stage_localization_loss_weight: 2.0 
    second_stage_classification_loss_weight: 1.0 
  } 
} 

 

train_config: { 
  batch_size: 1 
  optimizer { 
    momentum_optimizer: { 
      learning_rate: { 
        manual_step_learning_rate { 
          initial_learning_rate: 0.0003 
          schedule { 
            step: 900000 
            learning_rate: .00003 
          } 
          schedule { 
            step: 1200000 
            learning_rate: .000003 
          } 
        } 
      } 
      momentum_optimizer_value: 0.9 
    } 
    use_moving_average: false 
  } 
  gradient_clipping_by_norm: 10.0 
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  fine_tune_checkpoint: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/1faster-r-cnn-with-inception-resnet/faster_rcnn_inception_resnet_v2_coco_2018_

01_28/model.ckpt" 

  from_detection_checkpoint: true 
  # Note: The below line limits the training process to 200K steps, which we 
  # empirically found to be sufficient enough to train the pets dataset. This 
  # effectively bypasses the learning rate schedule (the learning rate will 
  # never decay). Remove the below line to train indefinitely. 
  num_steps: 200000 
  data_augmentation_options { 
    random_horizontal_flip { 
    } 
  } 
} 

 

train_input_reader: { 
  tf_record_input_reader { 
    input_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/train.record" 

  } 
  label_map_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/labelmap.pbtxt" 

} 

 

eval_config: { 
  num_examples: 115 
  # Note: The below line limits the evaluation process to 10 evaluations. 
  # Remove the below line to evaluate indefinitely. 
  max_evals: 10 
} 

 

eval_input_reader: { 
  tf_record_input_reader { 
    input_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/test.record" 

  } 
  label_map_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/labelmap.pbtxt" 

  shuffle: false 
  num_readers: 1 
} 

A.2 SSD mobilenet v2 
model { 
  ssd { 
    num_classes: 4 
    box_coder { 
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      faster_rcnn_box_coder { 
        y_scale: 10.0 
        x_scale: 10.0 
        height_scale: 5.0 
        width_scale: 5.0 
      } 
    } 
    matcher { 
      argmax_matcher { 
        matched_threshold: 0.5 
        unmatched_threshold: 0.5 
        ignore_thresholds: false 
        negatives_lower_than_unmatched: true 
        force_match_for_each_row: true 
      } 
    } 
    similarity_calculator { 
      iou_similarity { 
      } 
    } 
    anchor_generator { 
      ssd_anchor_generator { 
        num_layers: 6 
        min_scale: 0.2 
        max_scale: 0.95 
        aspect_ratios: 1.0 
        aspect_ratios: 2.0 
        aspect_ratios: 0.5 
        aspect_ratios: 3.0 
        aspect_ratios: 0.3333 
      } 
    } 
    image_resizer { 
      fixed_shape_resizer { 
        height: 300 
        width: 300 
      } 
    } 
    box_predictor { 
      convolutional_box_predictor { 
        min_depth: 0 
        max_depth: 0 
        num_layers_before_predictor: 0 
        use_dropout: false 
        dropout_keep_probability: 0.8 
        kernel_size: 3 
        use_depthwise: true 
        box_code_size: 4 
        apply_sigmoid_to_scores: false 
        conv_hyperparams { 
          activation: RELU_6, 
          regularizer { 
            l2_regularizer { 
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              weight: 0.00004 
            } 
          } 
          initializer { 
            truncated_normal_initializer { 
              stddev: 0.03 
              mean: 0.0 
            } 
          } 
          batch_norm { 
            train: true, 
            scale: true, 
            center: true, 
            decay: 0.9997, 
            epsilon: 0.001, 
          } 
        } 
      } 
    } 
    feature_extractor { 
      type: 'ssd_mobilenet_v2' 
      min_depth: 16 
      depth_multiplier: 1.0 
      use_depthwise: true 
      conv_hyperparams { 
        activation: RELU_6, 
        regularizer { 
          l2_regularizer { 
            weight: 0.00004 
          } 
        } 
        initializer { 
          truncated_normal_initializer { 
            stddev: 0.03 
            mean: 0.0 
          } 
        } 
        batch_norm { 
          train: true, 
          scale: true, 
          center: true, 
          decay: 0.9997, 
          epsilon: 0.001, 
        } 
      } 
    } 
    loss { 
      classification_loss { 
        weighted_sigmoid { 
        } 
      } 
      localization_loss { 
        weighted_smooth_l1 { 
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        } 
      } 
      hard_example_miner { 
        num_hard_examples: 3000 
        iou_threshold: 0.99 
        loss_type: CLASSIFICATION 
        max_negatives_per_positive: 3 
        min_negatives_per_image: 3 
      } 
      classification_weight: 1.0 
      localization_weight: 1.0 
    } 
    normalize_loss_by_num_matches: true 
    post_processing { 
      batch_non_max_suppression { 
        score_threshold: 1e-8 
        iou_threshold: 0.6 
        max_detections_per_class: 100 
        max_total_detections: 100 
      } 
      score_converter: SIGMOID 
    } 
  } 
} 

 

train_config: { 
  batch_size: 24 
  optimizer { 
    rms_prop_optimizer: { 
      learning_rate: { 
        exponential_decay_learning_rate { 
          initial_learning_rate: 0.004 
          decay_steps: 800720 
          decay_factor: 0.95 
        } 
      } 
      momentum_optimizer_value: 0.9 
      decay: 0.9 
      epsilon: 1.0 
    } 
  } 
  fine_tune_checkpoint: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/2ssd-mobilenet/ssd_mobilenet_v2_coco_2018_03_29/model.ckpt" 

  fine_tune_checkpoint_type:  "detection" 
  # Note: The below line limits the training process to 200K steps, which we 
  # empirically found to be sufficient enough to train the pets dataset. This 
  # effectively bypasses the learning rate schedule (the learning rate will 
  # never decay). Remove the below line to train indefinitely. 
  num_steps: 200000 
  data_augmentation_options { 
    random_horizontal_flip { 
    } 
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  } 
  data_augmentation_options { 
    ssd_random_crop { 
    } 
  } 
} 

 

train_input_reader: { 
  tf_record_input_reader { 
    input_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/train.record" 

  } 
  label_map_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/labelmap.pbtxt" 

} 

 

eval_config: { 
  num_examples: 115 
  # Note: The below line limits the evaluation process to 10 evaluations. 
  # Remove the below line to evaluate indefinitely. 
  max_evals: 10 
} 

 

eval_input_reader: { 
  tf_record_input_reader { 
    input_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/test.record" 

  } 
  label_map_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/labelmap.pbtxt" 

  shuffle: false 
  num_readers: 1 
} 

A.3 R-FCN ResNet 101 
model { 
  faster_rcnn { 
    num_classes: 4 
    image_resizer { 
      keep_aspect_ratio_resizer { 
        min_dimension: 400 
        max_dimension: 800 
      } 
    } 
    feature_extractor { 
      type: 'faster_rcnn_resnet101' 
      first_stage_features_stride: 16 
    } 
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    first_stage_anchor_generator { 
      grid_anchor_generator { 
        scales: [0.25, 0.5, 1.0, 2.0] 
        aspect_ratios: [0.5, 1.0, 2.0] 
        height_stride: 16 
        width_stride: 16 
      } 
    } 
    first_stage_box_predictor_conv_hyperparams { 
      op: CONV 
      regularizer { 
        l2_regularizer { 
          weight: 0.0 
        } 
      } 
      initializer { 
        truncated_normal_initializer { 
          stddev: 0.01 
        } 
      } 
    } 
    first_stage_nms_score_threshold: 0.0 
    first_stage_nms_iou_threshold: 0.7 
    first_stage_max_proposals: 300 
    first_stage_localization_loss_weight: 2.0 
    first_stage_objectness_loss_weight: 1.0 
    second_stage_box_predictor { 
      rfcn_box_predictor { 
        conv_hyperparams { 
          op: CONV 
          regularizer { 
            l2_regularizer { 
              weight: 0.0 
            } 
          } 
          initializer { 
            truncated_normal_initializer { 
              stddev: 0.01 
            } 
          } 
        } 
        crop_height: 18 
        crop_width: 18 
        num_spatial_bins_height: 3 
        num_spatial_bins_width: 3 
      } 
    } 
    second_stage_post_processing { 
      batch_non_max_suppression { 
        score_threshold: 0.0 
        iou_threshold: 0.6 
        max_detections_per_class: 100 
        max_total_detections: 300 
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      } 
      score_converter: SOFTMAX 
    } 
    second_stage_localization_loss_weight: 2.0 
    second_stage_classification_loss_weight: 1.0 
  } 
} 

 

train_config: { 
  batch_size: 1 
  optimizer { 
    momentum_optimizer: { 
      learning_rate: { 
        manual_step_learning_rate { 
          initial_learning_rate: 0.0003 
          schedule { 
            step: 900000 
            learning_rate: .00003 
          } 
          schedule { 
            step: 1200000 
            learning_rate: .000003 
          } 
        } 
      } 
      momentum_optimizer_value: 0.9 
    } 
    use_moving_average: false 
  } 
  gradient_clipping_by_norm: 10.0 
  fine_tune_checkpoint: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/3r-fcn-with-resnet101/rfcn_resnet101_coco_2018_01_28/model.ckpt" 

  from_detection_checkpoint: true 
  # Note: The below line limits the training process to 200K steps, which we 
  # empirically found to be sufficient enough to train the pets dataset. This 
  # effectively bypasses the learning rate schedule (the learning rate will 
  # never decay). Remove the below line to train indefinitely. 
  num_steps: 200000 
  data_augmentation_options { 
    random_horizontal_flip { 
    } 
  } 
} 

 

train_input_reader: { 
  tf_record_input_reader { 
    input_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/train.record" 

  } 
  label_map_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect
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ion/0images/labelmap.pbtxt" 

} 

 

eval_config: { 
  num_examples: 18 
  # Note: The below line limits the evaluation process to 10 evaluations. 
  # Remove the below line to evaluate indefinitely. 
  max_evals: 1 
  num_visualizations: 18 
  metrics_set: "coco_detection_metrics" 
} 

 

eval_input_reader: { 
  tf_record_input_reader { 
    input_path: "C:/examensarbete/tree-test-images/test.record" 
  } 
  label_map_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/labelmap.pbtxt" 

  shuffle: false 
  num_readers: 1 
} 

A.4 Faster R-CNN ResNet 50 proposals 20 
model { 

  faster_rcnn { 

    num_classes: 4 
    image_resizer { 

      keep_aspect_ratio_resizer { 

        min_dimension: 600 
        max_dimension: 1024 
      } 

    } 

    feature_extractor { 

      type: "faster_rcnn_resnet50" 
      first_stage_features_stride: 16 
    } 

    first_stage_anchor_generator { 

      grid_anchor_generator { 

        height_stride: 16 
        width_stride: 16 
        scales: 0.25 
        scales: 0.5 
        scales: 1.0 
        scales: 2.0 
        aspect_ratios: 0.5 
        aspect_ratios: 1.0 
        aspect_ratios: 2.0 
      } 

    } 

    first_stage_box_predictor_conv_hyperparams { 

      op: CONV 
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      regularizer { 

        l2_regularizer { 

          weight: 0.0 
        } 

      } 

      initializer { 

        truncated_normal_initializer { 

          stddev: 0.00999999977648 
        } 

      } 

    } 

    first_stage_nms_score_threshold: 0.0 
    first_stage_nms_iou_threshold: 0.699999988079 
    first_stage_max_proposals: 20 
    second_stage_batch_size: 20 
    first_stage_localization_loss_weight: 2.0 
    first_stage_objectness_loss_weight: 1.0 
    initial_crop_size: 14 
    maxpool_kernel_size: 2 
    maxpool_stride: 2 
    second_stage_box_predictor { 

      mask_rcnn_box_predictor { 

        fc_hyperparams { 

          op: FC 
          regularizer { 

            l2_regularizer { 

              weight: 0.0 
            } 

          } 

          initializer { 

            variance_scaling_initializer { 

              factor: 1.0 
              uniform: true 
              mode: FAN_AVG 
            } 

          } 

        } 

        use_dropout: false 
        dropout_keep_probability: 1.0 
      } 

    } 

    second_stage_post_processing { 

      batch_non_max_suppression { 

        score_threshold: 0.300000011921 
        iou_threshold: 0.600000023842 
        max_detections_per_class: 20 
        max_total_detections: 20 
      } 

      score_converter: SOFTMAX 
    } 

    second_stage_localization_loss_weight: 2.0 
    second_stage_classification_loss_weight: 1.0 
  } 
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} 

train_config { 

  batch_size: 1 
  data_augmentation_options { 

    random_horizontal_flip { 

    } 

  } 

  optimizer { 

    momentum_optimizer { 

      learning_rate { 

        manual_step_learning_rate { 

          initial_learning_rate: 0.000300000014249 
          schedule { 

            step: 900000 
            learning_rate: 2.99999992421e-05 
          } 

          schedule { 

            step: 1200000 
            learning_rate: 3.00000010611e-06 
          } 

        } 

      } 

      momentum_optimizer_value: 0.899999976158 
    } 

    use_moving_average: false 
  } 

  gradient_clipping_by_norm: 10.0 
  fine_tune_checkpoint: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/4faster-r-cnn-with-resnet-proposals-50/faster_rcnn_resnet50_lowproposals_coco_

2018_01_28/model.ckpt" 

  from_detection_checkpoint: true 
  num_steps: 200000 
} 

train_input_reader { 

  label_map_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/labelmap.pbtxt" 

  tf_record_input_reader { 

    input_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/train.record" 

  } 

} 

eval_config { 

  num_examples: 115 
  max_evals: 10 
  use_moving_averages: false 
} 

eval_input_reader { 

  label_map_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/labelmap.pbtxt" 
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  shuffle: false 
  num_readers: 1 
  tf_record_input_reader { 

    input_path: 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/test.record" 

  } 

} 

A.5 FPS_counter.py 
# Calculate FPS when using openCV and model  

# Code inspired from 

https://github.com/tensorflow/models/blob/master/research/object_detection/object_

detection_tutorial.ipynb 

 

import numpy as np 
import cv2 
import tensorflow as tf 
import time 
 

from utils import label_map_util 
from utils import visualization_utils as vis_util 
 

#get labels 

labels = 

"C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/0images/labelmap.pbtxt" 

 

#classes 

classes = label_map_util.create_category_index_from_labelmap(labels, 

use_display_name=True) 
 

#model = 

'C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/1faster-r-cnn-with-inception-resnet/result-200000/frozen_inference_graph.pb'  

model = 

'C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/2ssd-mobilenet/result-200000/frozen_inference_graph.pb'  

#model = 

'C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/3r-fcn-with-resnet101/result-200000/frozen_inference_graph.pb'  

#model = 

'C:/examensarbete/workspace_lastest_object_detection/models/research/object_detect

ion/4faster-r-cnn-with-resnet-proposals-50/result-200000/frozen_inference_graph.pb

'  

 

#load video 

video = 

cv2.VideoCapture("C:/examensarbete/tree-test-videos/video-leden-hdready.mp4") 
 

# load model 

detection_graph = tf.Graph() 
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with detection_graph.as_default(): 
  od_graph_def = tf.GraphDef() 

  with tf.gfile.GFile(model, 'rb') as fid: 
    serialized_graph = fid.read() 

    od_graph_def.ParseFromString(serialized_graph) 

    tf.import_graph_def(od_graph_def, name='') 
 

def detectOnVideo(video, graph): 
  with graph.as_default(): 
    with tf.Session() as sess: 
      # Get handles to input and output tensors 
      ops = tf.get_default_graph().get_operations() 

      all_tensor_names = {output.name for op in ops for output in op.outputs} 
      tensor_dict = {} 

      for key in [ 
          'num_detections', 'detection_boxes', 'detection_scores', 
          'detection_classes' 
      ]: 

        tensor_name = key + ':0' 
        if tensor_name in all_tensor_names: 
          tensor_dict[key] = tf.get_default_graph().get_tensor_by_name( 

              tensor_name) 

  

      image_tensor = tf.get_default_graph().get_tensor_by_name('image_tensor:0') 
 

      videoStart = time.time() 

      while(video.isOpened()): 
   #optimizations? can the frame part get faster? 
   #get frame from video 
          ret, frame = video.read() 

          #if no frame available end 
          frame_expanded = np.expand_dims(frame, axis=0) 
          if not ret: break 
 

          # Run detection on frame 
          detections = sess.run(tensor_dict, feed_dict={image_tensor: 

frame_expanded}) 

 

          #draw detections on frame 
          vis_util.visualize_boxes_and_labels_on_image_array( 

              frame, 

              detections['detection_boxes'][0], 
              detections['detection_classes'][0].astype(np.int64), 
              detections['detection_scores'][0], 
              classes, 

              use_normalized_coordinates=True, 
              line_thickness=8, 
              min_score_thresh=0.50)  

 

          cv2.imshow('Object detector', frame) 
          framesInVideo = video.get(cv2.CAP_PROP_FRAME_COUNT); 

 

          if cv2.waitKey(1) == ord('q'): 
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            break 
      #end while 
    #calculate fps 
    videoTime = time.time() - videoStart 

    print("Total frames:", framesInVideo) 
    print("Total time (s):", (videoTime)) 
    print("FPS:", (framesInVideo/videoTime)) 
    #(amount of seconds it should take / actual time) 
    print("Percent of real time: ", 
(framesInVideo/float(video.get(cv2.CAP_PROP_FPS)))/videoTime) 

    video.release() 

    cv2.destroyAllWindows() 

  return "Video finished" 
 

print(detectOnVideo(video, detection_graph)) 
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