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Abstract
Cognitive Computing is a new and quickly advancing technology. In the
last decade Cognitive Computing has been used to assist researchers in their
endeavors in many different scientific fields such as Health & medicine,
Education, Marketing, Psychology and Financial Services. On the other
hand, Parallel programming is a more complex concept than sequential
programming. The additional complexity of Parallel Programming is
introduced by its nature that requires implementations of more complex
algorithms and it introduces additional concepts to the developers, namely
the communication between the processes (Distributed memory systems)
that execute the parallel program and their synchronization (Share memory
systems). As a result of this additional complexity, a lot of novice developers
are reserved in their attempts to implement parallel programs. The objective
of this research project was to investigate whether we can assist parallel
programming process through cognitive computing solutions. In order to
achieve our objective, the MPI Assistant, a Q&A system has been developed
and a case study has been carried out to determine our application’s efficiency
in our attempt to assist parallel programming developers. The case study
showed that our MPI Assistant system indeed helped developers reduce the
time they spend to develop their solutions, but not improve the quality of
the program or its efficiency as these improvements require features that are
out of this research project’s scope. However, the case study had limited
number of participants, which may affect our results’ reliability. As a next
step in our attempt to determine if cognitive computing technologies are able
to assist developers in their parallel programming development, we moved
to investigate if cognitive solutions can extract better and more complete
responses compared to our manually-created responses that we created for
the MPI Assistant. We have experimented with 2 different approaches to the
problem. An approach where we manually created responses for the MPI
Assistant, and an approach where we investigated if cognitive solutions can
automatically extract better and complete responses. We compared the quality
of the latter automatic responses with the quality of the former which were
manually created.
Keywords: Parallel Programming, Cognitive Computing, Distributed parallel
programming, MPI, IBM Watson, IBM Assistant service, IBM Discovery
service, MPI Assistance, Augment parallel programming processes.
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Glossary
• Message Passing Interface (MPI): A standard that defines the syntax and
semantics of libraries for programming in message passing systems.
• Open Multi-Processing (OpenMP): A program interface that supports
programming in share memory systems.
• Application Programming Interface (API): Set of definitions, methods
and tools of communication between various components in software
technologies. APIs are mostly used for remote requests among programs
and/or data exchange between remote systems.
• Lines of code (LOC): A metric used to measure the size of a software
program by counting the number of lines in the source code.
• Cognitive computing: Artificial Intelligent systems that include machine
learning, natural language processing, speech and vision recognition.
• Q&A software: Questions and answers software is a system that attempts to
answer questions asked by users.
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Introduction

Parallel Programming is a more complex programming concept than the traditional
sequential programming. In parallel programming, in order to achieve maximum
speed up, except from the solutions’ algorithm, the developer has to take into
account also the parallelization of the algorithms used, the communication and
synchronization between the processors of the system in which his code will be
executed and the system architecture (shared or distributed memory). As a result
of this additional complexity, there are not many skillful programmers in parallel
computing, compared to novice programmers, who are reserved when it comes to
parallel computing.
In this project, we try to explore whether we can use cognitive computing in
boosting up the process of parallel programming in order to aid novice developers
in their work in parallel computing. We created two approaches of systems using
the Watson Developer Cloud services and we evaluated their results with respect to
the aid they provided for the developers using it, through a case study experiment.
In previous similar researches [2] [3], the researches focus on OpenMP (Open
Multi-Processing) [4], which is an API for share memory systems. In this
research we focus on MPI (Message Passing Interface), a standardized design
for parallel programming used in systems with distributed memory between the
processors, where the communication between the processes is achieved through
messages that are send from a process to one or more processes. Also, we use a
different evaluation process for our system compared to the aforementioned studies;
instead of questionnaires answered by the users of the systems developed in the
previous studies. We evaluated the results of the first approach by measuring
the improvement in the productivity of our system’s users. Then, we evaluated
the results of the second approach by comparing the produced responses with the
responses of the first one.
The rest of the Introduction section is as follows. In the first subsection (1.1
Background) we briefly describe cognitive computing and Parallel programming
and cognitive computing and we refer to the importance of supporting the parallel
programming processes. In the Motivation section, we state the importance of this
research project and the power of IBM Watson’s tools that we are going to use.
Then, in the next subsection (1.3 Related Work) we refer to the related work that
has be done and we specify the additions or improvements that this project is going
to add to the field. In the Problem statement subsection 1.4, we present the research
questions that we are going to answer through this thesis project. In the next two
subsections (1.5 Method followed in first Research Question & 1.6 Contribution),
we analyze the research method we followed to answer our first research question
and the expected results of the project compared to related work. In the Target
Group subsection we refer the group of people that are most probably interested in
our project and its results. Finally, in the last subsection of our introduction, we
present the structure of the rest of the report.
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1.1

Background

"Cognitive computing refers to systems that learn at scale, reason with purpose and
interact with humans naturally. They learn and reason from their interactions with
us and from their experiences with their environment" [5]. Cognitive Computing
and the Systems that implement it constitute a new and emerging technology that
opens new horizons not only in Computer Science but in many areas, such as
Health & medicine, Education, Marketing, Psychology, Financial Services etc,
as it enables the interaction between human and machine in natural language. In
addition Cognitive Computing systems are able to extract and provide knowledge
from unstructured data such as scientific papers, social networks, blogs etc.
In turn, parallel Programming is the process of writing a program that will be
executed simultaneously in more than one CPU cores of a system. The process of
writing a program, consists of thinking and planning the algorithms that you are
going to implement, coding these algorithms and testing the produced program to
ensure that its execution and the produced results match the required expectations.
Parallel programming is usually used in scientific research, where there is
the need for quick and precise computation of big, complex and in most cases
unstructured datasets. Performing these computations of big and complex datasets
with traditional sequential programming processes would be extremely time
consuming or it could even be impossible to perform. Thus, it is imperative to invest
in augmenting parallel programming processes in order to achieve more accurate
and valid results in less time.
Furthermore, as L. Hochstein et al. remark: "Recently the community has
recognized the importance of the time required to develop programs as well as run
them" [6]. In other words, in contrast with what we used to believe, programmers’
productivity is not merely a result that we can extract only from the quality of the
programs produced, but we also have to take in account the time and the effort
(thinking and planning the solution as well as coding and testing) that was put in
the creation of a certain program. As for parallel programming in particular, in our
task to evaluate programmers’ productivity, we have to follow different approaches,
than the ones apply in traditional sequential programming, because in parallel
programming "the software itself is helping to push the frontiers of understanding"
[6]
1.2

Motivation

Cognitive computing is a fairly new and quickly advancing technology with a lot of
unexploited capabilities to be explored which potentially could be used to reinforce
scientific researchers in their researches and projects. Also, although systems that
implement cognitive computing have recently emerged, their computing capabilities
and their abilities to acquire knowledge from a bigger and broader spectrum than
the systems used before, enable us to employ and search enormous amount of data
(literature, social media post, web pages etc) in order to make better and more
precise decisions. This new ability for better and more precise decisions, opens
new horizons not only in Computer Science, but in many other scientific fields as
well, such as Health and Medicine, Education, Marketing and Phycology. As John
Kelly, who runs IBM Research, stated in The New York Times, "Any place where
time is critical and you need to get advanced state-of-the-art information to the
front decision-makers. Computers need to go from just being back-office calculating
2

machines to improving the intelligence of people making decisions" [7]
IBM Watson is an evolving and powerful machine learning tool which can easily
interact with humans via natural language. Watson can understand and work with
both text and voice inputs, and it can also reply using natural language. One of
the biggest advantages that Watson has is that it can understand unstructured data
which incorporate more than 80% of the data on the internet. Unstructured data on
the internet consist mostly of pdf files, voice files, social media posts and webpages.
This ability of IBM Watson, to understand unstructured data, enables it to exploit,
analyze and extract knowledge from a bigger amount of data than other systems that
work only with structured data sets.
1.3

Related work

In this subsection we cite related work that has be done in cognitive computing or
other similar scientific fields. After we introduce the related work, we underline our
contribution to the scientific community through this research project.
Harms et al [8] in this paper describes the work that he conducted in order
to create automatically generated tutorials to decrease the effort needed for
a programmer to acquire knowledge regarding new programming concepts in
unfamiliar for them pieces of code. Harms’ first attempt showed that although
users, who followed the tutorials, improved by 64% on their near tranffer tasks,
they succeeded in only 52% of these tranffer tasks. He suggests that, based on
Cognitive load theory, a better solution would be to create an environment that
would create tutorials based on the user’s current programming skills. As Harms
states [8] "Cognitive load theory suggests that by carefully managing a learner’s
working memory resources we can increase the efficiency for a learner to acquire
new information".
Goel et al. [9] in 2015, conducted a research project as a part of the Spring
semester of Computational Creativity class in Georgia Tech University. In this
semester-long project, the students of the class split in 6 groups and created 6
different systems that use IBM Watson Services in order to enhance the effective
interaction between the human and the computer (in this case the Watson system).
The result of this study showed that Watson services were capable of supporting a
variety of applications in many scientific fields one of which is education, where we
are interested in applying it.
Westera [10] investigates how serious games can assist in the learning process
of humans. He proposes a computational model that consists of three components,
the player model which represent the characteristics and the state of the human in
the gaming process, the game model, that includes the mechanisms and the content
of the game, and the knowledge model, that represents the knowledge objectives of
the game. The proposed model connects the effectiveness of the game to yield
knowledge with the intelligence and the motivational state of the human in the
process of gaming.
Chozas et al. [2] in their article attempt to answer the same question as posed in
the present study. In order to achieve that, they created a small Q&A system using
IBM Watson Dialog service. The results of this research showed that cognitive
systems shown promises to be helpful for assisting novice programmers. But as
the author indicates, the created system needs to be improved by adding more IBM
services to the system that will make it more accurate and will also increase the
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capabilities of the system. Also, the length of the survey was not very broad which
would have helped improve his research quality.
Memeti et al. [3] presents his Parallel Programming Assistant (PAPA). PAPA is
a system based on IBM Watson services, such as Conversation Service, Speech to
Text and Text to Speech and Natural Language Understanding Service. The goal of
PAPA is to assist programmer to avoid common mistakes in parallel programming
when using OpenMP which is a model that runs in Shared Memory Systems. The
results of this system turned to be very positive, as the average grading was more
that 3 out of 5, and it showed that cognitive solutions are able to help programmer.
In contrast to this paper, the goal of the current study is to create an assistant
for parallel programming for distributed Memory system that use MPI (Message
Passing Interface).
In contrast to the aforementioned related work, in this research project we focus
on exploring whether we can assist parallel programming processes in distributed
memory systems that use the MPI standard. As Memeti et al. [3] state ragarding
their system: "PAPA is trained to answer questions related to common mistakes
that novice programmers do when using OpenMP". In this research project we
created a system that aims to improve the productivity of parallel programming
developers that use the MPI (Message Passing Interface) standard. Additionally, in
the evaluation of previous studies [3] [2] the researchers focused on the feedback
provided by the systems’ users in order to evaluate the effectiveness of their systems.
In this project, we are going to evaluate the potential improvement in novice
programmers’ productivity in order to determine my system’s effectiveness.
1.4

Problem Statement

The research topic in the current project is to augment parallel programming process
with the assistance of cognitive computing systems. As we described before the
usually used methods, that are applied to improve the productivity of programmers
in traditional sequential programming development, are not also applicable in
parallel programming development, at least not without some major changes.
The aforementioned observation dictates the need to adopt different approaches
for improving programmers’ productivity in parallel programming development.
This need, led the scientific community to seek new approaches for assisting novice
developers in their pursuit to develop parallel programs for distributed memory
systems. We thought that a new way, through which we believe we can augment
parallel programming development, is cognitive computing solutions. In this
research we are going to diverge from previous researches that focused on users’
feedback to evaluate their systems, instead in our project we are evaluating the
improvement in the users’ productivity when they use our Q&A system. Also in
contrast with the previously implemented systems, that assist parallel programming
for share memory architectures, in this project we are aiming to assist parallel
programming development for distributed memory systems that function with the
message passing architecture and the MPI standard.

4

RQ1
RQ2

1.5

Can cognitive computing solutions improve programmers’
productivity in parallel programming?
What is the quality of the automatically and dynamically
produced answers with respect to the manually created
answers?

Method followed in first Research Question

In our first research question we try to determine whether cognitive computing
systems are capable of helping novice developers in the process of parallel
programming development. In order to achieve our goal, we build a Q&A
application using the Watson Assistant service [11] of IBM Watson. Then we
conducted a case study with two groups of bachelor students, or developers with
bachelor level knowledge on MPI standard. Each student developed an application
using the MPI standard and C programming language. We provided students from
one group with our Q&A system, while members of the other group had to rely
on their knowledge and the internet to complete their implementations. At the
end of the case study, we evaluated our system’s effectiveness by comparing the
applications developed from members of the group that used our solution and the
applications that developed from the group that didn’t use our solution. The results
of the case study showed that our MPI Assistant really helped the developers that
used it to implement their solutions in less time than the group of developers that
did not use our system. On the other hand, our system did not make any difference
in the quality of the implemented solutions or their size.
This research project was held in the context of a Master Thesis, thus some
limitations were introduced due to time constraints. As we mention before
the evaluation process to test our implementation and subsequently the initial
hypothesis of this research project, is limited to novice developers with bachelor
level knowledge of the MPI standard. Also our implementation responses to
questions about the basic MPI commands, MPI structures or MPI Error types,
and it is not trained to answer questions about complicated problems or questions
regarding MPI or to analyze pieces of code in order to provide basic debugging
support. As future work, not in the scope of this project, the system can be trained
in order to include these additional capabilities to the existing system.
1.6

Contributions

With this research project, we hope to lay the foundations in the field of cognitive
computing in the context of assisting parallel programming processes. In contrast
to previous work, in this particular project we try to investigate wheteher we can
assist parallel programming processes in distributed memory systems that use the
MPI standard. As Memeti et al. [3] state, on their project regarding their system:
"PAPA is trained to answer questions related to common mistakes that novice
programmers do when using OpenMP". Our focus on the other hand is not only
in the common mistakes, but in assisting the developer in his struggle to implement
his parallel solution, so we also focus on the basic commands and structures of
the MPI standard. In order to achieve our goal, we created a Q&A system through
which we tried to improve the productivite of programmers in the process of parallel
programm development. Additionally the evaluations of previous researches [3] [2]
5

focused on the feedback of the systems’ users to determine the effectiveness of their
systems. Additionally, we explore the quality of answers created automatically
using as input unstructured data about MPI. This project also contributes with
a case study through which we evaluated the improvement in the programmers’
productivity in order to evaluate our system and to conclude about its effectiveness.
1.7

Target groups

Through this project, we aim to help programmers, both novice and more
experienced, in their struggle to develop parallel programs. The system that we
developed, as we pointed out earlier, due to time limitations covers only simple
MPI commands and concepts. Subsequently, our most direct target group is
novice programmers or programmers that want to learn the basic about parallel
programming with the MPI standard. If the system gets trained to answer more
complex and advance questions, then it can be also used to assist more experienced
developers. For the development of our Q&A system we are using the IBM Watson
Assistant service [11], thus developers that are interested in IBM Watson Assistant
service of IBM Bluemix and want to see a simply implementation of this particular
service, most probably will also be interested in our research project. Finally,
this system can be used by university professors to assist their student in Parallel
programming courses.
1.8

Report Structure

The rest of this paper is organized as follows. In the second Chapter we describe
the background of our research project and we present IBM Watson and its history.
In the third Chapter we analyze the method that we followed in our research
project. First of all we introduce our Evaluation parameters based on which we
are going to assess our system’s effectiveness. Following that, we describe our
scientific approach and the method that we adopt to fulfill our objective, along with
a discussion about our reliability and validity in the whole process of the research.
The chapter ends with an ethical consideration of this project. The fourth chapter
covers the implementation details of the the first part of our research project, we
describe our Q&A system and we report the creation steps of this system. In
the fifth chapter we report on the second part of the thesis where we attempted
to produce automatically created responses and to compare them with the responses
we manually created for the Q&A system in the previous chapter. On the sixth
chapter we present the evaluation of the Q&A system through a case study that we
conducted and we present our results. Finally on the seventh chapter we conclude
our research paper and we provide some guidelines for future work to expand the
capabilities of our system. The Appendix includes some important graphs, tables
and images that can help the reader to better understand our research’s report
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2

Background

In this chapter we describe two basic paradigms of Question Answering systems,
we then briefly analyze the field of Cognitive Computing and we present the history
of the cognitive system in which our application is based on IBM Watson.
2.1

Question Answering Paradigms

In this section, we are going to describe two common Question Answering
paradigms that are used by most Q&A systems, the Information Retrieval based
(IR-based) question answering and the Knowledge base question answering. The
DeepQA of IBM Watson uses an hybrid approach of theses two paradigms.
IR-Based question answering
In the IR-Based question answering (or text-based question answering) paradigm,
the question is analyzed by some information retrieval techniques that extract the
important entities or keywords that help distinguish the core meaning of the question
provided. Then it uses the extracted entities and keywords to create a number of
queries to send to a search engine. The search engine returns passages, from the
documents in the system’s corpus or the Web, ranked based on the algorithm’s
confidence. Finally the passage, that matches the question the most, is returned
as the system’s final answer. The IR-based question answering paradigm consists
of three phases, the question processing phase, the passage retrieval phase and the
answer processing phase.

Figure 2.1: The three phases of IR-based question answering [1]
Question processing phase: The main goal of this phase is to extract the
required information from the question’s text. One important information that is
extracted in this phase is the answer-type of the answer which describes the type of
entity the answer should be, if the system knows the expected type of answer, it can
focus the search only on passages of the specific type (person, location, etc.). An
other important information that is extracted in the question answering phase, is the
keywords that are going to be used in the queries of the search in the documents.
In some occasions the system also extracts the focus of the question, the focus of
a question is the words that are most probably to be replaced in the answer string
returned. For example in the following question the question processing phase will
is going to produce results like the following:
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Question: "What is the farthest north state of USA ?"
Answer-Type: location
Query: US state, farthest north
Focus: US state
Passage retrieval phase: The queries that were created from the keywords
extracted in the previous phase, are used to perform a search in the system’s corpus
(or on the Web) and they return a number of documents that are "relevant" to
the keywords. These documents in the system’s corpus were ranked based on
their relevance, but rarely the top ranked document is the one that contains the
appropriate answer. After the retrieval of the documents the system extracts the
specific passages from these documents that are possible answers, the size of the
passages depends on the system and the implementation but usually the passages a
either paragraphs or sentences. These passages are filtered based on the answer-type
extracted in the previous phase and the remaining passages are reranked by machine
learning that relies on the following features as described by Jurafsky [1].
* The number of named entities of the right type in the passage
* The number of question keywords in the passage
* The longest exact sequence of question keywords that occurs in the passage
* The rank of the document from which the passage was extracted
* The proximity of the keywords from the original query to each other. Prefer
smaller spans that include more keywords
* The N-gram overlap1 between the passage and the question. Prefer the
passage with the higher N-gram overlap with the question
Answer processing phase: The final phase of the IR-based question answering
is the answer processing phase where the system extracts from the selected passage
the answer that will present to the user. There are two major algorithms that are
used for this process. The first is the Answer-type pattern extraction and the other
the N-gram tiling.
• The Answer-type pattern extraction uses the extracted, in the first phase
of the paradigm, answer-type, alongside some regular expression patterns,
to single out the precise words that will be return as an answer. In some
cases where the answer-type is more complicated that just one particular
entity or the passage contains multiple examples of the same entity type,
we use, instead of the answer-type, hand-written regular expression patterns.
Theses patterns can either be hand-written or extracted by relation extraction
methods.
• The N-gram tiling or redundancy-based approach is used only for searches
in the Web. After the return of the passages from the Web search engine, the
algorithm mines all the unigram, bigram, and trigram that occur in the passage
and it weight them. The weighting process is a combination of the number of
the N-gram’s occurrence and the weight of the query that returned it. Then all
1

A n-gram is a contiguous sequence of n items from a given sample of text
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the N-grams are scored based on how much they match the answer-type of the
question. Finally, an N-gram tiling algorithm concatenates the overlapping
fragments and it produces the final answer.
Knowledge-based question answering
In the Knowledge-based question answering paradigm, the question is converted
in a query for a structure database, such as a relational database or even RDF
(Resource Description Framework) triples, The RDF triples is a type of database
that stores semantic facts in triplets of "Subject → Relation → Object". The
provided question is natural language, but its logical form should be either in a
form of a query or it should be easily converted to a query. Except from cases where
the relation is too trivial and we can hand-write the mapping rules, the process of
mapping the textual strings that are extracted from the question to logical relations
from the knowledge base is particularly challenging. Below, we describe two
methods to perform this mapping, the supervised and the semi-supervised method.
Supervised method: In most cases of question answering systems, we have
supervised data consisting of some basic questions and their respective logical
relations. Then we can use these data to train our system for more complex
mapping relations. The supervised system reads the provided train-sets (sets of
natural language questions and their respective logical relation) and it produces
general mapping rules for each logical relation. If for example we have a series
of questions like "When was Alan Turing born ?" that are mapped to the logical
relation "birth →(Alan Turing,?x)" the system can create a mapping rule that
connects the abstracted textual string representation of the question to the logical
relation of the knowledge base:
Question : W hen was ”subject” born ?
⇓
Logical relation : birth → ( ”subject” , ?x)
The supervised approach can also be extended to map questions with more complex
logical relations, that include more than one entities, by using more complex rules
and enriched syntactic structures.
Semi-Supervised method: Supervised datasets include only a small number
of possible forms that can a question can have even for a medium Q&A system.
Because of the inability of supervised methods to cover all the form spectrum of
questions, most implementations of the knowledge based paradigm, use textual
redundancy. The biggest source of textual redundancy is undoubtedly the web,
as a result of this abundance of textual redundancy on the web, most methods
use web text either with semi-supervised methods (such as distant supervision) or
unsupervised methods (such as open information extraction).
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Hybrid Approach of IBM’s DeepQA
The IBM DeepQA research team[12] defines DeepQA as: "A software architecture
for deep content analysis and evidence-based reasoning". In the question
answering process of the DeepQA architecture there are four major stages:
Question processing, Candidate Answer Generation, Candidate Answer
Scoring, and Answer Merging and Confidence Scoring.

Figure 2.2: The four stages of Watson’s DeepQA [1]
Question process stage: In the first stage, the system parses the question
and it performs name entity tagging and relation extraction, it also extracts the
answer-types (or LAT- Lexical Answer types) and the focus of the question. The
LAT is the words of the question that reveals information about the semantic type
of the required answer. The difference between the answer type in the IR-based
question answering and in the DeepQA is that, as described previously, in IR-based
question answering we extract the answer-type and we filter the possible passages
to only match this answer-type. In contrast, DeepQA extracts a lot of possible
answers (without considering the answer-type) and a number of answer-types, later
in the third stage, the Candidate answer scoring, the DeepQA system, among other
criteria, it also rates each of the possible answers based on how well they fit the
answer-types. The final step of the Question process stage is to categorize the
question based on its type (definition question, multiple-choice, etc.).
Candidate Answer Generation: In this stage the system combines the
processed in the previous stage question with its knowledge sources, such as text
documents in the system’s corpus, or structure databases, with the help of Open
information Extraction methods, to increase the number of possible answers. A
trick that IBM Watson used to win Jeopardy was that most of the answers in the
Jeopardy! game were the titles of Wikipedia documents, so the system also did a
text retrieval on Wikipedia’s page but instead of returning passages from the wiki
pages, as possible answers, it only returned the title of the highest ranked page.
Candidate answer scoring: The third stage involves the scoring of all possible
answers with the help of numerous sources of evidence to grade the responses.
DeepQA uses a technic that takes all possible answers and the lexical answer type
and grades all answers based their connection to the lexical answer type (synonyms
types, subclass type, etc). An example of this technic is described in the book
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"Speech and Language processing" by D.Jurafsky [1] "Consider the candidate
"difficulty swallowing" and the lexical answer type "manifestation". DeepQA first
matches each of these words with possible entities in ontologies like DBpedia
and WordNet. Thus the candidate "difficulty swallowing" is matched with the
DBpedia entity "Dysphagia", and then that instance is mapped to the WordNet
type "Symptom". The answer type "manifestation" is mapped to the WordNet type
"Condition". The system looks for a link of hyponymy, instance-of or synonymy
between these two types; in this case a hyponymy relation is found between
"Symptom" and "Condition"." An other technic used to grade possible answers is
based on time and space relations extracted from them, in this technic the system
extracts time and space properties for the entities in a possible answer and then
compares them with time and space expressions in the question, for example a
possible answer than contains a location in Europe is unlikely to be the correct
response to a question that includes location in USA. A third technic used for answer
scoring is to just use text retrieval to extract evidence supporting (or disproving) a
possible answer. The output of this stage is a number of possible answers and their
respective scoring features.
Answer merging and scoring: The last stage of DeepQA answering process
consists of three steps. First of all, a regularized logistic regression classifier
runs and combines all the scoring feature vectors for each possible answer, to one
confidence value. This classifier is trained with thousands of possible answers with
their scoring features. The provided answers in the training process are already
labeled as correct or incorrect and the classifier learns how to combine each answers
features to calculate the probability of this answer being the correct one. In the next
step, all the possible answers that are equivalent are merged into one answer with
combined scoring feature vectors and combined confidence value, for example the
answers "USA" and "United States of America" are going to be merged into one
answer the answer that is going to be used for the merged answer is the one with
the biggest confidence value from the previous step. This answer merging process
is performed with the help of automatically generated name dictionaries. Finally,
after the second steps is completed, the classifier from the first step re-ranks all the
merged answers and the answer with the highest confidence value is returned as the
system’s final answer.
2.2

Cognitive Computing

The advance in internet technologies in the last decades, gave the opportunity to an
enormous amount of data (scientific or not) to be stored and easily retrieved from the
internet. This huge amount of available data ought to help researchers achieve better
results in less time than what they used to. Evidently, in real life more data often
need additional procedures to make them more usable (such as extraction, cleaning
from irrelevant or outdated information, and sorting) which produce more complex
and time consuming processes. As a result of this additional workload, researchers
were in need of new approaches and new tools that would help them exploit as much
data as possible in their decision making endeavors. This new technology that helps
us as researchers to "penetrate complexity and comprehend the world around us so
that we can make better decisions." [13] is the cognitive computing technology.
Chen et al. [14] believe that cognitive computing offers promising solutions
for problems related to the colossal size of data available. They stress that such
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solutions are specifically designed to integrate and analyze big data-sets. They
suggest that "Cognitive solutions can understand different types of data such
as lab values in a structured database or the text of a scientific publication.
Cognitive solutions are trained to understand technical, industry-specific content
and use advanced reasoning, predictive modeling, and machine learning techniques
to advance research faster". A recent definition by Hehenberger for cognitive
computing [15] combines the concept of cognitive computing with Big Data.
According to Hehenberger Cognitive Computing systems should be seen as
"Computing Systems that learn and interact naturally with people to extend what
either humans or machines could do on their own and help human experts make
better decisions by penetrating the complexity of Big Data".
Cognitive computing systems mimic the thought processes of the human brain.
Although, we humans have one of the most sophisticated thinking systems, our
cognition lacks scalability and our thinking process is very often biased based
on our personality and character. Cognitive computing systems try to replicate
parts of our thinking process, while at the same time they enhance this replicated
thinking process with their ability to work with large amount of data and to remain
unbiased in their evaluation of the information. Chen et al. [14] distinguished the
aforementioned parts of the human thinking processes, that cognitive computing is
mimicking, to the following 4 processes:
• Observation of data: To make updated and valid observations a cognitive
system needs access to an updated and reviewed corpus of data.
• Interpretation of the data: This interpretation goes beyond the meaning of
individual words, to understanding the context of sentences and paragraphs
• Evaluation: The system evaluates all possible evidence in order to provide
the best suited answer to a query.
• Decision: The ability of the system to take action based on the produced
answer.
2.3

IBM Watson

Deep Blue
One of the first steps towards cognitive computing was made by IBM. In 1996 IBM
created Deep Blue, a chess playing computer which in 1997 managed to win the
world champion chess player Gary Kasparov. Deep blue, was able to perform very
complex mathematical calculations that allowed it to evaluate hundreds of millions
possible chess moves per second in the games played. After Deep Blue’s success,
its architecture was used in other more valuable fields like financial modeling, data
mining and molecular dynamics. As a next step from Deep Blue, IBM wanted to
create a Q&A system with the ability to understand natural language, process it and
reply using natural language.

12

Watson Overview
IBM Watson is a computer that runs DeepQA, a Question-Answer based software
developed by IBM Research. Watson is capable of understanding even tricky
questions. It has this capability to understand tricky questions because it does not
only "read" the questions, but it analyzes the question given, by decomposing it in
its subject-verb-object structure. After the analyses, Watson manages to extract the
true meaning of the question given and it searches in its database where it retrieves a
number of possible correct answer, then it rates all the returned answers based on a
scoring algorithm as well as evidences in its corpus supporting or disproving every
answer. The answer with the highest support is the one that Watson will return.
When a question is given to Watson, more than 100 algorithms analyze the question
so that the system will comprehend the correct meaning of the question provided.
According to IBM [7] , Watson runs on a cluster of Power 750TM computers in
ten racks that hold 90 servers. There are 2880 processors core that run DeepQA
and the system holds information equal to one million of books. The information
stored in Watson include texts from both commercial resources like ’World Book
Encyclopedia’ and open resources such as Wikipedia.
In order for Watson to "learn" a new subject, the developer should put resources
(pdf files, word files, web pages, etc.) related to this new subject in Watson’s
database, then he should provide Watson with sets of Question and Answer in order
to train the system in this new area. Any new update in Watson’s knowledge will
come after new information is added to his database. As a result, it is very important
that we provide Watson with valid and reliable sources of knowledge in order to
ensure that his knowledge is accurate and objective and that it not based on biased
opinions of individuals and false or outdated knowledge.
Watson History
On February of 2011 Watson won the two former champions at the television
quiz show Jeopardy!, where the contestants are given a clue and they have to
find the question that the clue answers. This was a very important step not only
for IBM but for the whole world because it showed that it was possible for a
Computer to analyze natural language to an extent that not only understands it but
it is able to understand and comprehend puns and complicated language structures
to completely understand the clues given, and combine these results to correctly
search for the answer in its database. Examples of Watson’s question analyses and
provided answers [16]:
1. Question: This archaic term for a mischievous or annoying child can also
mean a rogue or scamp.
Sub-clue 1: This archaic term for a mischievous or annoying child.
Sub-clue 2: This term can also mean a rogue or scamp.
Answer: Rapscallion
2. Question: Of the four countries in the world that the United States does not
have diplomatic relations with, the one that’s farthest north.
Inner sub-clue: The four countries in the world that the United States does
not have diplomatic relations with (Bhutan, Cuba, Iran, North Korea).
Outer sub-clue: Of Bhutan, Cuba, Iran, and North Korea, the one that’s
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farthest north.
Answer: North Korea
After its success in Jeopardy, Watson was used in other scientific fields like
financial data analyses for investment recommendation in Banks or to analyze
and interpret health information of cancer patient in order to preset personalized
treatment based on every patients’ medical history [14]. On 2013, IBM decided
to make IBM Watson a commercial product and provided an API for software
providers to give them the opportunity to create services with Watson capabilities
and computing strength. On 2014, IBM expanded Watson. On 2015, IBM created
Watson Developer Cloud: Bluemix, a Platform as a Service (PaaS) in which
the developers can implement their services that will run on IBM infrastructure.
More recently, Watson has been used in marketing for creating more influential
advertisement and Phycology for Emotion detection, expression and robotics.
Except from IBM, there are also some other companies that offers cognitive services
like Microsoft [17] and Nokia with Nokia AVA [18]
2.4

Types of Parallel Programming

There are three types of Parallel Programming:
• Shared Memory (Multi Processing): All the processors have a shared
Memory. Every processor has access for I/O in the shared memory. In
this parallel model, challenge for the developer is to ensure that only one
processor can access for writing a particular memory address at a time,
and that while this processor is writing in this memory address, no other
processors can try to read or write in this memory address.

Figure 2.3: Architecture of a share memory system
• Distributed memory (Message Passing): Every processor has its own
memory and the communication between the processors is succeeded throw
messages from one to another. In this parallel model, the challenge for the
developer are to ensure that the communication between the processors is
efficient and the communication through the shared network is as low as
possible .
• Shared Distributed Memory: Is a hybrid type of the previous two types
where the memory is physically distributed but the processor have access to
it like it is a share memory through layer of software virtualization.
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Figure 2.4: Architecture of a distributed memory System

Figure 2.5: Architecture of a share distributed memory system
2.5

Natural Language Processing

As Chowdhury et al. [19] described, "Natural Language Processing (NLP) is
an area of research and application that explores how computers can be used to
understand and manipulate natural language text or speech to do useful things".
NLP is applied in many fields of computer science such as in Speech to Text (or
Text to Speech) applications, translation applications, Artificial Intelligence and
application that communicate with the user through voice or text input/output. This
is the reason that Natural Language Processing, considered an important research
field for Computer Science researchers.
History of Natural Language Processing
Natural language processing has been approached very differently in different
scientific fields. In this chapter, we present a brief historic chronology of Natural
Language Processing in the context of Computer Science.
Foundation Insights: 1940 and 1950
The foundations of NLP were established in the decade 1940-1950, right after
the end of the World War II, alongside the rise of computers themselves. In this
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time period two models arose, the automaton and the probabilistic model. The
automaton model emerged from Turing’s model of algorithmic computation (1936).
This model helped create a new field called formal language theory, this field with
the help of sets of theories and algebra defined formal languages as sequences of
symbols. This formal language definition also includes the Context Free Grammar.
In 1952 the Bell Labs built the first system that could recognize any of the 10 digits
from a single speaker.
The Two Camps: 1957-1970
The second crucial period for NLP was the period 1957-1970. By the end of 1950
language processing had split into two major paradigms the symbolic and the
stochastic that was mainly used in the fields of statistics and electrical engineering.
The symbolic paradigm was a result of Chomsky’s formal language theory and
of parsing algorithms and dynamic programming from other researchers from
the fields of linguistics and computer sciences. In 1956 John McCarthy, Marvin
Minsky, Claude Shannon, and Nathaniel Rochester with a group of researchers sat
down for a two-month workshop on what they called artificial intelligence (AI).
The fundamental focus of the new AI field was the work on reasoning and logic
as described in Newell and Simon’s work on the Logic Theorist and the General
Problem Solver. At this point the first natural language understanding systems were
developed that mainly worked with keyword search and patters matching technics.

Four Paradigms: 1970-1983
In the next period (1970-1983) NLP underwent an explosion in research and
development of research paradigms that are still in use.
• The Stochastic paradigm: Based on hidden Markov models (HMM) played
an important role in Speech Recognition Algorithms.
• The logic-based paradigm: Based on the work of Colmerauer on Q-Systems,
it is considered to be the precursor of Prolog and of Definite Clause
Grammars. The work of Kay (1979) on functional grammar and the work
of Bresnan and Kaplans (1982) on Lexical Functional Grammar (LFG),
established the importance of feature structure unification.
• The Natural Language Understanding paradigm: The beginning of this
paradigm was the Winograd’s SHRDLU system, that simulated a robot with
toy blocks. The SHRDLU system accepted and followed commands in the
form of a text in natural language ( such as "Move the small red block on
top of the big yellow block"). The natural language understanding and the
logic-based paradigm were unified in a Question-Answering systems that
used logic as a semantic representation, such a system was the LUNAR
system.
• The Discourse Modeling paradigm: This paradigm focuses on four key areas
in discourse. Grosz (1977) introduces a study of substructure and focus on the
discourse. Hobbs (1978) started working in Automatic Reference resolution
which led to BDI (Belief-Desire-Intention) framework
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Empiricism and Finite-State Models: 1983-1993
In this period two models, that the scientific community had left behind in the late
50s due to theoretical arguments against them, returned and gained popularity.
The first model that came back was the Finite state models that returned to the
proscenium after work done by Church (1980) on finite-state models of syntax
and by Kaplan and Kay (1981) on finite-state morphology. The second model that
returned was the empiricism, that was influenced strongly by the work at the IBM
Thomas J. Watson Research Center on probabilistic models of speech recognition
and drove to the advance of probabilistic models throughout speech and language
processing.
The Field Comes Together: 1994-1999
At the end of the 20th century the NLP field underwent a great deal of changes. First
of all, the probabilistic and data-driven methods had become the standard in natural
language processing problems. Second, the improvements in computer speed has
led in the creation of profitable speech and language technologies. Finally, the
rise of the web technologies highlighted the need for information retrieval and
extraction methods.
The Rise of Machine Learning: 2000-2018
The empiricist methods that gained popularity in the ends of the 90s , in the
beginning of the new century continued boosting with an overwhelming pace,
mostly because of three other synergistic trends. First, an enormous amount of
speech and text material became available through the auspices of the Linguistic
Data Consortium (LDC) and other similar organizations. These materials included
some annotated collections that contained layered standard text sources with
various forms of syntactic, semantic, and pragmatic annotations the existence of
which helped cast more complex problems, like semantic and parsing analyses,
in supervised machine learning processes. Second, the boosted focus on
machine learning technics forced a better interaction with the statistical machine
learning community and technics such as support vector machines (Boser 1992
& Vapnik 1995), maximum entropy techniques and their equivalent formulation
as multinomial logistic regression (Berger 1996), and graphical Bayesian models
(Pearl 1988) became standard practice in computational linguistics. Third,
the increased access of high-performance systems since the beginning of the
20th century, aided the creation of systems that wouldn’t be achieved with the
technologies of the previous decade. Finally, attention was drawn from largely
unsupervised statistical approaches. The progress on statistical approaches on
the machine translation (Brown 1990 & Ney 2003) and topic modeling (Blei
2003) exhibits that systems trained only with undefined data can be used to
implement sufficient applications. Hopefully, this new trend of using techniques
with unsupervised training is going to increase farther.
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Natural Language Processing technics
• Relation extraction: The relation extraction technic is a part of NLU
(Natural Language Understanding) process. The relation extraction process
detects the semantic relationships between entities, usually from a raw text.
As an entity, we do not mean a specific word or phrase in the text but a specific
object. An object can be described by more than one different words. For
example the country of United States of America can also be described by
many different words such as: "USA", "US", "America", "United States",
etc. As a result, we have to link all of these different words to the object
they describe in order to extract the relationships between the objects from
the text.
• Semantic parsing: Semantic parsing is the process of converting a natural
language text (source representation) into a formal meaning representation
(target representation) that can be understood by the machine, and
subsequently the machine can act upon it. Semantic parsing is in a
way similar to machine translation, as in both cases we convert a source
representation into a different target representation. The very important
difference between Semantic parsing and machine translation is that on
semantic parsing, the target representation is not human-readable but
machine-readable, meaning it not a representation that is created to be
understood only by machines.
• Vector-space semantics: This model computes the similarity between
objects ( mostly between words or documents ) as the algebraic vector
representation. This model is based on the idea that objects with similar
context occurrences have also similar meanings. Every object is represented
as a vector, in this vector each dimension describes the relationship between
the object and another object in a specific context. For example, we
want to calculate the number that some specific words occur in different
documents (this matrix is called term-document matrix), in this matrix
each row represents a word and each column represents a document. Two
documents are similar if their respective columns are similar, in the same
manner, two words are similar if their respective rows are similar.
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3

Method

The first step in this project’s process was to study the existing literature in the field
of cognitive computing and IBM Watson as well as studying the related work that
have be done in the scientific community, to familiarize ourselves with the state of
the art in the quickly advancing field of Cognitive Computing. After that, the next
step was the creation of the cognitive Q&A system, which exploits the "Question
Process Stage", using Watson Assistance service provided by Watson Developer
Cloud [20]. Later, we evaluated the effectiveness of the system that we created
by carrying out a case study of productivity comparison in parallel programming
coding between a group of programmers that used our implementation, and a group
of programmers that did not use the cognitive computing implementation. After
that, we developed the second approach, which exploits the automatic generation of
answers and we compared them with the answers obtained in our first approach
The cognitive system that we build in our first approach is a Q&A system that
interacts with the user through natural language text messages. The questions that
the users submit, in natural language, are send through the IBM Assistant service’s
API to IBM’s infrastructure where there are getting analyzed in order to extract
key-words and the core meaning of the questions. Inside IBM Assistance service,
the key words are distinguished in intents and entities. Intents determine the flow
of the dialog, while the entities represent terms or objects in the input that provides
clarification or specific context for a particular intent. By recognizing the intent
and the entities in an question, the service can choose the correct dialog flow for
responding to it. After the extraction of the entities and intents from the user’s
input, the IBM Assistant returns the answer to the provided question based on the
extracted elements of the user’s question.

Figure 3.6: High level Architecture of the System
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As we mention previously, our system is based on a IBM Watson Service, that
is available through Bluemix IBM Watson’s Developer Cloud, the IBM Assistant
Service [11]. Two of the most important capabilities that this service adds to
our system is the Natural Language Understanding, and Processing, and the
Conversation flow based on the extracted elements from the user’s text inputs. The
functionality of the system that we implemented required the skill to "understand"
the users input in natural language and to reply back in natural language.
The IBM Assistant Service [11] is a Watson service used to create chats
to help the developer create a natural language interface in his application for
interacting with the users. This service can receive its input either from an existing
chatting application (such as Slack or Messenger) or an interface that the developer
build to interact with the users. After the service receives the user’s input, it
interprets the user’s input based on the training that the developer provided at the
development process and it direct the conversation in the system’s back-end, based
on the analyzed input and maybe some additional information, the system will act
accordingly by creating a response or by performing an action (such as creating a
request, update information etc.).
To evaluate our system’s influence in the developers parallel programming
process, we conducted a case study. As Runeson et al. [21] state "Case study
is a suitable research methodology for software engineering research since it
studies contemporary phenomena in its natural context". The first step to conduct
a correct and valid case study is the design phase, in this step we set the objective of
our case study which is to extract information about the effect that our MPI Assistant
system has on novice developers in the process of their parallel programming
implementation. Then, in the data collection phase of our case study, we used
a number of novice parallel programming developers, with equal background in
the process of parallel programming, and we provided them with a very simple
problem, to implement a parallel solution for. Our data in the case study are
the implemented solutions of these developers. Finally, in the analysis phase, we
compared the solutions and we extracted our conclusion about our system’s effect in
the developers productivity in parallel programming process. In the next subsection,
we provide more details about the parameters and the variable of our case study.
3.1

Evaluation Process

In order to evaluate whether our Q&A system can really decrease the time a novice
developer spends implementing a parallel solution for a distributed memory system,
we conducted a case study with two groups of developers. Developers in both
teams had to implement a simple solution, the members of one group used our
MPI Assistant system in order to search for answers in their questions, while the
members of the other group could only search for answers on the internet. In this
subsection we describe the parameters of this case study. We based our case study
in the example case studies described in the work of Runeson et al. "Guidelines for
conducting and reporting case study research in software engineering" [21]
Our goal in this case study is to compare the "productivity" of developers
in both team in order to determine if our MPI Assistant system help developers
decrease the time the spend to implement their solution. We are computing the
developers’ productivity as a combination of two factors, the speed of development
and the quality of the produced solution. To compute the speed of development,
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we extracted from the results the number of lines a developer wrote per minute, we
calculate this metric as the fraction of the lines of code (LOC) of the solution by
the time the developer spent to implement his solution (See 2). For the quality of
the produce solution, we extract the speed-up achieved by the produced solutions as
a fraction of the execution time of the sequential solution divided by the execution
time of the parallel solution (See 1).
Evaluation Parameters
Group Members:
1. Bachelor level students with the same experience in Programming: In
order to ensure that our case study’s result will be valid and that the two
groups are balanced, the case study participants should have the same
experience in parallel programming. Which means that they all should have
bachelor level knowledge and experience in parallel programming with the
MPI standard.
2. Same University or Universities with similar courses: The participants,
should be from the same University, which will also to simplify the case study
processes, or at least from Universities with the similar courses regarding
parallel programming, to ensure that they all are familiar with the same
concepts and approaches in parallel programming.
3. Part of an existing course in the curriculum: A very important problem
that we faced was the attendance of participant in the process of the case
study, as not a lot of students are eager to participate in a case study that has
no direct impact on their studies, so a good strategy is to make this case study
a part of an existing course in the students’ curriculum, to ensure that we will
have a good number of participants to successfully form two groups.
Evaluation Variables:
Independent variable:
1. Type of application being developed: We choose applications that do not
require a lot of experience in order to be developed, as our goal is to determine
whether our system can help novice developers and we are not focusing in
complex and difficult concepts.
2. Parallel Programming Model: Use applications for only distributed
memory systems that will be developed with the MPI standard. Applications
for share memory system and OpenMP are out of our project’s scope as they
have been approached by researches in previous studies [2] [3].
3. Programmers’ Experience: In the case study there will be only novice
programmers, Bachelor level students or programmers with bachelor level
experience in parallel programming and in MPI, with the experience in the
same parallel concepts.
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Dependent variable:
1. Speedup achieved: This parameter represents the time speedup that the
parallel program achieved compared to the execution time of a sequential
solution for the same problem. Speedup ( S ) is defined as the fraction of the
sequential algorithm to be executed in one process( Ts ), divided by the time
taken by the parallel algorithm to be executed on n processors ( Tn ).
S=

Ts
Tn

(1)

2. Effort required: As described before in: "Recently the community has
recognized the importance of the time required to develop programs as well
as run them" [6]. As a result, in addition to the programs’ speedup, the
effort (thinking/planning the solution, coding, and testing) that the developers
taking place in our case study, put in the implementation of their solution will
be taken in account. Except from the programs themselves we will also count
and compare the respective time (in minutes) that the developers spend in the
process of developing their applications.
3. Code expansion factor: The number of lines of code depends on the Parallel
model used. In distributed memory systems, in which we are interested, a big
part of the code is about the message-communications of the processors and
the data transferring from process to process instead of data computation.
4. Cost per LOC: The number of lines a developer wrote in one minute. The
Cost per Line Of Code parameter ( Cloc ) is computed as the fraction of the
number of lines in the application ( Nloc ), divided by the time ( t ) that the
developer invested in developing this application.
Cloc =
3.2

Nloc
t

(2)

Scientific approach

In order to answer the research question RQ1, that we had set in this research
project: "Can cognitive computing solutions improve programmers’ productivity
in parallel programming?", we conducted a case study to determine whether
the cognitive system that we build is able to assist novice programmers in their
endeavors to develop parallel programs with the MPI standard. In this case study
we measured the time that the developers spend to develop a parallel program with
the MPI standard (in minutes), the speedup achieved through the parallelization, the
size of the produced programs (in Line of Code) and the cost per line (as the fraction
of LOC divided by the developed time) for every parallel program developed. All of
the collected or computed data of the case study are numeric data thus the research
method that we follows in the whole project to answer our research question is a
quantitative method.
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3.3

Method description

In this research project we tried to determine whether it was possible to augment
parallel programming development processes through cognitive computing
solutions. In our first approach we created a system, the MPI Assistant system,
that returned responses manually-created by us. In our second approach, we
implemented an IBM Discovery service instance to develop a system that would
automatically create responses based on a number of input files. In order to prove
our initial theory, we aimed to create a cognitive Q&A system that would help
novice developers in their attempts to implement parallel programs. The system
that we built answers questions about basic concepts around MPI Commands, MPI
structure and general Error codes. By proving that our first system was able to
assist novice parallel developers to implement more efficiently their programs (less
development time and better performance), we proved that our manually created
responses were sufficient. The first approach can be seen as a "proof-of-concept"
of the MPI assistant for the second approach. In this second approach, the system
we built aimed to automatically produce responses equivalent to the responses we
manually created in the first approach.
3.4

Controlled Experiment

For the second part of our research project, we are going to carry out a controlled
experiment. As controlled experiments we classify experiments that are carried
out in a controlled environment where we modify some variables (independent
variables) to measure the how some other variables (dependent variables) will react
to these changes.
In this second part of the research project, we are going to compare the ideal
responses, that we manually constructed in the first part of the project, to some
automated created responses. Before this comparison takes place, we need to check
that the automatically-created responses are as good and complete as possible. To
ensure that the automatically-created responses are the best the system can produce,
we are modifying some parameters of the system that creates these responses to
maximize, to the possible extend, the quality of the produced responses.
The system that produces the automatically-created responses, is an IBM
Discovery service implementation. To get the information that we require, we
perform queries in a collection of documents that we insert to the service’s corpus.
The system allows us to parameterize the queries. The parameters that we can
modify to parameterize the queries are shown in Figure 5.15. These are the
parameters that we are modifying in our attempted to create as good responses as
possible.
3.5

Reliability and Validity

Reliability
To answer our research question, " Can cognitive computing solutions improve
programmers’ productivity in parallel programming ?", we conducted a case
study through which we measured the time that a number of developers spent to
create a simple parallel solution, for a distributed memory system, using the C
programming language and the MPI standard, as well as the efficiency (speed-up
achieved) and the cpLOC (cost per Line of Code) of their implementations.
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The case study was conducted with bachelor students of the University of West
Attica or programmers with bachelor level knowledge of the MPI standard. As a
result of this variation of developers that took part in the case study, a reliability
problem that occurred was that the MPI standard was more "fresh" in the mind of
the bachelor students who had a Parallel Programming course, that includes the MPI
standard, less than a year ago, in contrast to the rest of the participants who hadn’t
work with this standard for more than 3 years. In order to eliminate the effect of
this reliability issue to our project, we equally distribute the developers to our two
groups.
Another reliability issue that occurred during the case study of our research
project was that the environments where the case study took place vary, because
half of the participants implemented their solutions in their own space, while the
rest of them participants had to develop their solutions in an university classroom.
The effect of this reliability was minimized by the fact that the number of developers
that had to implement their solutions in the classroom was the same with the number
of developers that implement their solution in their places. Also for later group of
participants, used in their implementation the same PC that they were not acquainted
with.
Validity
The results of this project were drawn after a case study with novice developers,
this adds a validity threat as the results may not be applicable for more experienced
developers. Additionally, we tested and run the programs, that were implemented
during the case study, in a Ubuntu 18.04 operating system with four physical cores,
maybe if we run the same solutions in a system with more cores or more memory,
the results will differ from the result we present in this research. Finally, due to
the time constrains of a master thesis project and difficulties in our struggle to find
developers suitable for our case study, we conducted only one case study with only
10 developers. It is possible that only one case study with only 10 participants is
not sufficient to extract valid and conclusive results for our system and whether we
succeeded in our attempt to assist parallel programming development.
3.6

Ethical considerations

Our ethics in this research project guide us to carry out the research project
unbiased without fabricating or manipulating the results of the evaluation to favor
our implementation. Also, we are bound to include in this report every step of my
research project’s evaluation process to provide openness and to honestly report my
research without objective perspectives and opinions that can mislead the reader.
We did not took written permission from the participants to include their names in
this report, as a result the names of the participants are replaced with the first letter
of their names and in some cases we also included the first and/or the second letter
of the last name to distinguish participants with the same first letters in their names.
Finally, we made sure that the whole case study and the evaluation of the produced
solution were cared out as described in the 3.1 Evaluation process subsection.
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4

Creation of Manual Responses and Evaluation

After the literature review and the study of other projects in the field of cognitive
computing and parallel programming assistance [3], we started the implementation
of our system. The first step of the implementation process was to determine the
architecture of our MPI_Assistant system. We decided to categorize all the
possible questions into three different categories.
1. Questions regarding MPI commands and implementation instructions
2. Theoretical questions about Parallel programming in general and parallel
programming architectures (Shared memory, Distributed memory, Hybrid
etc.)
3. Questions based on implementation errors and solutions
The next step after the categorization was to begin the creation of the respective
dialog nodes. For each aforementioned category, we created a different dialog node
in the tree-like structure of our IBM Assistant service implementation. All the
questions that belong to a specific category were created as nodes in this category’s
sub-tree (See Figure 4.8).
4.1

Assistant service implementation

The back-end of our system is an implementation of the IBM Assistant service[11].
As we described previously, IBM Assistant service is used to create chat-bots
that interact with the user through natural language text messages. The Assistant
service analyzes the given question and it extracts @Entities and #Intents from
the question. The structure of the IBM Assistant service can be described as a
tree-like structure, in which based on the recognized entities and intents a specific
node is selected that includes the response/action of the system on the user’s
question/request.
In our implementation of the IBM Assistant service, we have only three
categorizations that are represented through intents. With the help of the intents,
we classified the three general topics of questions we expect to receive. For each
intent there is also a number of keywords that, when recognized in the question’s
text, they point toward this specific entity’s node in the tree-like architecture of the
IBM Assistant service. The intents/topics that our system includes belong to one of
the following categories:
• #Welcome intents that are used to welcome the user when the system starts
• #OpenMP intents. These intents represent questions about share memory
systems and the OpenMP API. When the intent, or one of its synonyms, is
extracted from a question, the system informs the user that the OpenMP is an
API used in share memory systems and that our system replies to questions
about MPI and distributed memory systems
• #MPI intents that when recognized, the systems is directed to a tree-like
structure where, based on the extracted entities, the system will be driven
to a specific node that includes a response to the question asked
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• There is also one Default category where the system is directed when the
produced intents do not much any of the aforementioned categories. In this
case, there is a number of replies that inform the user that the system did not
understand the question and it ask for a rephrasing of the question.

Figure 4.7: Tree structure of our MPI Assistant service implementation
The @Entities, in our implementation of the IBM Assistant service, are used in
order to distinguish the topic of the MPI question. The MPI related questions can
be questions about MPI commands, MPI Structures or questions about common
errors related to the MPI standard. For each command, structure or error topic that
we cover in our system (See tables 4.1, 4.2 and 4.3), we created an entity with a
number of synonyms. When an entity, or a synonym of this entity, is extracted from
the question, the service replies with the response in the node that include this entity.
In Figure 4.8 the reader can see a part of the MPI commands, Structures and Error
sub-trees in our implementation of the IBM Assistant service.

Figure 4.8: Part of the tree of our Assistant service implementation
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4.2

System’s Questions

MPI command questions
To construct the "ideal" responses for these questions, we studied the MPI
documentation and the literature to collect existing commands and all the required
information about each one of them. For each command that we distinguished,
a dialog node was created in the IBM Assistant service. The responses for the
questions include a short description of the command, details for the structure of
the command describing all of their parameters, and in some case a code example
of the MPI command with a short description (See Table 4.9). The required
information about the commands were collected from a number of sources such as
MPI documentation, forums, notes from various Universities courses and personal
knowledge that we cite at the end of each response. The command that we included
in the MPI Assistant system are shown in Table 4.1 with a very short description of
their functionality.
MPI_Send
MPI_Recv
MPI_Bcast
MPI_Scatter
MPI_Gather
MPI_Reduce
MPI_Allreduce

MPI_Scatterv
MPI_Gatherv
MPI_Allgather
MPI_Pack
MPI_Unpack
MPI_Type_struct
MPI_Type_commit
MPI_Init
MPI_Finalize
MPI_Abort

MPI Commands
Send a message from a process (source) to an other process
(destination)
Receive a message from an other process (source)
Send a message from a process (root) to all other processes
Distribute equal chunks of an array from one process to all
other processes
Collect equal chunks of arrays from all processes to one
array in one process
Collect equal chunks of arrays from all processes to an array
in one process and performs an operation on them
Collect equal chunks of arrays from all processes and
performs an operation on them, it then broadcast the results
to all processes
Distribute unequal chunks of an array from one process to
all other processes
Collect unequal chunks of arrays from all processes to one
array in one process
Collect equal chunks of arrays from all processes to one
array and then it broadcast it to all processes
Packs noncontinuous data in one buffer for sending
Unpacks from a packed buffer data
Creates a new data type combining a number of existing
MPI_Datatypes.
Commits the newly created datatype created with the
MPI_Type_struct
Initializes the MPI Environment in the beginning of the MPI
program
Terminates the MPI Environment at the end of the program
The MPI_Abort command terminates all MPI executions
in a communicator.

Table 4.1: Table of MPI Commands that are included in MPI Assistant
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MPI Structure questions
The MPI standard contains a number of structures that are used to embody the
required concepts for the standards operations. In our implementation we included
all the MPI structures, that a novice developer should be familiar with, in order to
create a simple MPI implementation ( Table 4.2). For each MPI structure that we
included, we create a dialog node in the IBM Assistant service. The response a
the structure includes a short description of the structure and the common values
or functions that come with them as well as examples of the structures and their
functions.
MPI_Datatype
MPI_Aint
MPI_Comm
MPI_Op

MPI_Status

MPI Structures
Includes all the supported datatypes for the MPI standard.
Portable data type that can hold memory addresses.
Handler that represents a group of processes that are able to
communicate with each other.
Declares the operation that a MPI commands
(MPI_Allreduce, MPIReduce) will execute to
the collected elements.
Keeps additional information about the MPI_Recv
operation.

Table 4.2: Table of MPI Structures that are included in MPI Assistant

MPI Error questions
As we mentioned before, in the MPI Assistant system we also included some of the
basic MPI ERORR MESSAGES ( Table 4.3 ) with a short description of what may
have caused them. The error messages that the user can find in our system are the
ones that are most likely to be caused in a novice’s developers implementations and
that are caused by the MPI commands that are described in this system. There are
many more MPI Error codes that are not in the scope of this research project as their
root cause or the solution methods require a more in depth knowledge of the MPI
standard and its architecture.
4.3

The Application

The Q&A system that we build in order to test our research question is a simple
Java Application that communicates through API calls with the IBM Assistance
service. The interface is very simple and it focuses on the reply that the user gets as
a response to his/her question. When the user writes a question to our system, MPI
Assistant:
• forwards the question to our IBM Assistance service implementation
• the service analyzes it and it returns the appropriate answer based on the
extracted objects from the question.
If the question is about a MPI Command, the reply that the system returns to the
developer consists of four parts that we describe below:
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MPI_SUCCESS
MPI_ERR_BUFFER
MPI_ERR_COUNT
MPI_ERR_TYPE
MPI_ERR_TAG
MPI_ERR_COMM
MPI_ERR_RANK
MPI_ERR_ROOT
MPI_ERR_GROUP
MPI_ERR_OP
MPI_ERR_DIMS
MPI_ERR_ARG
MPI_ERR_UNKNOWN
MPI_ERR_TRUNCATE
MPI_ERR_OTHER
MPI_ERR_INTERN
MPI_ERR_IN_STATUS
MPI_ERR_PENDING
MPI_ERR_KEYVAL
MPI_ERR_NO_MEM
MPI_ERR_BASE
MPI_ERR_INFO_KEY
MPI_ERR_INFO_VALUE
MPI_ERR_INFO_NOKEY
MPI_ERR_SPAWN
MPI_ERR_PORT
MPI_ERR_INFO

MPI Errors
MPI routine completed successfully.
Invalid buffer pointer.
Invalid count argument.
Invalid datatype argument.
Invalid tag argument.
Invalid communicator.
Invalid source or destination rank.
Invalid root value.
Invalid communicator group value.
Invalid operation.
Invalid dimension argument.
Invalid argument.
Unknown error.
Message truncated on receive.
Known error not in this list.
Internal MPI error.
Error code is in status.
Pending request.
Invalid key value has been passed.
Error because the memory is exhausted.
Invalid base passed to MPI_FREE_MEM.
Key longer than MPI_MAX_INFO_KEY.
Value longer than MPI_MAX_INFO_VAL.
Invalid key passed to MPI_INFO_DELETE.
Error in spawning processes.
Invalid
port
name
passed
MPI_COMM_CONNECT.
Invalid info argument.

to

Table 4.3: Table of MPI Errors that are included in MPI Assistant
1. Description: The first part of the answer is a short description of the
command and how it works (see Figure 4.10).
2. Syntax: After the short description, we provide the syntax of the command
and a short description of all the parameters needed to construct the command
properly (see Figure 4.12).
3. Example: We provide an example run of the command to make the
command’s parameters, and their meaning, more clear to the user (see Figure
4.11).
4. More Information: At the end we provide a link to websites for more details
on the commands.
The interface of the Q&A system consists of a TextField where the user asks
the MPI related question, a "Send Message" Button and a big TextArea where we
present the responses returned (See Figure 4.9). The communication between the
Q&A system and the back end (Watson Assistant Service) is achieved through the
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API calls provided by IBM BlueMix. The API connection is established using the
credentials that we obtained from IBM BlueMix.

Figure 4.9: Interface of the system
The communication between our application’s interface and the system’s
Back-End (IBM Assistant Service implementation) is accomplished through the
API that IBM provides to developers through BlueMix. The API connection
requires the service credentials that we obtained from IBM BlueMix. The
credentials are passed in every request we are making to the Assistant service. When
the user submits a question to the system, the MPI Assistant forward his question
to the IBM Assistant service with the workspace-id of the service implementation
that we are using, one developer can have more than one different workspaces in
each IBM service he is using, so we have to attach in the request the workspace-id
in order to distinguish in which workspace each request is forwarded to. The IBM
Assistant service’s response is a Json Object that among other information contains
the system’s response, to the user’s question, which we extract and we present to
the user.

Figure 4.10: Description of a command
The MPI Assistant system was build as a Maven project. Apache Maven
is a project management tool that uses a XML file (pom.xml) to describe the
projects external dependencies, plug-ins and other external resources that the project
needs, and it is responsible for downloading the libraries that the project and its
dependencies require. In this project we used Maven to connect our MPI Assistant
system with the IBM Assistant service (See Figure 4.13 lines 12-16), as well as
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Figure 4.11: Example of a command

Figure 4.12: Syntax of a command
to add to our project a plug-in for building our MPI Assistant as a jar file (See
Figure 4.13 lines 20-32) that would make the system’s distribution to the developers
that are going to use it, easier and more safe. Additionally jar files are operating
system independent meaning that our system runs in all machines regardless of the
machine’s operating system.
The communication between the MPI Assistant’s interface and our system’s
back-end (IBM Assistant service) is established through API calls. When the user
press the "Send Message" button, or the "Enter" key, we take the String object
containing the user’s question and, with the workspace-id of our IBM Assistant
instance, we use them to build the API request which we then send for execution
in IBM Watson infrastructure. The execution of the request, returns a JSON object
containing the user’s question, the response of the system, the recognized entities
and intents and other information about the request (See Figure 4.14). From this
JSON object, we extract the response to the user’s question. In our system’s screen,
we append the asked question and the respective system’s reply (See Figure 4.9).
We do not delete old questions and answers, giving the opportunity to users to scroll
up and find the answers to their previously asked questions.
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Figure 4.13: MPI Assistant’s pom.xml file that contains our system’s dependencies

Figure 4.14: JSON object returned as response to the question: "How can I send a
message in MPI ?"
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5

Evaluation of Automated responses

As a next step in our pursuit to determine whether we can use cognitive computing
solutions to help developers improve their parallel programming practices, we focus
on constructing our system’s responses automatically. In the implementation of the
MPI Assistant system we made use of the automatic recognition of questions, while
we used responses manually created for this specific purpose. We now attempt to
dive deeper into cognitive computing solutions, and the cognitive services provided
by IBM Watson computer system.
Until now, we only used cognitive computing to analyze the questions that our
system’s users were asking. In this step, as an extension of our work, we are
using cognitive computing to also extract from a corpus of scientific literature, the
information required to construct the answer of the question asked. In order to
extract these information to reply to the user’s question, we are using the Discovery
service [22], that gives us the ability to automatically extract information from
text files (such as pdf files, doc files or just plain text files). We provide the IBM
Discovery service with scientific documents that describe the MPI standard, such
as MPI tutorials or universities’ course handouts. We then executed a number of
queries in these documents to retrieve information about some predefined MPI
concepts, in order to evaluate the quality of the returned responses. We are focusing
on questions about only a couple of MPI commands (the MPI_Send and MPI_Recv
commands) because our goal in this step of the research project is not to create
a complete Q&A system, but to evaluate the quality of the automatically created
responses using these documents, compared to our manually created, and assumed
as "ideal", answers.
5.1

Discovery Service

The Discovery Service is a cognitive service provided by IBM Watson
infrastructure. Watson Discovery service helps developers "Unlock hidden value
in data to find answers, monitor trends and surface patterns with the world’s
most advanced cloud-native insight engine." [22]. This Watson service, allows
developers to extract information (such as sentiment2 , top used entities and
keywords, related concepts etc.) from a collection of unstructured data (such as
pdf or MS Word text files, JSON collections or html pages) and it also allows the
user to execute personalized queries to his collection.
In order to implement an instance of the Discovery service, first the developer
should add to his/her collection documents that describe the subject he/she wish
to investigate in his/her discovery service instance. As we mentioned before, the
supported data types for a collection are text files (pdf or MS Word), JSON and html
files. Each document should consist at most from 50.000 characters with maximum
file size of 50MB (per file), in case of a file being bigger than 50.000 characters, the
system only analyzes the first 50.000 characters of the file.

2

The sentiment information is used mostly by systems that aim to determine the public opinion
about a product or a concept. These systems usually take as input socials media feeds
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5.2

Discovery Service implementation

In the implementation of our Discovery service instance, we uploaded to our
collection three documents that describe the MPI standard [23, 24, 25]. The
documents that we chose were course materials, because these type of documents
include the required depth of information on the topics that we are interested in
at this research project, which is basic information about the most common MPI
commands, data structures and error codes. The documents that we included in our
Discovery service implementation are :
• Course Notes from the University of Edinburgh [23].
• Introduction to MPI from Stanford University [24].
• Part of the book "Using MPI Portable Parallel Programming with
Message-Passing Interface" [26] found in [25]
In some cases, in order to lessen the number of character to match the required
size limit of the documents that can be analyzed (50.000 characters per document),
we had to manually remove parts of the aforementioned documents that were
outside to the scope of this research, such as introductions or text that referred to
the Fortran programming language. Except from these inevitable deductions, the
documents that we used were not further modified.
Much like the IBM Assistant service, IBM Watson infrastructure provides both
an API and a tooling interface for managing our Discovery service instances. Our
goal in this extension is not to create a complete Q&A system, but only to determine
whether cognitive computing solutions can approach good results by automatically
generating responses from the provided literature. As a result, in this extension we
only used the tooling interface to execute our queries.
Firstly, we imported our documents in the collection, we executed a number of
queries about the MPI_Send and MPI_Recv commands. The text passages that we
would get as responses will then get graded based on the responses that we manually
created for the MPI Assistant Q&A system.
We were not able to find concrete quality metrics or measurements for
evaluating the quality of responses that we are getting from a Q&A system.
That is why, for the quality evaluation process, we are going to compare the
dynamically produced responses to the responses we manually constructed for
the respective MPI commands in the MPI Assistant system. The metric that we
are going to use to evaluate the dynamically created responses, is inspired by the
"Evaluating Web-based Question Answering Systems" paper [27]. This metric is
called precision metric and it demonstrates the amount of useful information each
response contains.
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Listing 1
1. A short description of the command
2. The syntax of command with
3. A short description of each attribute ofthe command
4. An example of the command
5. A link for more information
Listing (1) shows the parts that an ideal response should consists of
The criteria of the evaluation are the manually created responses from the
previous step of our research project. For each part of the manually-created response
that was successfully covered in the dynamically created response, we appoint one
positive point. While for each unimportant or wrong information in the dynamically
created response, we appoint one negative point. Finally we calculate the precision
metric as the fraction of these sum of positive points, divided by the sum of both the
negative and positive points.
P

P recision = P
5.3

(positivepoints)
P
(positivepoints) + (negativepoints)

(3)

Results of Controlled Experiment with Discovery Service

As we described previously in chapter 3.4, in our attempt to create as complete
as possible automatic responses, we are going to take advantage of some of the
configurable parameters provided by the tolling interface. Apart from the input files
larger than 50,000 characters, for which we were forced to manually remove some
unimportant parts, we also modified:
• the number of passages returned
• the maximum number of characters to returned in each passage.
The parameters that referred to the documents stayed unchanged, as we only had
three documents and we returned results from all three of them and we did not skip
any of the returned responses.
Input files modification
The responses returned from executing queries in our collection of documents
before we removed parts of them, were not as close to the desired results as we
would expect them to be. In the initial queries we can see that the responses that the
implementation of the Discovery service returns are not helpful, as not only they do
not include the obligatory information, but the additional information they introduce
is irrelevant. In the responses that are displayed below [Figure 5.16], we can see that
no one part of the ideal responses was returned and therefore the positive points and
the precision values were equal to 0.
As we mentioned previously, the Discovery service has a character limit for
the input documents. Our input documents were over this number of characters
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Figure 5.15: Parametrization of the queries provided by IBM Discovery tooling
interface
limit and they also had a lot of unnecessary information that possible overwhelmed
the system. We removed some parts of the documents that included information
about concepts that are out of our scope, hoping that through this deduction, we can
improve the precision of the produced responses. Unfortunately, this change did not
affect the produced responses.
Modification of parameters
Increasing the number of passages that are returned from the system in the query,
did not help increase our precision, as the extra passages that were retrieved had
less relevance to our questions than the originally returned ones. As for the
second parameter, increasing the size of the passages returned, brought some useful
information in some of the returned passages but these useful information was
not complete (the passages returned did not include all the required information
to completely describe any part of the ideal response), and most importantly they
were overshadowed by even more unimportant information. As a result, we had
some positive points that were still dominated by the negative points that were also
increased because of the increase of the unnecessarily information included in the
expanded responses, so the new precision values were again close to 0.
Considering that the results of our implementation were not as good as we would
expect them to be, we thought to improve our Discovery service implementation,
through the training process provided by the tooling interface . The training process
consisted of characterizing the returned responses, as Relevant or Not relevant.
Neither this training process helped us to improve the quality of our responses.
Maybe, it would be better if, instead of the whole passage, the service’s user could
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characterize parts of the returned passages as Relevant or Not relevant, allowing
us to keep the useful and important parts of the responses while getting rid of all
the redundant information, which would have significantly improved the response’s
precision value.
Question:
How can I construct the MPI_Sent command ?
First two passages returned:
P1: ’mpirun’ is not part of the standard, but some version of it is common
with several MPI implementations. The version shown here is for the MPICH
implementation of MPI. Just as Fortran does not specify how Fortran programs
are started, MPI does not specify how MPI programs are started. The option ’-t’
shows the commands that mpirun would execute; you can use this to find out how
mpirun starts programs on your system. The option -help shows all options to
mpirun. Finding out about the environment Two of the first questions asked in a
parallel program are: How many processes are there? and Who am I? How many is
answered with MPl_Comm_size and who am I is answered with MPI_Comm_rank.
P2: Now you have all the necessary steps to move on to the next section to construct
a full application - the Game of Life. If you attend the EPCC HPF course you will be
able to see and contrast how the Game of Life is constructed using a data parallel
approach. Building the Application. You can now complete the case study by:
Rewriting the halo routine so that a proper halo region is allocated and only internal
regions are updated. Derived data types are now used in the slave processors
to communicate the internal regions to the master processor excluding the halo.
Implement the rules of the game of life using the static domain decomposition you
have developed in the above exercises. If you get this far by the end of this exercise
you will have implemented a complete application using MPI.
Figure 5.16: Passages returned from the the querying our Discovery service
implementation without any modifications in neither the parameters nor the input
files

5.4

Product developer proposal

In order to improve our implementation’s results, we contacted IBM and we
described our work and the problems we were facing, asking for instructions on
how to improve our Discovery service implementation. We contacted the "Watson
& IBM Customer Success Technical Leader" describing our research project’s goals
and our current work. We asked them for instructions or guidance on how we could
improve our Discovery service implementation. They answered that it was a good
question and that the real problem that we were facing, was that we were asking our
IBM Discovery service implementation for 4 or 5 different things (See Listing 1).
To solve this problem, the "Watson & IBM Customer Success Technical Leader"
proposed creating 4 or 5 different collections that will represent each one of the
different parts of the ideal responses. In each collection, we should inject only the
parts of a document that describe the kind of information we want to extract from
this collection.
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• In one collection we should ingest commands and their short descriptions.
• In one collection we should ingest commands with syntax and attribute
descriptions (kind of like a man page)
• In one collection we should have a variety of command examples
• In one collection we should ingest commands and links to additional
information
• For the link to more information, instead of creating a dedicated collection,
we are going to put at the end of each response links for the documents
themselves
The final response, is going to be constructed by querying all the aforementioned
collections with the same query and then concatenate the returned sub-responses to
construct the final and complete response.
The proposed ways to do this separation of information that we are going to
inject in the collection are two. Either by manually breaking up the parts of each
document that we are going to import into the collections or by creating a Watson
Knowledge Studio (WKS) models [28] for each collection to computerized the
process of dividing the information in the collections. Each WKS model will extract
and care about passages from the input files that look like the information that this
specific collection includes.
The first approach, that suggests that we manually break up the documents in
multiple collections, is similar to the approach that we followed in the MPI Assistant
system, where we manually constructed the responses. In the implementation of our
"proof of concept" system, we manually created the answers for each concept that
our system was supposed to give an answer for, in this approach we are suppose to
provide the each collection of our system with a sub-part of the whole text were the
required information is located. While these two techniques are not the same, both
require manual distribution of information. Manually separating the information
from the documents defeats the purpose of automated information extraction in our
Discovery service implementation.
We thought about the possible implications of this solution when new versions
of MPI appear and therefore the MPI assistant has to be updated. Following the
manual separation of parts of the response, the update operation would require either
to manually repeat the separation of the information to our system’s collections, or
the use of links to online books. In online books the information is updated, but it is
expected that the chapters that this information is located would remains the same
after the update.
The second approach, that proposes we create Watson Knowledge Studio
models for each collection, on the other hand, can solve both the problem of the
automated extraction of information from the collection’s document and decrease
the complexity of updating the information in the collections, in case of an update
in the MPI standard. The update operation with this approach requires providing
the Watson Knowledge Studio models with the updated documents and the models
will automatically update the information in the respective collections. However,
Watson Knowledge Studio models are out of the scope of this particular explorative
project and they are left as a suggestion for future work.
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Figure 5.17: Pros and Cons of each step in the process to create responses
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Summarizing the modeling process we followed, as we demonstrate in Figure
5.17, we followed a number of different techniques to achieve good quality
responses. In our first approach, with the MPI Assistant system, we created good
quality responses, but they were manually created which means that the update
process, as well as the enhancement of our system with more concepts, would
also require manually maintenance. In our second approach (Attempts 1&2 in
Figure 5.17), where we used the IBM Discovery service that we provide with a
number of tutorial files in pdf format, we did not achieve good quality responses,
despite modifying some parameters of the service to improve the relevance of the
produced responses to the initial questions. Finally, after we conducted IBM, they
propose two different systems (Options 1&2 in Figure 5.17), the first system, that
requires separation of the information in different collections of the IBM Discovery
service, would indeed create good responses, but it would still require some degree
of manual work for the separation of information for each collection in each update
process. In turn, the second proposed system, could possible create responses with
good quality with automated maintenance. However, it requires require the creation
of Watson Knowledge Studio Models, which are outside of our project’s scope.
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6

Evaluation

In order to test our first research Question on whether cognitive computing can
improve developers’ productivity, we conducted a case study. In this case study
developers with bachelor level knowledge in MPI standard, were asked to solve
a simple problem developing a simple MPI application using the C programming
language. After the case study, all the developers that took part in the case study,
both the ones that used our system and the ones who did not, as well as some
other developers who did not qualify to participate in the case study, answered
a questionnaire about the usability and the user-friendliness of our MPI Assistant
system.
6.1

Case Study

The case study took place in Athens University Of Applied Sciences because in
Linnaeus University, although there is a course for parallel programming, it does
not include the MPI standard and as a result it was very difficult to find developers
that had experience with MPI to participate in our case study. In our case study, 11
developers took part but one of them did not finish implementing her solution on
time so we will not include her in the results. Five of them used our MPI Assistant
system to help them develop their solution, the other five could only rely on the
internet to solve their questions. The problem provided and the required solution
were simple because we want to test whether our MPI Assistant could help novice
developers to implement an algorithm they already have in mind and not to test the
capability of the developers to come up with the most efficient in terms of execution
time, memory and CPU usage algorithm for the problem.
The problem that the developers were called to solve in the case study, was to
calculate the sum of the squares of the arithmetic sequence ”1 + 2 + ... + (n − 1)”.
The first part of the case study took place in 21 of May on Athens University Of
Applied Sciences and five developers took part in it. Three of the developers worked
without the MPI Assistant while the other two had access to our system. For the
rest of the case study instead of scheduling a specific time and location for all of
the remaining participant, because of scheduling problems with both the University
and the participants’ conflicting availability time, we had private meetings with each
one of them in order for them to participate in the case study.
Instructions
The instructions that were given in the developers participating in our case study
were as follows:
Write a program in C using the MPI Standard, for a parallel distributed memory
system that has 0 p0 parallel processors, that will compute the sum of an arithmetic
sequence (02 + 12 + 22 + ... + (n − 1)2 ) where the size of the sequence (0 n0 ) is given
as an input to the program and it must be multiple of the number of processors (0 p0 )
in the system (n mod p = 0). Write your program in a way that it will run for any
number of processors (p) and for any size of a sequence (0 n0 ) that is multiple of the
number of processors (0 p0 ) in the system.
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The program should be implemented according to the following steps:
1. Processor 0 reads from the keyboard the size of the sequence (n).
2. Processor 0 distributes the elements of the sequence to all other processes.
Each process will take n/p elements.
3. All processes calculate the sum of the squares of their local numbers.
4. All processes sends their local results to process 0.
5. Processor 0 prints out all of the local results as well as the global sum of the
local results.
Example run in a 4 processor system with size of sequence 8 (p = 4, n = 8)
Give size of numbers:
8
Results of process 0: 1
Results of process 1: 13
Results of process 2: 41
Results of process 3: 85
Final Result: 140
Case Study Results
The evaluation parameters to determine our case study’s results, and subsequently
to answer our research question, were, as described before (Evaluation Process), the
speed-up achieved by the developers’ solutions, the time required to develop their
solutions, the code expansion and the cost per LOC. In this section, we are going to
present and elaborate on the results of our case study.
After we received the c files from the developers of the participants, we made
some changes in all submitted programs so that:
• The number of elements (n) is no longer a keyboard input but a fixed variable
that we hard-code the four values 640, 1.280 (640 * 2), 102.400 (640 * 160)
and 4.000.000 (640 * 6250).
• At the end of the main function, we call a function for the sequential
calculation of the same sum of squares from only the root processor, processor
0 (See Figure1.22 in Appendix).
• We also added two new values ( clock_t begin, end ) to calculate the execution
time of both the parallel and the sequential computation of the sum of squares.
• At the end of the execution, instead of the required output (Example run in
chapter 6.1), we print the final result, the parallel and sequential execution
time and the speed-up.
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The results of the case study showed that the developers that used the MPI
Assistant, spend in average less time to develop their solutions than the participants
that didn’t used our implementation. The average time that developers who used
our MPI Assistant system spend to develop their solutions was 38 minutes when the
respective time for developers that worked without the help of our system was 53
minutes (See Table 6.4 and Table 6.5). The difference in the time spend to develop
the solutions, shows that our MPI Assistant system indeed helped the developers
to acquire the correct responses to their questions quicker than just searching them
on the internet, and it also proves that the responses returned from our system were
indeed helpful to the developers.
To compute the execution times of a single run of the participants’ solutions,
we used the clock_t variable for the starting point and the end point of the
execution (clock_t start, end). The clock_t data type belongs to the timer.h library
and is a measurement unit of the system’s clock ticks.System’s clock ticks is a
system-specific measurement, and to extract the time in seconds we divided with
the macro CLOCKS_PER_SEC which holds the number of clock-ticks per second
for the specific system. In the parallel execution, the timer starts right before the
initial distribution of the elements from the root processor to all the other processors,
and it ends after the root processor sums all the local results it receives from the
processors. At the end we calculate the execution time with the following equation:
(end − begin)
(4)
CLOCKS_P ER_SEC
The speed-up values shown on Table 6.4 and Table 6.5 are the average values of
10 runs for each configuration. In order to extract the average speed-up values
for each implementation that was submitted by the case study participants, we
run each solution ten times for three different number of elements (n),for n=640,
n=1280, n=102400 and for n = 600.000. Then we took the average speed-up
value for each number of elements as the final speed-up values. The speed-up
achieved by the developers’ solution showed unexpected variations, although we
didn’t expect significant speed-up differences between the submitted solutions, as
the algorithm that the developers had to implement was simple and straight-forward
and there was no much room for improvisation or significant variations among the
implementations. Also, except from the variations between the different solutions,
there were variations in the runs of the same solution for the same number of
elements.
time_spent =

Developer
PK.
M
A
SGA
H
Average

Time
Spend(min)
35
40
60
30
25
38

640
0.048
0.011
0.032
0.033
0.043
0.033

SpeedUp
1.280
0.031
0.054
0.123
0.114
0.1
0.084

for n =
102.400
0.366
0.223
0.373
1.889
1.782
0.927

600.000
0.554
0.334
0.787
2.812
2.903
1.478

Table 6.4: Speed-up results of the group that used our MPI Assistant system
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Developer
PP
V
SGE
C
J
Average

Time
Spend(min)
70
72
25
55
50
54

640
0.064
0.045
0.066
0.037
0.099
0.062

SpeedUp
1.280
0.083
0.068
0.032
0.032
0.196
0.082

for n =
102.400
0.284
0.349
0.83
1.078
0.841
0.676

600.000
0.701
0.729
3.365
3.232
2.021
2.01

Table 6.5: Speed-up results of the group that didn’t use our MPI Assistant system
The big speed-up variations shown in runs of the same solution or between
different solutions, were result of the differences on CPU usage from the rest of the
processes that were running on the computers when we tested the implementations.
In order to eliminate the gaps in the speed-up times achieved, the computational
load that the solutions were creating needed to be big enough to surpass the rest
of the processes running on the background of our computer at the time of the
solutions’ testing. In other words, as the size of the sequence (n) increases the
variations on the speed-up time is going to decrease. To measure the variations
(var) of the speed-ups (x), we calculated the standard deviation (σ) of the speed up
times. To calculate the standard deviation we calculate the square root of the sum
of the squares of the subtraction of the average value (µ) from the speed-up values
and we divide it by the number of the runs (10), as the following equation shows:
v
u 10
uX
u
(xi − µ)2
u
P10
t i=1
(xi )
,
µ = i=1
(5)
σ=
10
10
After the computation of the standard deviation (σ), the next step to calculate
the speed-up variations, was to convert the standard deviation to a percentage over
the average value of the runs for each specific number of elements in the sequence
(See equation 6). The results showed that the variations in the speed up values are
indeed decreasing as the number of elements (n) increase (See 6.6).
σ
∗ 100
(6)
µ
The next dependent variable that we measured at the case study, was the
Code expansion factor. The code expansion factor is measured in Lines of Code
(LOC). The lines of codes that we measured, includes only the lines of code
that the developer himself wrote, so we excluded the code parts that we added to
perform our measurements despite the fact that they were the same size for all the
implementations. As we said before, the algorithm that the participants build was
very simple and, as a result, we did not expect big variations on the size of the
submitted solutions.
The results (See Table 6.7) showed that indeed the expected solution were
simple enough, as solution submitted by the participants where indeed small in
size. Although there was again an unexpected variation in the size of the code. The
reason for the variations in the number of line of codes, was that the writing style
of each developer defers from one to another and in small implementation, like the
var =
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Developer

Without
the App

With
the App

PP.
V
SGE
C
J
PK.
M
A
SGA
H
Average

640
84,91
117,07
123,59
129,46
62,52
102,08
152,57
134,07
102,91
115,07
112,43

Standard
1.280
58,26
73,59
93,38
85,07
71,50
93,35
76,77
43,14
42,69
68,17
70,59

Deviation
102.400
41,90
23,14
134,76
87,36
99,82
10,76
17,93
40,64
28,31
37,06
52,07

600.000
14,75
19,43
20,52
18,53
61,02
34,11
18,52
13,40
11,34
15,59
22,72

Table 6.6: Standard deviation values of speed-up values achieved from the Case
study participants’ solution for n=640, n=1.280, n=102.400 and n=600.000
ones in our case, even the smallest differentiation in the writing style (such as the
number of comments, the number of empty lines and the overall coding style of the
developers) could make big difference. The biggest implementation consisted of 85
lines of code when the smallest solution had only 26 lines of code.
The results also demonstrate that our solution did not help create smaller
implementations, as the solutions submitted from developers that used our MPI
Assistant had, in average, 49 lines of code while the solution submitted from the
developers that worked using the internet were, in average 44, lines of code (See
Table6.7). We expected that our solution will not help developers create smaller
programs, since it only helps developers acquire knowledge about MPI commands,
structures and errors and not create better or more efficient or smaller in size
solutions.
Developer Lines of Time Cost per
Name
Code
(min)
LOC
PP
57
70
0,81
Without
V
54
72
0,75
the App
SGE
41
25
1,64
C
26
55
0,47
J
43
50
0,86
Average
44
54
0,91
PK.
52
35
1,49
With
M
48
40
1,20
the App
A
85
60
1,42
SGA
29
30
0,97
H
32
25
1,28
Average
49
38
1,27
Table 6.7: Table of number of Lines of Code (LOC), time spend developing the
solutions and Cost per LOC
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The final variable that we wanted to measure was the Cost per Line of Code.
As we mentioned previously (See equation 2) this variable calculated the number
of lines of code a developer wrote in one time unit. In our case study, we measured
the time spend in minutes, so the Cost per LOC demonstrates the number of lines
produces in one minute. The results (See Table 6.7) showed that the Cost per LOC
for the developers that used our solution was slightly higher than the respective
value for the rest of the developers. The average lines of code produced by the
developers that used our MPI Assistant was 1,27 lines per minute, for developers
that did not used our solution the average was 0,91 lines of code per minute. The
number of lines produced per minute, demonstrates that our goal to decrease the
time a novice developer spends to develop a parallel solution with our system
was indeed achieved. The MPI Assistant system that we build, aimed at helping
developers find answers on their MPI related questions in a faster way than the
traditional internet searching but it had no effect in the size (LOC) or the quality
(Speed-Up achieved) of the solutions developed.
6.2

Questionnaire

As an extension of the Case Study, we also created two Questionnaires, one for
developers that used our MPI Assistant system as a part of their participation in
the Case study and one for the rest of the developers that did not used our system,
but after they finished their implementations they had the opportunity to use and
answer the Questionnaire. The two questionnaires (See Appendix A.4.1 and A.4.2)
consisted mostly of the same questions. The purpose of the questionnaire was to
get feedback from developers and/or suggestions for improving our MPI Assistant
system’s usefulness.

Figure 6.18: Results of questions 1 to 4 of Questionnaire from the users that used
our MPI Assistant
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The Questionnaire results showed that the users’ overall opinion about our MPI
Assistant system was very positive, 50% of the developers graded it "Very Good"
and 50% "Good", 60% credited our system to be "Very Easy" to understand and to
use and 40% "Easy". The majority of the developers suggested that the interface
could be improved as it is not very user-friendly, they proposed that we could add
different colors in Questions and their respective answers, or even make the whole
system either a web app (like a chat-bot) or a part of an existing IDE tool. Most
of the developers that used our system in their implementations considered that
programming their solution and at the same time using the MPI Assistant system
was "Very Easy" (60%), 20% "Easy" while the rest 10% didn’t reply with a concrete
opinion. All of the developers that did not used our solution in the implementation
of their solutions, believed that "The implementation of their solutions would be
easier if they used the MPI Assistant system".

Figure 6.19: Results of questions 5, 7, 8, 9 of Questionnaire from the users that
used our MPI Assistant
The participants were also very satisfied from the responses returned from the
system, as 70% of the developers found them "Very Helpful", 20% thought that
the responses were "Helpful, but they needed more information" and 10% believed
that the returned responses were "Helpful, but they had too much information". In
addition, only 30% of the users reported that in only one of the questions they asked,
"The system’s response was not sufficient (The system understood correctly what
you asked but the response was not very helpful)" while the rest of them found all
of the return responses sufficient. 20% of our system’s users asked one question and
The system’s response was not correct (The system DID NOT understand correctly
what you asked)", 20% asked 2 questions and The system’s response was not correct
(The system DID NOT understand correctly what you asked)", 20% had the same
issue with more than 4 questions and 40% didn’t have at all any problem where the
system did not understand their questions.
After discussions with the developers that participated in our Case Study, we
narrowed the causes of the slightly big errors rate of the system understanding the
question to major reasons:
• The users’ asked questions about C programming, which are irrelevant to our
MPI Assistant system (See figure 1.28 in Appendix)
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Figure 6.20: Results of questions 1 to 4 of Questionnaire from the users that did not
use our MPI Assistant
• The system has very low tolerance for spelling errors, so unless the keywords
are correctly spelled the system will not distinguish them. (See figure 1.31 in
Appendix)
• Questions about errors that were caused due to errors in the C code and not
the MPI commands and Errors

Figure 6.21: Results of questions 6, 7, 8, 9 of Questionnaire from the users that did
not use our MPI Assistant
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7

Conclusions and Future Work

In this research project, we presented the MPI Assistant system that we build
based on the IBM Assistant service of the IBM Watson cognitive computing
system. Through this system we aim to help novice programmers increase their
programming productivity while developing applications for distributed memory
systems using the MPI standard. To evaluate our system, we conducted a case study.
In the case study 10 developers, with bachelor level knowledge of the MPI standard
participated, each developer had to implement the same simple algorithm using the
C programming language and the MPI standard. The 10 developers were separated
in 2 groups with 5 developers in each team. In one team we granted access to our
Q&A system, the MPI Assistant, to answer their MPI related questions, while the
members of the other team had to search on the internet to answer their questions.
The results of the case study showed that our MPI Assistant system indeed
helped developers improve their productivity in their parallel programming
implementations. Despite the fact that the validity and reliability of the outcome
of our case study could be rather weak, due to the limited number of participants
in the unique case study conducted, the results have showed that our system helped
developers decrease the time they spend developing their solutions by decreasing
the time required to acquire the information they were looking for. As we foresaw,
our solution did not help the developers to improve the quality of their solutions, but
just to come up with their solutions faster. Improving the quality of the developed
solution requires assisting developers to come up with better algorithms, better
parallelization of the sequential algorithm and also provide the developers with
problem-oriented techniques and best practices. Our system does not provide any
of these features as they were not in the scope of this research project.
Through the Questionnaires we also got feedback to improve our MPI
Assistant’s interface and the quality of the responses the system returned to the
developers. The responses were indeed very helpful and their contents were
precisely what the developers would like to know about the command they were
searching for. The interface needed a lot of refining to make the MPI Assistant
system more user-friendly and easier to use at the same time with an IDE or another
programming environment.
Can cognitive computing solutions improve programmers’ productivity in
parallel programming ? This research project proved that, despite our MPI Assistant
system’s limitations and weaknesses, cognitive computing can indeed improve
programmers’ productivity in parallel programming. The system that we built in
this research project improved only the time that the developers spent to implement
an algorithm that they already had figured out, but it does not help with choosing
the most efficient algorithm for a specific problem or the quality of the produced
solution. If we want to provide developers with our system as a complete assisting
system, the current MPI Assistant system needs additions and enhancements.
What is the quality of the dynamically produced answers with respect to the
manually created answers? As far as our research project goes, the responses that
we got in a complete automatic way were not sufficiently good, but by separating
the response topics in the input, or by employing WKS model the quality of the
responses could sufficiently increase. The creation of response as good as the
manually created responses calls for concepts that we did not have neither the time
nor the required knowledge to implement, the Watson Knowledge Studio models.
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Unfortunately, in the current research project, due to time and scope constrains,
we could not explore the creation of the dynamically created responses in the
require depth to acquire responses that could possible replace the ones we created
by manually collecting information and constructing the responses.
Future Work
This research project had its limitations due to the limited scope and the time
constrains of a thesis project. In this section, we are going to discuss the future
work that can be done to extend and improve this research project.
The participants of the case study, pointed out that the interface of the MPI
Assistant needs some improvements in order to make it more user-friendly. These
improvements include using different colors to between the questions and the
respective answers to make them more distinguishable, creating a more web-app
or an IDE plug-in, for the sake of accessibility and also Operating System
in-dependability (there were some problems with the interface in operating systems
other than Windows and some new Ubuntu releases). All of these alternations are
bound to improve the system usability.
Except from the usability and user-friendliness enhancements, our system also
needs improvements in its back-end part. Although neither the case study nor the
questionnaires identify the system’s accuracy as a major problem, as we mentioned
before, the training that the system underwent is not sufficient for a complete tool
that is going to help developers to improve their productivity. If we want to upgrade
our MPI Assistant’s accuracy in analyzing the user’s questions and understanding
the question correctly, we need to train the system more exhaustively and with more
users.
According to both the case study and the questionnaires, the system’s responses
were helpful for the developers, although some of the developers that used our
Q&A system in the case study stated that they needed more information from the
responses returned from the system. The quality and quantity of the information
in the responses was not in the scope of this research project, these aspects of the
responses can be studied in a future research with a different approach from the one
we followed.
In addition, the case study that we conducted was maybe not sufficient enough
to draw a valid conclusion. In this research project, we performed only one case
study, in which the number of participants that took part was limited, this narrows
the validity and reliability of our results. Another case study that would include
more use cases, with increasing difficulty levels, and with more participants would
significantly strength the validity and reliability of our results.
An other matter that should be studied in the future is extending the MPI
Assistant’s capabilities to answer not only questions about MPI commands,
structures and common Errors but also to provide information about improving the
efficiency of an implementation or the quality of a specific algorithms by giving
advice for better parallelization of a sequential algorithm and also to provide the
developers with techniques and best-practices for a specific problem that they are
try to solve. Furthermore, regarding the dynamically created responses, as a future
improvement, we can extend our Discovery service implementation, by creating
Watson Knowledge Studio models. These models will enable our collections to
automatically extract from the input documents the required information to allow it
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to generate quality responses. Finally, we can add to MPI Assistant system Speech
to Text (or Text to Speech) capabilities in order to make the interaction with the
users even more easy, the user would be able to just say his question and the system
would read the answer back, this way we can also overcome the problem with the
jumping from the programming environment to MPI Assistant’s interface and back
every time that a question occurs.
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Figure 1.23: Speed-Up achieved from both teams for n = 640, n = 1.280, n =
102.400 and n = 600.000
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