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Abstract 
Sentiment Analysis refers to the extraction of opinion and emotion from data.            
In its simplest form, an application estimates a sentence and labels it with a              
positive or negative sentiment score. One way of doing this is through a             
lexicon of sentiment-laden words, each annotated with its respective polarity.          
Tweets are a specific kind of data that has spurred interest in researchers,             
since they tend to carry opinions on various topics, such as political parties,             
stocks or commercial brands. Tools and libraries have been developed for           
analyzing the sentiment of tweets and other kinds of data, but mainly for the              
English language. This report investigates ways of efficiently analyzing the          
sentiment of tweets written in Swedish. A sentiment lexicon translated from           
English to Swedish, together with different combinations of syntax rules, is           
tested on a labeled set of tweets. Machine-translating a lexicon did not            
provide a fully satisfying result for sentiment analysis in Swedish. However,           
the resulting model could be used as a base for constructing a more             
successful tool. 
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1 Introduction  
The public opinion has always been of interest among researchers, politicians           
and marketers, traditionally through the use of opinion polling and market           
surveys. Since the advent of the Internet, and with it the public’s tendency to              
express themselves online, automatic analysis of opinion became possible.         
One social media platform, the microblog Twitter, has gained increased focus           
in this area of research. Tweets are short, they traditionally contained a            
maximum of 140 characters, even if this number has been made more flexible             
in recent years [1]. This limitation makes it necessary for the sender to             
express him- or herself concisely. Tweets also allow for an instantaneous           
exchange of information [2]. 

Many studies have been made concerning the analysis of sentiment or           
mood in tweets for the English language. For other languages, like Swedish,            
fewer studies exist. Furthermore, there are few tools available for easily           
performing sentiment analysis. This report aims to add to the knowledge in            
this area, and to present an efficient method for extracting opinions from            
tweets in Swedish. 
 

1.1 Background 
Sentiment analysis, or opinion mining, is a field of study that analyzes            
“people’s opinions, sentiments, evaluations, appraisals, attitudes, and       
emotions towards entities such as products, services, organizations,        
individuals, issues, events, topics, and their attributes” [3]. Since the year           
2000, the field has grown fast and has become one of the most popular              
research areas in Natural Language Processing, or NLP [3]. NLP explores           
“how computers can be used to understand and manipulate natural language           
text or speech to do useful things” [4]. 

In this section, the two most common approaches to sentiment          
analysis will be presented and then some concepts and vocabulary used. 
 

1.1.1 Approaches 

Two ways of sentiment analysis are commonly used, here referred to as the             
Lexicon-based Approach and the Machine Learning Approach [5]. 
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The Lexicon-based Approach 

In the method used in this report, the Lexicon-based approach, the           
analysis is based on a dictionary of words together with their polarity. For             
example, words like ‘good’, ‘friend’ and ‘lovely’ are given the integer 1,            
while ‘sick’, ‘boring’ and ‘war’ are given the integer -1 [6]. 

When using the approach on a phrase, the polarity measure for each            
word in the phrase is collected from the lexicon. The sum of the polarities in               
the phrase are then added together, and divided by the number of polarity             
words in the phrase. 

In one report, this approach was used with the help of an application             
called swedish-sentiment for the Swedish language developed using        
JavaScript [7]. The lexicon was an automatic translation of an English           
sentiment lexicon, which means that it was limited and contained errors. Still,            
it gave some promising results on an analysis of sentiments in tweets            
regarding Swedish political parties [7]. 

The advantage of using the lexicon-based approach is that the list of            
sentiment words and their polarity can be searched very quickly. The           
dictionary might have errors, but these can be eliminated with a manual            
check, although this would be time-consuming. One disadvantage of the          
dictionary-based approach is that it is domain-independent. For example, the          
word “quiet” would have a positive sentiment if describing a car, but would             
be negative when describing a speakerphone [3]. 
 
Machine Learning Approach 
This is another common approach for sentiment analysis, and will be           
introduced shortly for the sake of comparison. When using a machine           
learning approach, one needs classified training data. An algorithm will then           
be trained on this data, in order to shape the algorithm so that it can predict                
the classification of unseen data. Examples of common algorithms for this           
purpose are Naïve Bayes and Support Vector Machines. Investigating and          
testing machine learning algorithms was considered too time-consuming for         
the scope of this report, instead, the lexicon-based approach was chosen. The            
machine learning approach will not be explored further [3]. 
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1.1.2 Concepts in sentiment analysis 

The following is an explanation of three other concepts necessary for           
understanding this report, namely Bag-of-words, Stemming and Stop words. 
 
Bag-Of-Words 
The Bag-Of-Words, or BOW approach, means that a text or message is            
divided into a vector of words, or unigrams, where each unigram is            
independent of the others. BOW can be used in both the lexical approach and              
in the machine learning approach. A Bag-Of-Words of a tweet could look            
like the following: ['RT', ':', 'Ni', 'ser', 'väl', '#ABdebatt', 'i', 'kväll.', 'Även',            
'reportrar', 'medverkar', '➡ ']. Here it is created as a Python list, containing            
both characters and an emoji [3]. 
 
Stemming 
Stemming means to reduce inflections or conjugated tenses of a word present            
in the data. The Swedish word “cykeln”, “cyklar” and “cyklarna” are all            
inflections of the word “cykel”. Stemming can be performed with Python’s           
NLTK stemming library for the Swedish language. This removes         
morphological affixes from words, leaving only the word stem [8]. 
 
Stop words 
Stop words have no lexical meaning, but provide grammatical relationships          
between words in a sentence. Examples of such words are “det” , “en”, “och”              
and “in” (eng: “it”, “one”, “and”, “in”). The NLTK library [9] contains 114             
stop words for the Swedish language. 

Studies have shown mixed results for the effect of stemming on           
sentiment analysis of documents. Some studies have shown that stemming          
and removing stop words can increase the accuracy, while other studies have            
shown the opposite [10].  
 

1.2 Related work 
Researchers have developed a rule-based model for sentiment analysis called          
VADER. They found that with a sentiment lexicon and a number of syntax             
rules, their model could outperform both individual human raters and          
machine learning techniques [11]. The VADER model resulted in an          
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open-source application. A translated version of the VADER application and          
lexicon will be used in this report, and will be further introduced in the              
Methods chapter. 

Quite a few studies have tried to predict political election results with            
sentiment analysis of tweets: For the Swedish elections, using the lexicon           
method in [3]. In a study concerning the Brasilian elections, Oliveira et al.             
examined whether sentiment analysis of data from Twitter could reveal the           
citizens’ political preferences, as public opinion polls do. Their results were           
positive [12]. 

The opinions that people express in social media are also said to have             
an influence on people’s preferences of political parties [13]. 

Other researchers have been able to extract political opinions from          
tweets that correspond to betting companies’ figures and statistics from          
opinion institutes [12][7]. 

Two Swedish students examined the effect of translating tweets for          
sentiment analysis. They compared the analysis of English and Swedish          
language tweets, using the same machine learning algorithms for the purpose.           
They conclude that the translation did not affect the sentiments in a            
document, but that other circumstances did, such as cross-lingual sentiment          
classification problems and the type of machine learning classifier used.          
Although the method they used differs in important aspects from this report,            
their results will be mentioned for comparison in the Discussion chapter. The            
main differences in the method are that the sentiment lexicon they used was             
more limited, and that they translated the tweets and not the words in the              
sentiment lexicon. They also only analyzed tweets between 4 and 7 words,            
and the translation was performed in the opposite direction (from Swedish to            
English) than in this report [6]. 

Researchers have tested and compared sentiment analysis techniques,        
and have found that a combination of the lexicon-based and the           
machine-learning approach gave the best result [14]. They also generated a           
sentiment lexicon, which improved their result. 

Others have compared two techniques or methods of performing         
sentiment analysis, lexicon-based and machine learning approaches, such as         
[5] who analyzed movie blogs. In their report, the results for the machine             
learning algorithms resulted in higher accuracy than the results for the           
lexicon method. 

Efforts have been made to create a Swedish sentiment lexicon, e.g. a            

 
   

https://paperpile.com/c/kKmdk6/62uYe
https://paperpile.com/c/kKmdk6/voplX
https://paperpile.com/c/kKmdk6/62uYe
https://paperpile.com/c/kKmdk6/gvANq
https://paperpile.com/c/kKmdk6/onqE7
https://paperpile.com/c/kKmdk6/ODjff
https://paperpile.com/c/kKmdk6/QWGoA


dictionary of words with annotated polarities. [15]  
In another study, the author designed and implemented a sentiment          

classifier using a Swedish corpora, e.g. dataset, to train classifiers, with high            
accuracy. A comparison was made with English equivalents, and also          
concluded that the methods commonly used in English preprocessing of the           
text might not be optimal for the Swedish language [15]. 

Lately, more effort has been made to investigate machine learning          
techniques for either constructing sentiment lexicons, and/or to perform         
sentiment analysis. However, some reports have concluded that the         
lexicon-based approach was at least as effective as the machine learning           
approach. An advantage is also that it does not require heavy processing            
power [11]. 
 

1.3 Problem formulation 
This report investigates the lexicon-based approach for sentiment analysis of          
tweets, combined with a few syntax rules, in order to find a method for              
extracting sentiment from tweets in Swedish. The underlying research         
question is formulated as follows: 

How can sentiments be extracted from tweets in Swedish with high           
proficiency? 

Proficiency means “the fact of having the skill or experience of doing            
something” [16]. In order to measure the proficiency of our model, we use             
common evaluation metrics for sentiment analysis: Precision, Recall and F1          
Score. These three metrics will be introduced in the Methods chapter. 

 

1.4 Motivation 
Many researchers have analyzed sentiment in tweets, but the majority of the            
effort has been made for the English language. As of today, developers do not              
have access to a proficient open-source solution for sentiment analysis in           
Swedish. The results of this investigation of sentiment analysis for Swedish           
tweets could be used for an open-source solution in the form of a Python              
library for developers to use, build upon or improve further. An open-source            
solution would be more democratic in that more developers could use it. It             
would also be beneficial for a company in need of a low cost method for               
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performing sentiment analysis. 
 

1.5 Objectives 
These are the primary objectives for the project: 
 

O1 Write application to collect data 
O2 Write application for preprocessing and analyzing data 
O3 Translate/Adjust the VADER Sentiment Analysis Application 
O4 Perform sentiment analysis on test data 
O5 Present result 

 

Expected Result 

It is expected that using syntax rules will improve the quality when            
performing the sentiment analysis, compared to not using syntax rules. 

It is also expected that including an emoji lexicon when analyzing           
will improve the accuracy, compared to not using an emoji lexicon, when            
analyzing the Swedish dataset of tweets. 

Tests will be performed using or not using syntax rules and/or the            
emojis lexicon. The test scores will be compared with the scores for the             
original English version of the application, which were presented in [11].  

The scores should be lower for the translated version of the           
application and analyzing a Swedish dataset, compared to the original          
version’s scores where they analyzed an English dataset. 
 

1.6 Scope/Limitation  
The problem needed to be reduced to comparing some strategies to extract            
sentiment from tweets in the Swedish language. 

The translation of the sentiment lexicon and syntactic rules was          
performed automatically by machine, an approach that is much faster          
compared to translating the words manually. The drawback is that it means            
that 1/3 of the words were not translated, which should decrease the quality             
of the analysis.  

There were several reasons for the high number of not translated           
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words: Many words in the English lexicon have inflections that did not exist             
in the Swedish lexicon. The English lexicon also contains 200 “smileys” or            
text-based emoticons (for example, :-o ) and 200 internet slang words and            
abbreviations (for example, ROFL: rolling on the floor laughing). These were           
not translated either. A few of these, however, are frequently used in Swedish             
too. 

There are other problems with the automatic translation. The Swedish          
word “bra” (eng: “good”), for example, gets several different translations.          
The word “bra” exists as the translation for (with each valence): 
fine - bra (0.8) 
good - Bra (1.9) 
great - bra (3.1) 

This could be handled by further adjusting the application, and for           
example, getting the average score. However, a method like that would still            
be flawed. 

Further fine-tuning the translated lexicon was considered out of scope          
for this method. In order to create a higher quality application one would             
need to let linguists translate the lexicon manually. 

Other approaches to sentiment analysis include part of speech tagging,          
and/or using synonyms to extract the sentiment. This area of research is            
sometimes called Aspect-based, or Feature-based sentiment analysis.       
Aspect-based sentiment analysis was considered out of scope for this report           
[3]. 
 

1.7 Target group  
The target group who could be interested in this research are other            
researchers or developers who want to find efficient ways of performing           
sentiment analysis in Swedish, with the help of a sentiment lexicon and            
syntax rules. 
 

1.8 Outline  
The report is outlined as follows. In Chapter 2, the method will be described,              
along with the evaluation metrics used. The main resource used, the VADER            
application, will be presented. Then follows a discussion on the reliability           
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and validity of the project, along with ethical considerations. Chapter 3 will            
describe how the computer programs needed to perform the experiment were           
developed. Chapter 4 will present the results of the sentiment analysis of the             
dataset. 

In chapter 5 the results will be analyzed and conclusions drawn. In            
chapter 6 a discussion follows on whether the problem formulated has been            
answered. How do the findings relate to related research? 

Chapter 7 will conclude what the project proved or did not prove, and             
how the results are relevant to the industry. A final section will discuss             
possible future work, beyond the scope of this report. 
  

 
   



2 Method 
This chapter consists of the following parts: the method used (Controlled           
Experiment), the main resource used (the VADER application), an         
explanation of the evaluation metrics used, and finally, a discussion of           
reliability and validity, and ethical considerations. 
 

2.1 Controlled Experiment 
A Controlled Experiment will be performed in the form of sentiment analysis            
on a corpus of 4,382 labeled tweets in Swedish, that is, manually annotated             
with the polarity of negative, positive or neutral  [17] [18]. 

The method chosen was Controlled Experiment, which is a method          
used when working with quantitative data. To perform the experiment, two           
variables needed to be defined: 

The dependent variable is what is measured. The dependent variable          
in the experiment is the result of the analysis, e.g. the measured accuracy and              
other evaluation metrics. The objective is to find out which combination of            
techniques gives the most accurate result. 

The independent variables are the inputs that are modified and that           
affect the dependent variable. For us, the independent variable is the method            
or strategy used. 

Different approaches were tested, such as using or not using          
stemming on both the tweets and the lexicon, using or not using booster             
words or eliminating or not eliminating stop words. These variations are all            
independent variables in the experiment. The tests were run, and evaluated           
using some common evaluation metrics. 

The most common metric – accuracy – works well on a balanced            
dataset. Accuracy means the percentage of correct classifications out of the           
total number of data. The dataset, however, is imbalanced and looks like this: 

● Number of positive tweets: 1233 
● Number of negative tweets: 1803 
● Number of neutral tweets: 1346 

There are more elaborate metrics commonly used in data analysis, namely           
Recall, Precision and F1 Score. These metrics were also used in the VADER             
research, so using these metrics will make it possible to compare both            
applications’ results with each other. Recall, Precision and F1 Score will be            
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defined and discussed in Section 2.3. 
 

2.2 The Main Resource: VADER – A Tool for Sentiment 
Analysis 
The investigation in this report is built upon the application VADER           
(Valence Aware Dictionary and Sentiment Reasoner), which will be further          
presented here. VADER is an open-source application for sentiment analysis          
in the English language. For the purpose of this report, its sentiment lexicon             
and some of its syntax rules were translated to the Swedish language. 

VADER contains a systematically built sentiment lexicon, together        
with some syntactic rules to further improve the sentiment analysis. VADER           
was constructed especially for tweets, and contains both abbreviations and          
emojis. Emojis are emotional tokens, which are often used on the Internet.            
The rules in the application handle degree modifiers. Examples of these rules            
are: 

● Exclamation and interrogation marks. These increase or decrease the         
sentiment intensity. 

● Capitalization: If a sentiment laden word is capitalized while others          
are not, the sentiment intensity increases for this word. 

● Negators: If a sentiment laden word is preceded by a negator such as             
“not”, this reverts the sentiment. A positive sentiment turns negative          
and vice versa. 

● Booster Words, such as “extremely”, which if positioned before the          
word “good” will increase the sentiment of this word. 

● Language dependent rules, such as checking for the word “least”          
together with negators. These syntax rules are more complicated to          
translate, and dealing with this was considered out of scope for this            
report [11]. 

 
The VADER sentiment lexicon consists of 7,517 entries in the English           
language, including abbreviations and slang words. The researchers used         
methods of monitoring the labeling of words in order to heighten the quality             
of the lexicon. VADER’s sentiment lexicon was built for Twitter, and the            
VADER application also includes an emoji lexicon with 3570 emojis with           
their textual description. For example, the emoji depicted “😀” has the           
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description “grinning face”. In the application, the description is analyzed for           
its sentiment valence, according to the sentiment-laden words in the          
sentiment lexicon. 

One possibility for using VADER on Swedish tweets is to translate           
the tweets to English, and then run the analysis. However, the open            
translation services offered have limitations in usage, which makes this          
solution not openly available. The method chosen for this report was to            
instead translate VADER’s lexicon of 7500 words, along with its booster           
words and negators, and also to translate its emoji lexicon. The advantage of             
translating the lexicon instead of the tweets is that the lexicon can then be              
reused multiple times and perform sentiment analysis without depending on a           
translation service. 

As a comparison, the lexicon Translated AFINN consists of 3369          
entries, machine translated from the English version by [19]. There are some            
obvious errors in that translation of the lexicon. Both the AFINN and            
VADER lexicons are intended to be used for Twitter, and include           
abbreviations and emoticons. The polarities of the AFINN lexicon range from           
-5 to 5, which makes it more nuanced than the VADER lexicon. 
 

2.3 Evaluation Metrics 
The two most common metrics to use for statistical analysis of classifier            
performance is accuracy and error rate. Accuracy means the percentage of           
correct classifications out of the total number of data. Error rate means the             
percentage of misclassifications out of the total number of data. Accuracy           
works well on balanced data, that is, when we have an equal amount of data               
in each class, but can be misleading with unbalanced data, as mentioned in             
Section 2.1. Also, accuracy is not helpful for displaying what types of errors             
are made. Additional common metrics are Precision, Recall and F1 Score. To            
calculate these measures a Confusion Matrix can be used [10]. 
 

Confusion Matrix 

Here, four different classification results are presented (Table 2.1). In the           
matrix, one can derive True Positives (TP) for the correct classifications for            
the positive class. False Positives (FP) are the items that were falsely            
classified as positive. True Negatives (TN) are the items that were correctly            
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classified as negative. False Negatives (FN) are the items that were falsely            
classified as negatives. 
 

  Predicted Class 

 Class Pos Neg 

True Class 
Pos TP FN 

Neg FP TN 
 

Table 2.1: Confusion Matrix for a 2-class problem 
 
The example in Table 2.1 is describing a 2-class problem. The Confusion            
Matrix for a 3-class problem can be seen in Table 2.2, which displays the              
result for an example “Rose” class for an image classifier. This model would             
try to label images of flowers with the help of an algorithm, and is used here                
to explain the metrics. For our sentiment classifier model, instead of flower            
classes, the three classes Positive, Negative and Neutral will instead be used.            
We can use the results to calculate some other evaluation metrics (Precision,            
Recall and F1 Score) for each class, and also to calculate the overall versions              
of these metrics. 
 

  Predicted Class 

 Class Rose Tulip Sunflower 

True 
Class 

Rose 7 (TP) 1 (FN) 3 (FN) 

Tulip 5 (FP) 2 (TN) 5 (TN) 

Sunflower 6 (FP) 2 (TN) 9 (TN) 
 

Table 2.2: Confusion Matrix for class “Rose” for a 3-class problem. 
 
From the confusion matrix, it is possible to calculate the following and more             
in-depth metrics: 

 
   



 

Precision 

This metric tells us how many elements were correctly identified as           
belonging to a particular class out of the total number of elements that the              
classifier claim belong to that class. This metric is calculated by dividing the             
number of true classifications by the total number of elements that the model             
label as that class. We will get a number between 0 and 1, where 1 is a                 
perfect score. 

To calculate the Precision for the “Rose” class, we take 7 / ( 7 + 5 +                 
6) = 7 / 18 = 0.39.  
 

Recall 

This is calculated by taking the number of correct classifications for a            
specific class, divided by the total number of elements of that class. 

An example: If a model for weather forecasts predicts that it is always             
going to rain, then we would get 1.0, or 100% recall for the class of rainy                
days. We get a high recall, but we would at the same time get a low precision                 
– since the model will incorrectly predict that it will also rain in the dry days. 

A high recall combined with a low precision tells us that the device             
has a flaw when labeling certain data, something that could help us to better              
understand and improve our model. There is often a tradeoff between           
precision and recall, so that if we adjust our model to get a higher precision,               
we will often get a lower recall. Recall is a number between 0 and 1 where 1                 
is a perfect recall. In our example of flowers, we take 7 / ( 7 + 1 + 3 ) = 7 / 11                        
= 0.63. 
 

F1 Score 

This is the harmonic mean of Precision and Recall. The F1 Score can be a               
good metric for imbalanced data, because it takes into consideration both axis            
of the confusion matrix. Precision and Recall are here combined to get a             
better picture of the model’s ability to predict as a whole [11, p. 7] [10, p.                
14ff]. 

Since F1 Score is the harmonic mean of Precision and Recall, it will             
be a number between 0 and 1. 
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The formula for the F1 Score is: 
F1 Score = 2 x (Precision x Recall) / (Precision + Recall) 

For the Rose class we get: 
2 x ( 0.39 x 0.63) / ( 0.39 + 0.63 ) 
= 0.49 / 1.02  
F1 Score = 0.48 

 

2.4 Reliability and Validity  
In general, since a controlled experiment was performed with known          
quantitative data, the results should be able to be reproduced by others, and             
be reliable. 

A part of the tweets is no longer available to download from the             
Twitter API, since some Twitter accounts have been closed down. Still, the            
dataset should not be biased as long as there are enough tweets remaining, for              
negative, neutral and positive labels. Ideally, the experiment would include a           
larger set of labeled training data. A dataset that is too small will affect the               
validity. Due to the limited scope of this report, the validity might be             
affected. 

Another concern is the manually labeled data. The human factor          
involves a certain insecurity. The dataset used in this report is a part of a               
larger project of determining sentiment expressed in tweets in 13 European           
languages. There are several difficulties in determining the sentiment         
expressed in tweets. Annotators often disagree between themselves, and even          
with themselves, for several reasons: the difficulty of the task,          
domain-specific vocabulary or poor quality of the annotator’s work.         
Measures to improve the quality of manual sentiment labeling includes          
self-agreement and inter-annotator agreement. Self-agreement means that       
multiple annotations of the same annotator are checked, a method for           
identifying low-quality annotators. Inter-agreement means to compare       
multiple annotations by different annotators. These two methods were used          
for many of the language datasets in the experiment [17, p. 4]. However, for              
the Swedish language dataset there was only one annotator, which is why no             
inter-agreement could be estimated. The lack of inter-agreement tests         
weakens the confidence in our dataset, and is something that should be            
considered for a future experiment with more resources. 

The controlled experiment was performed on a MacBook Air, version          
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10.14.3. This could affect the performance, in comparison with other          
operative systems, but should not affect the measured accuracy of the model. 

The VADER application was used as the version of December 2018,           
which was forked on Github in order for the experiment to be able to be               
reproduced [20]. 
 

2.5 Ethical Considerations  
The privacy of the user is becoming more and more acute to handle on the               
Internet. Big companies such as Facebook and Google have undergone          
critique in this area. To protect the privacy of the tweets ́ authors, information              
of a personal nature in the tweets will not be presented for this report, in order                
to make the data anonymous. 
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3 Implementation 
The below presented terminal applications were programmed using the         
Python language. Python was chosen because of its easy to use and read             
syntax and also due to Python’s many available libraries. The programs used            
were a Translator, a Twitter Searcher, a Preprocessing program, a Sentiment           
Analyzer and a Score Calculator. The Sentiment Analyzer already existed as           
an open-source and was adjusted for the purposes of this report. 
 

3.1 Translating the VADER sentiment lexicon. 
The VADER sentiment lexicon, along with the VADER application’s         
negators and booster words were translated from English to Swedish, using           
the Google Cloud Translation API. The lexicon contains 7517 words, slang           
words, abbreviations and emoticons. Out of these, 2435 were not translated,           
because no translation was found. That means that about ⅔ of the tokens             
were translated, and ⅓ were not translated. The reason for this was discussed             
in chapter 1.6  (Scope/Limitations). 

The translation process consisted of creating a Google Cloud account          
and downloading a secret key. Using the secret key allowed for requesting            
translation of the tokens from the Google Cloud Translator API. 

The new Swedish version of the VADER sentiment lexicon was saved           
as a file. A Github fork was made of the VADER application, meaning a              
copy was made [20]. 
 

3.2 Collecting the data – requesting tweets from tweet ID:s. 
To collect the data, the Python library Twython (v3.6.0) was used. This            
library requests tweets with the help of Twitter’s own API [21]. 

Twython was imported into the Python file, in order to instantiate a            
Twython object. To use it, credentials for the Twitter API were needed. With             
the Twython object, a request could be made for a Tweet ID’s status text. 

The tweets were saved as a text file, with one tweet on each line              
where the last word in the line is the polarity; either Positive, Neutral or              
Negative. 
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3.3 Preprocessing the data. 
The tweets were cleansed from links and mentions ( e.g. “@recipient” ),            
because this was considered unnecessary information to analyze. The         
preprocessing program used regular expressions with the help of a Python           
module called re to find and remove links and mentions, and store as a new               
file [22]. The module re contains a number of methods, for example search             
and sub. The method sub was used to remove the searched substring by             
replacing it with an empty string, see Code Example 3.1. 
 
cleaned_tweets = [] 

for tweet in tweets: 

# string search - remove searched substring from         

string 

    # RE for links: r'http\S+ 

    # RE for @mentions: @[A-Za-z0-9] 

cleaned_tweet = re.sub(r”http\S+|@[A-Za-z0-9]+”,    

““, tweet[0]) 

# store in a new list of lists with cleaned           

tweets 

    cleaned_tweets.append([cleaned_tweet, tweet[1]]) 

 
Code Example 3.1. The preprocessing program removes links and mentions          
from the tweets, with the help of the Python module re. tweet[0] contains the              
tweet text, while tweet[1] contains the sentiment score. 
 

3.4 Analyzing the data 
For extracting sentiment of the code, parts of the VADER application’s           
openly available code was used as is, or adjusted for this report’s testing             
purposes [23]. 

The application creates a bag-of-words of each tweet, in the form of a             
Python list. Each word is then searched for in the sentiment lexicon and if it               
exists, checked for its polarity score. The sum of all the polarities (ranging             
from [-4], extremely negative to [4], extremely positive) is divided by the            
number of polarity words in the sentence (without stop words). The result is             
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the final polarity score of the tweet. 
The corpus used was a labeled dataset of Swedish tweets, is described            

in [18] [24] and contains 4 381 tweets. 
 

3.5 Score Calculator 
In the score calculating program the three different metrics were calculated:           
Precision, Recall and F1 Score, with the help of a Confusion Matrix. These             
metrics were computed using a Python library called sklearn.metrics and its           
components “confusion_matrix”, ”accuracy_score” and    
“classification_report” [25]. 
 
 

 
   

https://paperpile.com/c/kKmdk6/XFCIN
https://paperpile.com/c/kKmdk6/quyDl
https://paperpile.com/c/kKmdk6/10Ui


4 Results 
This chapter presents results in the following order: 4.1 Preliminary testing of            
two different sentiment lexicons, 4.2 Results after preprocessing tweets, 4.3.          
Emoji lexicon vs no emoji lexicon, 4.4 Results after stemming, 4.5 English            
lexicon on Swedish dataset, 4.6 Booster Words and negators, 4.7 Removing           
stop words. 

The metrics used were Confusion Matrix, Precision, Recall, and F1          
Score. 

The developers of the VADER application suggest a threshold where          
a sentiment score (called “compound”) between 0.05 and -0.05 is considered           
neutral, and below or above this interval is considered negative or positive.            
These thresholds were also used to classify the classes in this report. 
 

4.1 Preliminary testing of two different sentiment lexicons 
These two tests were made in order to choose the lexicon to use for the main                
testing in the report. Each test is run with the help of a sentiment lexicon and                
an emoji lexicon. Both the sentiment and the emoji lexicons were           
automatically translated. 

Both of the tests were made with the VADER application’s code,           
first together with the translated AFINN lexicon (Table 4.1) and then with a             
translation of VADER’s sentiment lexicon (Table 4.2). These preliminary         
tests were made without stemming the words or the lexicons. The difference            
in weighted F1 Score was too small to be statistically significant: 0.43 for             
VADER and 0.41 for AFINN. When looking at separate classes, VADER           
performed better for the Negative class: 0.52 versus 0.39. The F1 Score for             
the Positive class was the same, and for the Neutral class the AFINN lexicon              
performed better with 0.4 versus 0.28 for VADER. In Chapter 6 (Discussion),            
we argue for why the Neutral class might not be as important as the Negative               
and Positive classes. Hence, since the VADER lexicon performed better for           
the Negative class, the VADER lexicon was chosen for the remainder of the             
testing. 
 
 
 
 

 
   



  Predicted Class 

 Class Pos Neu Neg 

True 
Class 

Pos 818 263 152 

Neu 592 509 245 

Neg 863 413 527 
 

     

 Class Precision Recall F1 
Score 

Support 

 
Neg 0.57 0.29 0.39 1803 

Neu 0.43 0.38 0.4 1346 

 Pos 0.36 0.66 0.47 1233 

 Micro avg 0.42 0.42 0.42 4382 

 Macro avg 0.45 0.44 0.43 4382 

 Weighted 
avg 

0.47 0.42 0.41 4382 

 
Table 4.1: Confusion Matrix (top) and Evaluation Metrics (bottom): Swedish          
AFINN (Unstemmed lexicon with unstemmed tweets, with emoji lexicon         
translated to Swedish). 
 
 
 
 
 
 
 
 

 
   



     

 Class Precision Recall F1 
Score 

Support 

 
Neg 0.52 0.53 0.52 1803 

Neu 0.41 0.19 0.26 1346 

 Pos 0.39 0.61 0.47 1233 

 Micro avg 0.45 0.45 0.45 4382 

 Macro avg 0.44 0.44 0.42 4382 

 Weighted 
avg 

0.45 0.45 0.43 4382 

Table 4.2: Evaluation Metrics: VADER lexicon unstemmed (machine        
translated to Swedish), with unstemmed tweets. 
 

4.2 Results after Preprocessing 
Preprocessing the tweets, that is, removing links and mentions, e.g. “@user”           
did not affect the sentiment analysis. The reason for this is logical, since links              
and usernames in most cases do not contain sentiment-laden words. 
 

4.3 Emoji Lexicon vs no emoji lexicon 
Using the emoji lexicon did not have a statistically significant impact on the             
results. This is most certainly due to the fact that few emojis were used in the                
dataset of tweets. The total amount of emojis found in the tweets were 120,              
while the total amount of tokens/characters were 43388. The amount of           
emojis used in tweets was negligible. 
 

4.4 Stemming vs not stemming 
Stemming was performed on each tweet with the help of an NLTK library             
called snowball [26]. For stemming, four combinations are possible for the           
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lexicon and the tweets: unstemmed/unstemmed, stemmed/unstemmed,      
unstemmed/stemmed and stemmed/stemmed. 

The unstemmed/unstemmed results are the same as in Table 4.2 for           
the VADER lexicon. The weighted F1 Score for the three classes was 0.43.             
The three remaining combinations are presented in Tables 4.3 - 4.5. 

 

     

 Class Precision Recall F1 
Score 

Support 

 
Neg 0.48 0.48 0.48 1803 

Neu 0.44 0.19 0.26 1346 

 Pos 0.35 0.57 0.44 1233 

 Micro avg 0.41 0.41 0.41 4382 

 Macro avg 0.42 0.41 0.39 4382 

 Weighted 
avg 

0.43 0.41 0.4 4382 

 
Table 4.3: Stemmed lexicon and unstemmed tweets. 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
   



     

 Class Precision Recall F1 
Score 

Support 

 
Neg 0.5 0.45 0.47 1803 

Neu 0.4 0.19 0.26 1346 

 Pos 0.36 0.6 0.45 1233 

 Micro avg 0.41 0.41 0.41 4382 

 Macro avg 0.42 0.42 0.39 4382 

 Weighted 
avg 

0.43 0.41 0.4 4382 

 
Table 4.4: Unstemmed lexicon and stemmed tweets 
 

     

 Class Precision Recall F1 
Score 

Support 

 
Neg 0.52 0.56 0.54 1803 

Neu 0.43 0.13 0.2 1346 

 Pos 0.38 0.62 0.47 1233 

 Micro avg 0.45 0.45 0.45 4382 

 Macro avg 0.44 0.44 0.4 4382 

 Weighted 
avg 

0.45 0.45 0.42 4382 

 
Table 4.5: Stemmed lexicon and stemmed tweets. 
 
The differences in weighted F1 Score between the stemmed/stemmed and          

 
   



unstemmed/unstemmed tests were not statistically significant. 
 

4.5 For comparison: Testing the English version of VADER on 
the Swedish dataset 
When testing English VADER on Swedish tweets, the neutral class’s recall           
was quite high (Table 4.6). Many tweets got a zero rating, because no             
sentiment laden words were found. Since the neutral class has a range of             
-0.05 <= X >= 0.05, these tweets were labeled as neutral. As a consequence, a               
large part of the neutral tweets were also classified as having a neutral             
sentiment. A high recall could be positive, but it must be considered together             
with the scores for the other two metrics, which were quite low. 
 

     

 Class Precision Recall F1 
Score 

Support 

 
Neg 0.59 0.07 0.12 1803 

Neu 0.32 0.87 0.47 1346 

 Pos 0.49 0.21 0.29 1233 

 Micro avg 0.35 0.35 0.35 4382 

 Macro avg 0.46 0.38 0.3 4382 

 Weighted 
avg 

0.48 0.35 0.28 4382 

 
Table 4.6: English language VADER with Swedish dataset. 
 

4.6 Booster Words and Negators 
The booster words and negators were translated to Swedish, and then tested            
on the unstemmed/unstemmed version. This was to make sure that the           
stemming would not affect the result. Translating booster words and negators           
did not have a statistically significant effect on the result, see Table 4.7. 

 
   



 

     

 Class Precision Recall F1 
Score 

Support 

 
Neg 0.52 0.53 0.52 1803 

Neu 0.39 0.18 0.25 1346 

 Pos 0.39 0.61 0.47 1233 

 Micro avg 0.44 0.44 0.44 4382 

 Macro avg 0.44 0.44 0.41 4382 

 Weighted 
avg 

0.45 0.44 0.42 4382 

 
Table 4.7: Booster Words and Negators. 
 

4.7 Removing stop words 
The VADER application does not handle stop words. As one of the tests in              
this report, stop words were removed from the tweets, and then tested with             
the unstemmed/unstemmed version (Table 4.8). 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
   



 
 

     

 Class Precision Recall F1 
Score 

Support 

 
Neg 0.57 0.41 0.48 1803 

Neu 0.42 0.44 0.43 1346 

 Pos 0.43 0.58 0.5 1233 

 Micro avg 0.47 0.47 0.47 4382 

 Macro avg 0.47 0.48 0.47 4382 

 Weighted 
avg 

0.49 0.47 0.47 4382 

 
Table 4.8: Results after removing stop words. 
 
Removing stop words improved the weighted average F1 Score from 0.43 to            
0.47. 
 

4.8 Summarized Table of Results 
Table 4.9 presents the scores for the different tests in this report. The Overall              
F1 Score is used in order to be able to compare with the scores in the                
VADER report. Here the average of the overall precision and recall is            
calculated, whereas the weighted average F1 score from the NLTK          
classification report is calculated from each class. 
 

 
 
 
 
 

 
   



 Overall 
Precision 

Overall 
Recall 

Weighted 
Average  
F1 score 

Overall F1 
Score  

Stemmed/Stemmed 0.45 0.45 0.42 0.45 

Unstemmed/Unstem
med 

0.45 0.45 0.43 0.45 

English VADER on 
Swedish dataset 

0.48 0.35 0.28 0.41 

Booster Words and 
negators 

0.45 0.44 0.42 0.45 

Removing stop 
words 

0.49 0.49 0.47 0.49 

After Preprocessing 0.45 0.45 0.43 0.45 

 
Table 4.9: A summation of this report’s results concerning a 3-class problem            
(positive, negative, neutral). Overall F1 Score means the average of the           
Overall Precision and Recall. 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
   



5 Analysis 
The conclusions that were made from the results are presented below. 
 

5.1 The combination of methods that yielded the best result 
The highest scores for the tests performed was produced using a           
non-stemmed version of the VADER lexicon, and removing stop words. The           
weighted average of the F1 Score was 0.47 for this version, compared to 0.42              
for the lowest scores (stemmed/stemmed, without removing stop words). 

This may not sound so high, but according to Socher et. al, for a              
three-class problem, “accuracies tend to hover in the 60% range for social            
media text”, cited in [11, p. 224]. Since 60% is considered state-of-the-art,            
and this report used an automatically translated lexicon with almost a third of             
the words not translated, the results could be considered promising. 
 

5.2 What does high recall for the neutral class mean? 
For the sake of comparison, a test was run with the English untranslated             
lexicon on tweets in the Swedish language. In a real world example, one             
would not analyze Swedish language tweets with an English sentiment          
lexicon, since it would not make any sense. This test was technical and only              
made as a point of comparison to the other more realistic tests. The test              
resulted in a high recall for the neutral class. The reason for this is not that the                 
model was good at predicting neutral tweets. Instead, the reason was that            
tweets where no sentiment laden words were found, got a zero valence, and             
were labeled as Neutral (between -0.05 and 0.05). Few sentiment laden words            
were found since there were no Swedish words in the lexicon. A high recall              
can mean that most tweets were labeled Neutral, even though they were            
Positive or Negative. The label Neutral becomes a fallback, which is why it is              
important to look at the high recall in relation to the other two classes, and in                
relation to the Precision. High Recall and low Precision means that the model             
has a bias towards a certain class, in our case, the Neutral. 
 

5.3 Automatic Translation is not enough for high accuracy 
Even if the original VADER application has performed well for the sentiment            
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analysis of English language documents, an automatic translation of         
VADER’s sentiment lexicon was not enough to get a satisfying result when            
analyzing Swedish language tweets. In Chapter 6 (Discussion), arguments         
will be made for why the results were still promising. 
 

5.4 The Negative class was the easiest one to predict 
In Table 4.2, it is clear that the tweets labeled Negative were the easiest ones               
to predict. The F1 Scores were 0.52 (Negative class), 0.26 (Neutral class) and             
0.47 (Positive class). 
 

5.5 The Neutral class was the hardest one to predict  
The class that was hardest to predict was the Neutral Class. This was at least               
true for the unstemmed/unstemmed test, where the negative class got 0.26,           
much lower than the other two classes. The F1 Score for the neutral class was               
much higher when removing stop words, (0.43), see Section 5.6. 
 

5.6 Removing stop words increased the recall for the neutral 
class 
When we removed stop words, the recall for the neutral class increased. The             
model performed better overall with stop words removed. Stop words are           
words that have no sentiment. Removing them means that fewer words           
remain in each tweet. According to the score formula, the total amount of             
valence of each tweet is divided by the number of words in the tweet.              
Removing some words should then make the calculated valence either higher           
or lower, depending on the general tendency in the tweet being positive or             
negative. Thus, when dealing with tweets that are very close to the            
boundaries of -0.05 to 0.05, this could put more tweets outside the limits, and              
classify them as positive and negative in a larger extent than neutral. 
 

5.7 Tweaking the model did not affect performance much 
The differences between the methods used were not very large. The scores            
varied from 0.41 to 0.49 in overall F1 Score. 
 

 
   



6 Discussion 
 
In this chapter, we will give arguments for that our questions have indeed             
been answered and how. 
 

6.1 Comparison with the VADER report’s scores 
In the VADER research report, a dataset of 4200 tweets was used, which is              
almost the same amount used for this investigation (4382). The tests should            
be comparable. 

VADER’s sentiment analysis of tweets resulted in an overall F1 score           
of 0.96, versus this report’s 0.49. The VADER scores are very high, even             
higher than the scores for individual human raters, which was 0.84. In the             
VADER report, there is also a comparison with eight other established           
lexicon baselines, ranging from 0.56 to 0.77 [11]. 

An afterthought during the final phase of the work with this report:            
An alternative method of comparison could have been to also perform tests            
using the original English language VADER on a dataset of English language            
tweets. It would have been interesting to see if the VADER researchers            
results would be reproducible on a different dataset of English language           
tweets. However, we chose to trust the VADER results as being accurate and             
to compare our results with them as they are presented. 
 

6.2 A note about human labeling of tweets 
As pointed out in the VADER report, human labeling is not exact. This             
means that since humans do not agree 100% on what tweets are negative,             
neutral and positive, 100% accuracy is not possible. Indeed, in their research,            
the individual human labelers had a 0.84 overall F1 score. This number, by             
the VADER researchers called a “gold standard ground truth” was calculated           
“using the mean sentiment rating from 20 prescreened and appropriately          
trained human raters” [11]. How to achieve a high quality of the human             
labelers of datasets was commented in Section 2.4 – Reliability and Validity,            
using the terms inter-agreement and self-agreement. In this report, the score           
of 0.84 could be seen as ground truth and point of comparison, and not 1.0,               
which theoretically would be the absolute truth. 
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6.3 Weighted average F1 Score vs Overall F1 Score 
In the NLTK classification report, the weighted average F1 Score was used,            
while in the VADER report, the Overall F1 Score was used. We would like to               
argue for why the weighted average F1 Score is a more relevant metric than              
the Overall F1 Score. When testing English VADER on Swedish tweets, if            
we just take the average of the overall precision and overall recall, we get              
0.42 (Table 4.6). However, if we take the average F1 Score for the three              
classes, we get 0.28. The last number seems closer to the truth, since when              
looking at the classes’ individual scores they are highly biased towards the            
negative class. As commented on in Section 4.5, the neutral class gets a high              
recall, resulting in low recall for the other two classes. This happens because             
when no sentiment laden words are found, the tweet gets a zero valence, and              
label. Since most of the negative and positive tweets also get labeled as             
neutral, those classes get a low recall: 0.07 (negative) and 0.21 (positive). 
 
The weighted average F1 Score of 0.28 seems to be a more accurate estimate              
of how good the model is than the Overall F1 Score of 0.42. 
 
When comparing with the other tests where the translated lexicon is tested            
with Swedish tweets, the neutral class gets a much lower F1 Score. Sentiment             
laden words were found in more tweets. It seems that the neutral class is              
difficult to predict. For these tests, the scores are less biased in one certain              
direction, although the positive and negative classes consistently get about a           
0.20 higher F1 Score than the neutral class. 
 
The only strategy that affects the pattern of low score for the neutral class is               
when removing stop words. When removing stop words the neutral class           
(0.43) closes in on the other two classes, 0.48 and 0.5 (Table 4.8). 
 

6.4 About automatic translation 
Another report, although using a different method, concluded that automatic          
translation did not affect the sentiment in a document, but other factors, such             
as cross-lingual sentiment classification problems did [6]. This is also the           
conclusion for this report, although we would like to argue that cross-lingual            
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sentiment classification problems indeed has to do with the problem of           
automatic translation. Since languages are not directly translatable word for          
word but contain many syntactical differences, it becomes a more complex           
problem. A simple automatic translation by a translation program is,          
therefore, not sufficient.  
 

6.5 Comparison with related research: Stop words and 
stemming. 
Even though removing stop words improves the scores for the neutral class, it             
does not have a statistically significant effect on the overall scores for the             
three classes. Related research has not come to a solid conclusion as to             
whether removing stop words improves sentiment analysis. Removing stop         
words is an area that seems to vary according to the dataset, or perhaps              
depending on the list of stop words used. This could be something to return to               
and investigate in further depth. 

When it comes to stemming both the sentiment lexicon and the           
tweets, this does not have an effect on the result The case for or against               
stemming is also an area where researchers do not have a solid answer. Our              
research cannot confirm or reject the use of stemming for sentiment analysis            
since the variation in the score is not statistically significant. 
 

6.6 The neutral class might not be that important: 3-class vs 
2-class problem 
If the neutral class was excluded, the scores would be higher. This is because              
the neutral class has a rather small span, between -0.05 and 0.05 and             
according to the result is difficult to classify correctly. To exclude the neutral             
class could be an alternative if one is not interested in tweets carrying neutral              
valence. For example, in many applications, such as market research or           
political opinion analysis, what is most interesting to detect are sentences that            
are either very negative or very positive. The neutral class might not be of              
interest since for some uses, since it does not convey interesting sentiment. 

The neutral class is used in this report in order to be comparable with              
the VADER research’s result. 
 

 
   



6.7 Small differences when tweaking the model 
Tweaking the model using syntax rules did not affect the scores very much.             
Other factors seem more important, that is, the quality of the translated            
sentiment lexicon. This could also mean that the syntax rules such as booster             
words and negators would need to be further adjusted manually for a Swedish             
language application. 
 

6.8 Have our questions been answered? 
This report does not present a robust solution for translating tweets in            
Swedish with high proficiency. To further improve the automatically         
translated sentiment lexicon, and the application VADER, is not within our           
scope. 

Nevertheless, using automatic translation with a lot of flaws, the          
results are not disappointing. The translated VADER could be further          
improved if one wants a light-weight tool to perform sentiment analysis in            
Swedish. 

The appeal of VADER is partly that it is so fast, since it does not               
require either an Internet connection or processor power heavy machine          
learning algorithms. 

A manually translated version of VADER would not produce as high           
sentiment analysis scores as the original version, but with adjustments for the            
Swedish language, preferably by linguists, the results should be good enough. 
 
 
 
 
 
 
 
 

 
   



7 Conclusion  
The contribution of the VADER application is that it is a lightweight            
alternative to the machine learning methods otherwise used for sentiment          
analysis. VADER is also open-source, which makes it a democratic choice;           
anybody with a little knowledge of programming is able to use it when             
building applications. This is why it is interesting to investigate how to use             
the same methods for a Swedish version. 

In this report, it was found that an automatic translation of the            
VADER sentiment lexicon is not sufficient for producing proficient         
sentiment analysis for Swedish language tweets. But we would like to argue            
that the results are still promising since we are working on a 3-class problem.              
A 3-class problem is more difficult to classify than a 2-class problem,            
especially for sentiment analysis where the neutral class can be of a quite             
small span, -0.05 to 0.05 in a valence range of -1 to 1. The neutral class is the                  
most difficult to classify according to our results, while the negative class is             
the easiest one to classify. 

A manual translation of the sentiment lexicon should improve the          
results. Another way to improve the accuracy would be to reduce the problem             
to only classifying the positive and negative classes. 

Another observation is that the language-specific syntax rules, for         
example, booster words, are harder to translate. This is most certainly           
because the inner workings of languages are different and harder to translate. 

Concerning the question of relevance for the industry, it should be           
interesting to know that automatic translation of a sentiment lexicon is not            
enough to get a satisfying result for sentiment analysis. 
 

7.1 Future work 
For further investigation, a manual translation of the sentiment lexicon could           
be made, with the help of linguists. They could also help to adapt the syntax               
rules in the VADER application for the Swedish language. 

As stated before, an alternative would be to instead of translating the            
lexicon into Swedish, make an automatic translation of the tweets. The tweets            
could then be analyzed by the original English language VADER application.           
This solution was not chosen in this report because it would require a certain              
cost for the translation, which would mean that the solution is not            

 
   



open-source. However, it seems reasonable that a translation of sentences          
instead of a translation of words could result in a more proficient analysis in              
the end. This suggests that the translator service is better at translating words             
in a context than words standing on their own. 

In order to strengthen the quality of the human labeling of the            
sentiments expressed in tweets, this activity would need to be done by more             
than one annotator. By having several annotators perform the labeling work,           
one could also estimate the inter-agreement between annotators, see Section          
2.4. 

Many studies have been investigating the machine learning approach         
for sentiment analysis, but we still believe that the lexicon approach is a             
viable option, at least for shorter texts, such as tweets. While the machine             
learning approach is getting easier to use, studies have also shown that a             
combination of machine learning and the lexicon approach could give good           
results [14]. This could be something to investigate further. 

As mentioned in Section 1.6 (Scope), Aspect-based sentiment analysis         
is an area that deals with part of speech tagging and identifying aspects and              
entities of a text, to improve the sentiment analysis. This could also be             
something to investigate in future work  [3]. 
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