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Abstract

The importance of software code quality is increasing rapidly. With more code
being written every day, its maintenance and support are becoming harder and
more expensive. New automatic code review tools are developed to reach
quality goals. One of these tools is SonarQube. However, people keep their
leading role in the development process. Sometimes they sacrifice quality in
order to speed up the development. This is called Technical Debt. In some
particular cases, this process can be admitted by the developer. This is called
Self-Admitted Technical Debt (SATD). Code quality can also be measured by
such static code analysis tools as SonarQube. On this occasion, different issues
can be detected. The purpose of this study is to find a connection between code
quality issues, found by SonarQube and those marked as SATD. The research
questions include:

1) Is there a connection between the size of the project and the SATD
percentage?

2) Which types of issues are the most widespread in the code, marked by
SATD?

3) Did the introduction of SATD influence the bug fixing time?

As a result of research, a certain percentage of SATD was found. It is
between 0%-20.83%. No connection between the size of the project and the
percentage of SATD was found. There are certain issues that seem to relate to
the SATD, such as “Duplicated code”, “Unused method parameters should be
removed”, “Cognitive Complexity of methods should not be too high”, etc.
The introduction of SATD has a minor positive effect on bug fixing time.

We hope that our findings can help to improve the code quality evaluation
approaches and development policies.

Keywords: Self-admitted technical debt, technical debt, bug, issue,
SonarQube, code quality



Abbreviations

CD — Continuous delivery

Cl — Continuous integration

CVM-TD - Contextualized VVocabulary Model for identifying technical debt
DDL — Data description language

VCS — Version control system

SATD - Self-admitted technical debt

SQL — Structured query language

TD — Technical debt



Contents

Abbreviations 3
1 Introduction 1
1.1 Background 2
1.2  Related work 4
1.2.1  SATD definition and impact 4
1.2.2  SATD detection technics 5
1.2.3  Tools for TD detection 6
1.3 Problem statement 8
1.5  Scope 9
1.7  Target group 9
1.8  Outline 9
2 Method 10
2.1 Limitations 11
2.1.1  Limitations of the dataset 11
2.1.2  Limitations of SATD detecting methodology 12
2.1.3  Parsing exceptions 13
2.1.4  SonarQube-related limitations 13
2.2 Reliability and validity 13
2.3  Dataset 15
2.4 Tools for statistical analysis 16
3 Implementation 17
4 Results 23
5 Analysis 30
5.1  Analysis of the connection between the project size and SATD
percentage 30
5.2  Comparison between the types of issues found in SATD marked
code and all issues 31
5.3  Analysis of SATD-related issues’ fixing time 35
6 Discussion 38
6.1  Connection of findings to the previous work 39
7.1  Future work 42
References 43
A Appendix 46
A.1 Projects and amount of SATD, detected by at least one method 46



A.2  Projects and amount of SATD, detected by both methods
B Appendix
B.1 Pearson correlation test between projects and amount of SATD,

detected by at least one method

B.2

detected by both methods

C Appendix

Cl1

Pearson correlation test between projects and amount of SATD,

Characteristics of projects in the scope

50

50

o1

52
52



1 Introduction

Despite several software quality studies, developers still commit incomplete
code, which needs to be refactored in the future or it can cause future problems.
Some examples include a bad choice of code structure (so-called anti-pattern),
code duplicates, hardcoded parameters, etc. That is usually done in order to
speed up the development process, fit in deadlines, or reduce costs [11]. This
is called technical debt (TD). This metaphor was first introduced by W.
Cunningham in 1994 [2] and used to encapsulate numerous software quality
problems [27] so that is not new and is quite a widespread phenomenon.
Introducing TD in general means that the developer reduces the quality of the
source code, making the task of detecting and fixing the initial problem more
challenging. Despite these practices being obviously bad [4, 10, 16, 17, 27],
technical debt can be partially justified by the immediate speed-up [11].

Analogous to the “debt” in economics, technical debt can help to reach
some short-term goals, but it should be returned (incomplete code should be
refactored) as soon as possible. Having technical debt unpaid can lead to an
increased expense in the future. For example, if one person was in a hurry and
hardcoded some parameters, it can be difficult to find that place for another
person, or even for the same one after some time. It also can be much harder
to complete refactoring on the later stage as well as to find an unpredictable
bug in the old code. Likewise, there are several types of issues that identify
potential architecture vulnerabilities, such as “Duplicated code”, etc.

A situation when developers clearly realize that they are “taking
Technical Debt” and mentioning it, is a subset of all the TD. Potdar A. and
Shihab E. in their study [4] proposed the term as “Self-Admitted Technical
Debt” (SATD), which in general refers to the situation when a developer
commits code with a comment, such as “ToDo: Fix it later” or leaves a note in
any other communication channel (e.g. Jira tickets [13]).

In this thesis, we are going to discuss the source code quality in
connection to self-admitted technical debt. This is a very large topic in
Software Engineering. It has today become an essential property of any
software. A concise statement of a software quality concept was given in [21].
Authors there conclude that quality is a rather complex and context-dependent
concept, which cannot have a universal definition. There are also different
views on software quality. For example, a user’s view on software quality is
concentrated on how a product performs its function. From the view of
manufacturing, it relates to the correct choice of architecture, maintenance
costs, and so on. The quality requirements can be numerous and should be
defined within the organization or the specific project.

The impact of SATD on software quality is unclear. The study [5] has
shown that, despite a low percentage of SATD, it can still have a negative
impact on software quality. It also can stay in the code for a long time: "In



general, the time that self-admitted technical debt stays in a project varies from
one project to another: medians range between 18.2-172.8 days and averages
between 82-613.2 days” [12]. However, according to [5], “There is a clear
trend that shows that once the SATD is introduced, there is a higher percentage
of defect fixing”. So that is why this question is interesting to investigate.

In every iteration of the software development process, after the code
is written and it performs its functions without producing bugs, the quality
requirements should be satisfied. There are various types of these requirements
such as efficiency, reliability, readability, maintainability, and more. There is
a wide range of different classifications, measurements, and approaches related
to code quality.

Some metrics, which possibly can be used for this purpose, were
proposed by [22]. The authors found some correlation between a few quality
metrics, which means that they most likely measure the same property.

We will concentrate on a broader classification used by such static code
analysis tools as SonarQube. The reason to use SonarQube relates to its high
popularity and wide range of applications. More details on this topic will be
described in Section 1.2.3 “Tools for TD detection”.

More specifically, the current project is aimed to investigate a
connection between self-admitted technical debt [4] and code issues found by
SonarQube.

1.1 Background

Technical debt (or TD) describes a situation when a developer is not fixing
issues immediately but postpones it to the future. So, he or she is
metaphorically “taking debt”. This is not a recent metaphor. It was introduced
in 1994 [2], and there are many papers with TD-related works. This will be
described later in the background chapter. Its negative effect is obvious and
was described in various studies [4, 10, 16, 17, 27]. Any kind of debt should
be returned, or the pay-back fee will become too high. However, there is
another side of this question.

Some researchers claim that technical debt is unavoidable and helpful
[11]. Sometimes every second of delay for the process of delivering a product
to the market can be critical for the business. From this perspective, there
should be a certain balance between business and technical goals. Therefore,
managers can sometimes oppose technical specialists on the code quality
requirements, the importance of refactoring, and similar questions. Sometimes
such principles as “if something isn’t broken, don’t fix it” appear. That makes
the complete situation with technical debt look questionable.

Overall, nobody can argue that effective communication between team
members is important. Even if technical debt appears because of some business
requirements, it should be visible and team members should know about it.
Special discussions, information boards, and wikis should be created. One of



the ways to inform team members about TD is Self-admitted technical debt. In
general, it relates to situations when a developer clearly understands that he/she
is taking technical debt and informs about it via communication channels. We
are considering SATD in source code comments more often [4, 6, 7, 8], but it
is important to understand that it is not the only approach. For example, issues
can be noted in such a tracking system as Jira [13], or simply in files with the
“ToDo” name, or else. Here, we are going to discuss SATD found in code
comments. So, what kind of comments are there?

1 | //TODO: Do I need this? Hmmm, maybe | do.

2 | "/l The token is pointless for kerberos

// TODO verify all columns™

3 | "// Should be about a 3 second scan

/I Try to find the active scan for about 15seconds

/[ TODO: any way to tell if the client address is accurate? could be
local IP, host, loopback...?

// Scan ID should be a long (throwing an exception if it fails to parse)"
4 | "// combine all histories by target

/[ 1T FIXME: temporary until velocity templates are implemented
/1 hmmmmmm

/I set dispatch credentials

/[ set all other dispatch properties”

"// TODO: log this"

"// @todo we should parse the value in case its an Expression”

"/ HACK.. Why??"

xRk

* Creates a file system manager instance.
*
* @todo Load manager config from a file.
*/"
9 "Il @@ @FIXME: check for other dsig structures”
10 | "// don't re-establish connection if we are closing
/I 1f we are in read-only mode, seek for read/write server
/I closing so this is expected
/I this is ugly, you have a better way speak up"
Table 1.1 — Examples of SATD

[ecR NN L&)

There are few examples in the table above. These comments were
randomly selected from all the comments collected in current research. As we
can see, any comment here is defined within a method, so if there is a collection
of comments, multiple one-line comments, and so on, they are represented as
one.



As we can also see here, the majority of these comments include a
“todo” keyword. Using this word within a comment is a traditional way to
inform about SATD. These comments are often highlighted by the
development environment, VCS, etc. There is also a SonarQube rule used to
handle these comments.

Another remarkable comment is 8, as it shows that SATD can be
presented in JavaDoc comments. Also, how SATD looks like highly depends
on the author’s language habits. For example, the third line in comment 4 “!!!
hmmmmmm?” certainly means that the author is unsure in the following lines,
however, it is not a correct word, and it does not have any meaning. It can also
not be found by any kind of keyword-based detection techniques.

As seen, SATD can be of various forms and types, with highly project-
specific properties. Then how do we define SATD? There are various
methodologies, used in previous studies. It is discussed in Section 1.2.2
“SATD detection technics”. Overall, we should notice that this task is not so
easy, as we are dealing with a natural language processing problem. And this
language is not always formal and correct. What kind of code do developers
usually comment on? This is the question we are going to answer in this thesis.

There are different ways of how to find and recognize Technical Debt.
This is not a trivial task. Zazworka et al. [10] describe a case study where
developers were asked to go manually through source code and try to find TD.
The same task was executed in parallel with special software. As a result,
human-defined TD and automatically defined (for that case with the usage of
the Findbug tool) was not the same but can overlap, especially in the case of a
defect debt. Therefore, the detection of Technical Debt is not consistent.

The experts manually inspecting the code base will give the most precise
detection results, but that is very costly and time-consuming. The authors of
“Technical Debt Dataset” [3] propose using SonarQube metrics for this
purpose, finding such issues as "bugs”, "code smells”, and "security
vulnerabilities™.

Various later studies [5, 6] aimed to investigate the reasons and specifics
of Technical Debt, however, they were held using different datasets, so the
results are hard to investigate and compare. Therefore, the usage of a common
set of data may help to compare the obtained results with any potential future
works.

1.2 Related work

1.2.1 SATD definition and impact

SATD, and the issues related to it, raises several questions. Are these issues
more severe compared to issues not related to SATD? Do developers, who
introduce it, have something in common? Pordar and Shihab discovered that
“developers with higher experience tend to introduce most of the self-admitted



technical debt and that time pressures and complexity of the code do not
correlate with the amount of self-admitted technical debt” [4]. They also admit
that there is no direct correlation between cyclomatic complexity, fan-in, fan-
out, and SATD [4] and that “In some projects, SATD files have more bug-
fixing changes, while in other projects, non-SATD files have a higher
percentage of defects.” [5]. In “A Large-Scale Empirical Study on Self-
Admitted Technical Debt” [6] the authors did not find a connection between
Coupling, Complexity, Readability, and SATD.

Consequently, that raises the question of whether the most experienced
developers introduce more SATD commits because they see more possible
code improvements, while less-experienced ones tend to ignore that. In that
case, SATD could be less significant than TD.

In these studies, the definition of an “experienced developer” is related
to the total number of commits performed by the developers before SATD
commit [4] or the number of commits performed on the current file before
SATD commit [6], and not the actual developers’ experience.

The study [5] has shown that, despite a low percentage of SATD, it can
still have a negative impact on software quality. It also can stay in the code for
a long time: "In general, the time that self-admitted technical debt stays in a
project varies from one project to another: medians range between 18.2-172.8
days and averages between 82-613.2 days” [12]. Thus, the next question
occurs: Is there a connection between the size or the duration of the project and
the amount of SATD introduced?

In their 2016 work [6], Bavota and Russo reported high diffusion of
SATD in Apache ecosystem projects. They acknowledged that the SATD
amount “increases over time due to the introduction of new instances that are
not fixed by developers” [6].

But is this impact inherently negative? According to [5], “There is a
clear trend that shows that once the SATD is introduced, there is a higher
percentage of defect fixing”.

1.2.2 SATD detection technics

The task of finding SATD in the code is separate and rather complex. There
are various methodologies used for defining SATD. The methodology
discovered in the study of Potdar and Shihab [4] is based on 62 text patterns
and is perhaps the most traditional one. Later, such methods as CVM-TD [14]
were introduced. It is based on the combination of keywords, parts of speech,
and tags. It was more effective [15] than previous ones and showed good
results according to the interview respondents [15].

There are also methodologies based on natural language processing [7],
text mining [9], n-gram IDF [8], etc. The last two are newly introduced and
quite interesting and are based on machine learning approaches. The authors



of [9] provide a useful tool in the form of a JAR library, which we intend to
use. We are going to combine it with the most basic approach, described in [4].

Further, not only source code comments can be analyzed in order to
detect SATD. For this purpose, issue tracker systems, such as Jira, can be used
[13]. Any issues created there can be labeled as being related to TD. This
approach is definitely interesting, however, it goes beyond the current research.

1.2.3 Tools for TD detection

There are various tools for analyzing TD. According to respondents
interviewing [27], the most widespread tools used for this purpose are issue
trackers, such as Redmine, Jira, and Team Foundation Server. Also, there are
dependency analysis (e.g., SonarQube, Understand), code rule checking (e.g.,
CPPCheck, Findbugs, SonarQube), and code metrics (e.g., Sloccount) tools
[27]. 50% of respondents claimed to not use any tools at all.

Zazworka et al. [10] used Findbugs in their study. It is a static analysis
program, which uses a bytecode, so software needs to be compiled. As a result
of this work, human detected and automatically detected TD appeared to be
not the same. However, Findbugs is not the most widespread tool for this
purpose nowadays. It also requires code to be compiled, which is not always
possible.

As an instrument of automated code inspection, SonarQube has gained
enormous popularity and is currently used by more than 120 000 users [1]. It
is implemented for 27 programming languages and is integrated with the most
popular CI/CD tools [1]. It also integrates with other analysis tools, such as
Findbugs.

When installed, SonarQube can be run within a package manager (e.g.
Maven or Gradle) command and provides a full analysis of the source code in
the project. It identifies issues, location, severity, type, technical debt, etc. [1].

By “issues”, we refer to pieces of code that do not satisfy pre-defined
requirements or do not comply with a certain rule [18].

There are three types of issues, namely “bugs”, “vulnerabilities” and
“code smells”.

“Bugs” relate to code that is probably already broken or does not meet
reliability requirements. These issues are the most serious and need to be fixed
as soon as possible. Examples here can be an infinite loop, a wrong number of
arguments in a method, etc. “Vulnerabilities” define potential security risks.
That means that this code can point to a weak place in the system and can be
used by the person with an intent to harm it. The most common examples here
are violations of access modifier levels. Finally, there are “code smell” issues.
These are different issues, which are not “bugs” or “vulnerabilities”. They can
be relatively harmless, but in other cases can point to potential architectural
mistakes. There are a variety of examples, including code duplication, long
methods, high cognitive complexity of methods, etc.



Issues are also characterized by their severity. There are five severity
types “blocker”, “critical”, “major”, “minor”, “info”. The first two represent
the negative effects they have on a system. “Blocker” relates to an issue that
would most probably give a negative effect and make the code less reliable.
These issues should be fixed immediately. Issues with “critical” severity also
should be fixed, but, compared to “blocker”, they are not that urgent. “Major”
and “minor” represent the impact on a developer’s productivity. “Major” level
of severity means that the software has a high impact on a developer’s
productivity and “minor” is relatively lower. “Info” are just informational
issues that should be fixed but have a low severity.

So, for each issue, SonarQube collects such information as its type and
severity, rule code and explanation message, lines of code, etc. It also estimates
how much time is needed to fix this issue. This is called “effort” and “technical
debt” of the issue. Here, “technical debt” should be discussed separately.

One of the most interesting sources here is “The evolution of Technical
Debt in the Apache Ecosystem” [16]. The authors inspected the evolution of
66 Apache projects, including some from the current research. They also used
SonarQube as the main research tool. They investigated how technical debt in
these systems evolves over time. The answer to this question is: “in the
majority of the systems that we studied, there is a significant increase trend on
the size, number of issues, and on the complexity metrics of the project. On the
other hand, the normalized technical debt decreases as the project evolves”
[16]. Moreover, the most frequent types of technical debt were investigated.
Researchers claim that “the most expensive types of technical debt that must
be paid back in the ecosystem are actually higher-level problems: duplicated
code and ad-hoc exception handling” [16]. These conclusions are important,
as they are connected to this project.

Another interesting work is “How do developers fix issues and pay
back technical debt in the Apache ecosystem?” [17]. It is related to the
evolution of technical debt. The authors were also using SonarQube for debt
detection. For this purpose, they selected 57 Java-based projects from the
Apache ecosystem. They did not find a connection between the issue-fixing
rate (percentage of fixed issues) and the project size. Three classes of issues
that represent most of the technical debt were detected:

1) Method Complexity
2) Code Duplications
3) Exception Handling

Regarding issue fixing time, this study claims that “almost 20%
(=30K/155K) of the issues are fixed within one month of their introduction”
and “more than 50% of the issues are fixed within the first year” [17].



1.3 Problem statement

SATD is claimed to be something unavoidable, and even useful in some stages
of development, especially from the perspective of managers [11]. It is also
widespread.

However, more works [5, 4] admit the negative impact of SATD. It can
also stay in the code for a long time [12]. The real causes and impact of SATD
seem to be questionable, thus interesting to investigate.

This project aims to find a connection between SATD, and issues found
in projects by automated analysis tools. SonarQube will be used for this
purpose.

Research questions that will be answered are listed in Table 1.2 below:

RQ1 Is there a connection between the project size and SATD
percentage?

RQ2 Which types of issues are the most widespread in code
marked by SATD?

RQ3 Did the introduction of SATD influence the issue fixing time?

Table 1.2 — Research questions

A connection between the project size and SATD percentage was
already explored in [4] on a small set of 3 projects and in [6] on a larger set of
159 projects. However, the way of defining SATD was different. In both
previous works, the SATD-defining methodology with 62 text patterns [4] was
used. In [6], the “percentage of SATD” means the percentage of comments
with SATD from all the comments, while in current work and in [4] it means
the percentage of files, that contains SATD from all files. That being so, we
took the method from [4] as basic and extended it with a larger scope of project
and an additional SATD defining methodology [9].

The type of issues that are the most prevalent in the code marked by
SATD is also interesting to investigate. Previously, the issue types were
examined in relation to TD [16, 17], while SATD was not considered. On top
of that, as discovered in [4], more experienced developers tend to introduce
more SATD than less experienced ones. Meaning, what kind of issues are more
often marked by SATD comments remains an open question.

The connection between issue fixing time and the introduction of
SATD was investigated in [12]. However, there is no clear comparison of the
actual time needed for an issue to be fixed. Another work claims that “there is
a clear trend that shows that once the SATD is introduced, there is a higher
percentage of defect fixing” [5]. However, the actual time was not measured.
It motivated us to do a concrete comparison between the time, needed to fix
issues connected and not connected with SATD.



1.5 Scope

As a codebase, 30 open-source Apache projects were used. These projects are
included in the dataset [3] mentioned above.

The programming language of the analyzed files is Java.

The data given below represents a short description of the projects and
their repository state at the current moment. All of the used projects are
available on GitHub. Precise information about projects from the scope is
given in APPENDIX 3.

1.7 Target group

The target group of this project are professional developers who consider code
quality as one of their main interests. It can also include researchers who
investigate SATD, as the dataset containing the results of this project can be
useful for future research purposes.

1.8 Outline

The next chapter is “Method”, where the methodology and approaches applied
to the research will be discussed. In the “Implementation” chapter, the software
developed for the analysis will be discussed. There is a brief explanation of all
the steps, and how the interim results were stored. The implemented algorithms
and the used tools will also be described. In the “Result” chapter, there is an
overview of these results. Mainly the raw data from the DB tables will be
discussed in that chapter. The transformations of the data will be briefly
described there. A statistical analysis of the data and how it answers the
research questions will be given in the “Analysis” chapter. The next one,
“Discussion”, reflects our thoughts and opinion as well as compares the
obtained results with the previous works. The “Conclusion” and “Future work”
chapters finalize this thesis.



2 Method

According to the research questions asked, the main purpose of the thesis is to
investigate whether a connection between software quality issues and SATD
exists and if it does, what kind of impact SATD may have.

Related work was analyzed in order to explore the field of study,
formulate research questions, choose the best SATD detection strategy, and
investigate the results of similar works.

In order to answer the research questions, a retrospective case study
[23] was performed.

The data collected in the dataset [3] represents repeated observations
of code quality characteristics, collected by a static code analysis tool
(SonarQube) over projects’ history.

We also mined VCS (Git) repositories to collect SATD comments-
related data. Based on this data we can establish a link between SATD and
source code issues. After the connection is established, the data can be
separated into two groups, based on the criteria of whether the issue is
connected to SATD or not.

Based on the research questions, we formulate hypotheses and,
opposite to them, null hypotheses.

H1(RQ1): There is a significant connection between the project size
and SATD percentage.

As previously mentioned, the choice between SATD detection
methodologies was based on the information given in the related work. Two
methods were selected due to their reliability and low implementation
difficulty. The first is the basic methodology described in [4]. To apply it we
compared the text of every comment with 62 text patterns, found by Pordar
and Shihad [4] when they manually inspected 101 762 comments in source
code. If such a pattern exists in a text of a comment, then this comment is
considered to represent SATD. An example here can be “ToDo”, “FixMe” and
other similar patterns.

The second method is based on the usage of a text-mining solution
provided by [9]. It is ready to use Java library that contains a pre-trained text
mining model. The model contains four steps: text preprocessing, feature
selection, sub-classifiers training, and classifiers voting. As a dataset of the
model, 212 413 comments, provided by Maldonado and Shihab [28], were
used. This method is new and reliable [9].

It was decided to use a combination of the most basic method used in
previous research [4] and the more modern and effective one [9] as a resulting
SATD-defining methodology.

To determine if the results depend on a SATD detection method, we
utilized two groups of data: “SATD, defined by both methods” and “SATD,
defined by at least one method”. In order to find a statistical connection
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between the two variables, project size, and SATD percentage, the Pearson
correlation test [24] was used.

To answer RQ2 we needed to compare SATD-related issues and all
issues in general. The criteria needed to define that a SATD comment is related
to a SonarQube issue was that they should be present in the same block of code
at the same time. SATD-related issues were expected to be of a different type
comparing to not related to SATD.

Descriptive statistics were used to analyze the data. The data was
grouped by type of issue and its frequency. Chi-square test was used to check
the difference between two distributions. It was chosen because it can be used
to indicate an independence of categorical variables.

H1(RQ3): There is a significant difference between the lifetime of
issues connected with SATD, and issues not connected with SATD.

The lifetime of issues was measured by the authors of the dataset [3]
by performing the SZZ algorithm. The algorithm is based on linking a version
control system, e.g. Git, to an issue-tracking system (Jira, Bugzilla). The
implementation used here [29] is called OpenSZZ, and it takes the Git project
URL and Jira project URL as an input and returns fault-inducting and fault-
fixing commit list as an output. It retrieves commits that are connected to Jira
bugs, fixes, defects, and identifies which part of code was changed in that
commit. Then it does some evaluation with a semantic and syntactic analysis
on those commits and filters them. First, fault-fixing commits are selected and
evaluated. Then, fault-inducting commits, that can be associateed with the
same component and Jira issue, are selected. A more detailed explanation and
evaluation is given at [29].

Regarding the statistical analysis, the groups of data were represented
in boxplots and an ANOVA test [24] was carried out. It was chosen because
the ANOVA test is a classical way to indicate whether there is a significant
difference between groups of data.

2.1 Limitations

There are various types of limitations that makes it next to impossible to parse
every single comment and get all the issues from the projects in the mentioned
scope of this work. These limitations will be described below.

21.1 Limitations of the dataset

The original dataset was introduced by [3] in 2019. The data was collected
based on 33 open-source projects, and the dataset was accessible online as an
SQL.ite database file.

First, not all the data is properly logged in the dataset, thus some
commits and changes could be missed. The authors admit this issue; however,
there is no information about how full the dataset really is. We noticed that
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with the usage of DB tables, provided by the dataset authors, 34 726 unique
comments can be found. For the case when Git data is passed separately, 89
192.

There can be some inaccuracies of Fault-Inducing and Fault-Fixing
Commits data: the “SZZ algorithm might not have identified fault-inducing
commits correctly because of the limitations of the line-based diff provided by
Git, and also because in some cases bugs can be fixed by modifying code in
another location than the lines that induced them” [3].

The authors claim that there is missing data due to building errors,
however, they are not giving any exact numbers.

Another issue, related to the database, is that in the SONAR_ISSUES
table only provides information about the commit that led to the issue and its
lines of code. Having said that, the line number in the code is an unreliable
measurement. The issues can move up and down between lines in each commit,
thus it becomes impossible to connect them with SATD comments and the
commented methods.

These limitations can be a potential thread to external validity.

2.1.2 Limitations of SATD detecting methodology

Without a doubt, it is undoable to find all the SATD comments without
manually going through each one of them. Hence, we will most likely receive
some subset of the real SATD comments. Therefore, we used two different
methodologies and a wide set of possible text patterns that can define SATD.
The yellow color in Figure 2.1 shows commits that will later be analyzed by
SonarQube.

participants-keywords

T Sy

'text-mining' \
'key-pattern’ \ /

Figure 2.1 — Subset of SATD-defining methods used in research
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In Figure 2.1, “participants-keywords” represent a wide range of 357
text patterns used in [15]. This is not a SATD detection method, merely
keywords from interviewing developers on whether this pattern identifies
SATD. Applying this method resulted in an incredible number of false
positives (approximately 89%). Those results are excluded from future
research, so whether the comment was defined as SATD by “participants-
keywords” has no impact on future research. All the comments detected as
SATD by other methods were included in the results.

The “text-mining” set represents the result of applying [9], and the
“key-pattern” set represents the result of using the basic method from [4].

In order to narrow down the focus and decrease the execution time,
SATD is limited by the yellow sub-set.

These limitations can be a potential thread to external validity.

2.1.3 Parsing exceptions

Not all the files were parsed appropriately. The reasons for that include:

1) The committed code cannot be compiled (semicolon missing, a
variable name is “enum”, etc.).

2) The code was committed with merge conflicts.

3) The committed code has custom structures as “package ${package}”.
As a result, some commits were lost, as the execution in these cases
ended with an exception.
These limitations can be a potential thread to internal validity.

2.1.4 SonarQube-related limitations

SonarQube-related limitations are:

1) Building exceptions (sometimes pom.xml is not set up correctly, it can
be placed wrongly or has a wrong Java language level). Sometimes the
code is not compiling, or the tests are permanently broken.

2) A SonarQube analysis can miss files or just end with various
exceptions.

3) Long analysis execution time.

The limitations mentioned above can lead to the inability to scan every
single commit from the investigated subset.
These limitations can be a potential thread to internal validity

2.2 Reliability and validity

Potential threats to internal validity are usually the factors, that can
affect results but are not considered in the research. Parsing exceptions and
SonarQube-related limitations, mentioned above, can be an example here. To
define all those factors, manual inspection was carried out as a first step. For
this purpose, a small project, with artificially added SATD comments and
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issues, was analyzed. Then, the results of the analysis were manually inspected.
This process was repeated until no errors were found.

At the end of each analysis stage, the received data was checked. Due
to the large sample size, it became impossible to verify all of the results
manually. However, a few randomly selected comments were checked.

Furthermore, a logging subsystem was implemented. There is a
screenshot of the log file in the figure below. There, one of the most common
parsing errors is shown. The text of files that were parsed with exceptions was
logged as well.

] File Edit Vi

= giexplorer

Figure 2.2 — Log file

Also, in case of any exception in the chunk of data, it was logged in the
COMMENTS_BROKEN table. Then it was re-run one-by-one, to avoid any
missing data.

Threats to external validity are usually connected to a generalization
of the result. Here, limitations of SATD detecting methodology and limitations
of the dataset can be given as an example. We used 30 well-established open
source projects in our work (see Section 1.5), which is more than the average
amount of projects used in similar works, so it may be generalized to a certain
extent.

Moreover, the results we received were compared and combined with
the results of the dataset [3] authors. The findings are compatible with certain
conclusions made by other researchers [4, 12, 16] (See 6.4 for a detailed
explanation).

However, we restricted our work to open-source Java projects (see
Section 1.6.1) from the Apache ecosystem, so the results cannot be generalized
to commercial projects, or other programming languages, etc.

Conclusion validity is concerned with the possibility to draw correct
conclusions regarding the relationship between treatments and the outcome
[23]. To draw a valid conclusion, a series of statistical tests were carried out.
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These tests were chosen as the most suitable and well-known for this purpose
[24, 23].

As a reliability assurance, during a few partial runs, data from the
smaller projects was compared. It is impractical to run an analysis pipeline on
all the data multiple times, as the execution time is too long.

Construct validity refers to the connection of an experiment to
theoretical concepts. To ensure construct validity, all theoretical concepts were
defined, and related work was analyzed (see Chapter 1).

Content validity refers to whether all aspects of the problem are taken
into consideration. The possible threat to content validity is the fact, that only
SATD from source code comments were considered. However, SATD can be
noted in Jira tickets [13], Git commit messages, etc.

2.3 Dataset

The initial dataset we based our analysis on is introduced by [3]. The dataset
provides Git commits history, with the name of files, type of changes in these
files (ADD, DELETE, MODIFY), and the difference between commits.

SZZ_FAULT_INDUCING_COMMMITS JIRA_ISSUES
ey’ key
faultFixingCommitHash projectiD
faultinducingCommitHash creationDate
faultFixingFileChanged 4 resolutionDate
projectiD resolution
fauliFixingTimestamp type

s faultinducingTimestamp priority
GIT_COMMITS description
CommiHash GIT_COMMITS_CHANGES reporter
+{ projectiD commutiash
commitDate newPath
1 commitMessage _Fé linesAdded
committer linesRemoved
SONAR_MEASURES beanches projectiD
projectiD diff
PROJECTS commitHash methods
projectiD SQAnalysisDate T
gitLink ncloc
jiraLink < classes REFACTORING_MINER
sonarProjectkey complexity commitHash
SONAR_ISSUES refactoringDetail
4 creationCommitHash projectiD
closeCommitHash refactoringType
| squid
compaenent SONAR_RULES
stariLine plugin_rule_key
endLine description
creationDate E>—{—{name
type type
severity severity

Figure 2.3 — Dataset schema. Source: [3]

It also provides the number of SonarQube issues found in these files, their
history, and other information (see Figure 2.3).
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It is important to mention, that the dataset contains various important
information about projects, such as their Git statistics, SonarQube analysis
data, issue inducting and fixing commits, etc.

The number of projects analyzed is 33, they all belong to the Apache
ecosystem, and have Java as the main programming language. In general, the
dataset provides interesting information for the current project in a suitable
form (SQL.ite database), and we aim to use it.

The projects from the dataset are discussed in more detail in Section
1.5, and information about them is given in Table 1.5.

2.4 Tools for statistical analysis

As for statistical analysis, a Jupiter notebook in the R (v. 3.6.3) language [26]
was created. R is a widespread and well-known language, designated for this
purpose [26]. It implements many popular tests for statistical analysis. It also
supports parsing .csv files in one line and builds convenient charts and plots.
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3 Implementation

Initially, most of the information was supposed to be found in the core dataset.
However, a lot of data there was missing. The TD dataset authors provide the
table GIT_COMMITS_CHANGES with the information about commit hash,
filename, change type (ADD, DELETE, MODIFY). It has 891 711 records.
However, during a manual inspection, some missing in this table commits were
found. After the implementation of step 1, the GIT_CHANGES _PARSED
table was filled in, which contains a total of 3 830 007 records. Therefore, step
1 (Figure 3.1) was introduced. The second step (Figure 3.2), third (Figure 3.3),
forth (Figure 3.4), were needed as the dataset does not contain any information
about SATD. Also, the inability to compare lines in the code of different
commit states caused a need for additional SonarQube analysis (step 5).

To sum up, in order to answer the research questions, the following
data was needed:

1) Git commits and the names of files changed in those commits.

2) SATD comments found in files, their text, the time of adding and

deleting, the name of the file they belong to, and the lines of

commented methods.

3) Issues, which were found in corresponding methods.

The main class of the parser is written in Java 8 [25]. Due to the
specifics of each project, we used two different operating systems to run them:
Windows 10 (v. 1809) and Ubuntu 18.04 LTS, both installed on the same
machine. The architecture of the systems and the interaction between the
components is the same for both environments, however, the script syntax
differs a bit. We used sh script for Ubuntu and bat script for Windows.

Ubuntu OS was used to build the Apache Beam project, as the
Windows system struggled to run the Gradle builds correctly.

The computer specifications were the following: Intel Core i7-8550U
CPU 1.80 GHz and 16.0 GB of installed DDR3 RAM.

The implemented software is built based on Maven (v. 3.6.1). All the
dependencies are listed in pom.xml.

There were four steps of analysis and each run with the help of a
separate Java component. The results of each step are reflected in the database
SQLite (v. 3.0). Its main advantage is how portable it is. It also supports all
SQL functionality needed. The same type of database was used to save the
initial dataset. Standard JDBS was used to access it.

The first step of analysis (Figure 3.1) was motivated by the
insufficiency of the GIT_CHANGES table in the dataset. As it was already
told, it has 891 711 records while after this step was executed a total of 3 830
007 records were collected. To parse repository information jGit (v. 5.6) was
used. It provides an ability to iterate through all the commits from all the
branches and parsing the information about the changes (e.g., what files were
involved in commit change, type of change, etc.). As a result of this change,
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we got information about commit (its hash and timestamp), names of changed
files, type of change (ADD, DELETE, MODIFY). All this information was
saved in GIT_CHANGES_PARSED table.

JGit gets
commits list

for each
commit

get which files were
changed and how (ADD,
DELETE, MIDIFY)

v

save information in
IT_ CHANGES PARSED
table

Figure 3.1 — Flow of step 1

As the second step of the analysis, all information, collected in
GIT_CHANGES_PARSED table is iterated again with jGit in order to find file
content in each commit, and pass this information to JavaParser (v 3.13.3),
that parses the inputted Java file and automatically builds an abstract syntax
tree. Then, it implements the Visitor pattern and walks through all code nodes
(such as class, method, loop, comment, etc.). This approach was used in order
to collect full information about the comments. It was necessary as some multi-
line comments can be presented as a collection of a single ones, but they should
not be approached as multiple comments. Also, a few comments within one
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method should be represented as a single comment. Then, information about
each comment (its text, the name of the file it belongs, the lines of a commented
method, etc.) is saved in COMMENTS_ALL table. Such flow is motivated by
the need of applying different SATD-detection technics, therefore all
comments (both SATD and not-SATD connected) are saved in the database.

GIT_CHANGES_PARSED

[ get information from ]
table

Old and new state of the file in
specific commit are collected
N

S

~,

( Old and new state of the file
are parsed with JavaParser,
\ build AST J

Information about al the types of
comments, commented methods
and lines of methods is received.

omment existed befors
ame text in same file

comment is added to
COMMENTS_ALL table

Figure 3.2 — Flow of step 2
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The third step (see Figure 3.3) was motivated by a very high amount of
comments in COMMENTS_ALL table and the fact that a lot of duplicated
comments were found there. It had an enormous number of 6 392 996 records.
These records were checked for a unique combination of a comment text and
a file name. As a result, the COMMENTS_DISTINCT table was filled in. The
number of comments there is more realistic, showing a total of 282 929
records.

3
( get information from )
COMMENTS_ALL
. taile y
group comments by their
text and filename

N "y

for each
Qup of duplicates

adding date is the
earliest from all the

duplicates. Deleting date
is also the earliest

v

save unique comments
to
COMMENTS_DISTINCT
table

Figure 3.3 — Flow of step 3
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To specify, whether a comment represents SATD or not, the fourth step
was introduced (see Figure 3.4). Two SATD-detection methods were used for
this purpose. The text-mining method is more recent and effective [9]. To apply
it, we added a dependency on the JAR file, provided by the authors. The
method of keywords [4] is basic and includes 62 text patterns manually
collected by the authors. After iterating all of the comments,
COMMENTS_DISTINCT table was updated with information on whether
comment represents SATD and which methods detected it there. To narrow
down the focus and decrease execution time, SATD was limited by a sub-set
of these two methods. (see Figure 2.1).

4.
[ get information from ]
C

OMMENTS_DISTINCT
table

for each
comment

different methods

v

update table with
parsing results and
methods names

Figure 3.4 — Flow of step 4

[ parse for SATD with ]

Initially, it was planned to use for comparison SonarQube issues, found
by the dataset authors [3]. However, the number of issues, that could be used
for comparison was quite low, due to different commit states, so there was a
need to analyze code from different commits. For this purpose, the following
system was built (see Figure 3.5). It consists of the main class of parser, which
iterates all the commits and passes them as an argument to sh or bat script.
Then the script restores the working tree of the specific commit, compiles the
code using Maven or Gradle, and runs a SonarQube analysis.
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We installed the SonarQube community edition v8.2.0.32929. The
settings were edited to set the compute engine max memory of 2048MB, which
is much more than the default value. The SonarQube analyzer can be run with
the most common build automation tools namely Maven or Gradle. Therefore,
all the projects we investigated are configured in a way to utilize Maven or
Gradle.

After executing, SonarQube triggers a webhook to the specified port.
In order to listen to this port, a small service on SpringBoot (v. 2.2) was
implemented. The technology was chosen since it is convenient to use and
quick to implement. Next, the service sends a request to the SonarQube API
and receives a JSON-formatted response with discovered issues. For the
purpose of parsing the response, the Json-Simple (v. 1.1.1) library was used.
Received issues were saved in the SONAR_ISSUES PARSED table.

We were building the projects in different directories in parallel,
however, the community version of SonarQube is limited by only one Compute
Engine worker. The analysis of one commit took SonarQube an estimated 10
to 12 minutes on average. Consequently, we had to restrict the number of
commits analyzed by SonarQube.

SonarQube Analysis

Parser main class Bat script (sh seript) Sonar server Listener server

Collect information about
commit to be analyzed in get webhook request
chronological order | go to project directory ] put task in queue
J ¢ get information about
N . which components we
checkout commit analyze project need in current commit
or each project from DB
and commit
request issues for
these componennts

[ compile classes if possible ] send webhook when
¢ finished

[ run SonarQube analys ]—

-

parse JSON response

save Issues In
FONAR_ISSUES_PARSE[
DB table

log if analisys was
sucessful

Figure 3.5 — SonarQube analysis step

After all the data was collected, some statistical analysis was carried
out. It will be described later in the analysis chapter.
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4  Results

In this chapter, the results of our analysis will be discussed. First, we are
discussing raw data, how it was collected, and why it was needed to be
collected.

The received results represent different types of issues found in 30
different projects. The number of parsed files is 81 740. In total, 10 255 issues
were found in SATD-marked methods. As the results were obtained in these
few steps, we will also discuss exactly how the resulted files and tables were
received, converted, and parsed.

In order to answer the research questions, the following data was
needed:

1) Git commits and file changes in those commits.

2) Comments found in files, their text, adding and deleting date, the name
of the file they belong to, and lines of commented methods.

3) Issues found in the corresponding methods.

The TD dataset authors provide the table GIT_COMMITS_CHANGES
with the information about commit hash, filename, change type (ADD,
DELETE, MODIFY). It has 891 711 records. However, during a manual
inspection, some missing rows in GIT_COMMITS_CHANGES were found.
After the implementation of step 1, the GIT_CHANGES_PARSED table was
filled in, which contains a total of 3 830 007 records.

Structure Data Constraints Indexes Triggers DDL

CREATE TABLE GIT_CHANGES_PARSED (

projectID STRING,

commitHash STRING,

oldPath STRIMNG,

newPath STRING,

changeType STRING,

diff TEXT,

id INTEGER PRIMARY KEY AUTOINCREMENT

)s

Figure 4.1 - GIT_CHANGES_PARSED DDL

As a result of step 2 from the implementation, the COMMENTS_ALL
table was received. It had 6 392 996 records. After checking for a unique
combination of a comment text and a file name, the COMMENTS_DISTINCT
table was filled in. It has 282 929 records in total.
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Structure Data Constraints Indexes Triggers DDL

CREATE TABLE COMMENTS_DISTINCT (
commentText TEXT,
projectName STRING,
authorName STRING,
fileName STRING,
commentlLines STRING,
commentedBlock_from INTEGER,
commentedBlock_to INTEGER,
timeAdded BIGINT,
timeDeleted BIGINT,
addedCommitHash STRING,
deletedCommentHash STRING,
commentedBlockText TEXT,
allPreviousFileNames STRING,
id INTEGER PRIMARY KEY AUTOINCREMENT,
isSATD BOOLEAN,
methodName TEXT,
component TEXT,
parentCommitHash TEXT,
UNIQUE (

commentText,
fileName

)
ON CONFLICT IGNORE

)s

Figure 4.2 - COMMENTS_DISTINCT DDL

As we can see in Figure 4.2, this table contains relevant information
about texts of comments, names of files, lines of a commented block, times
when a comment was added or deleted, whether that comment was tagged as
SATD, and what analysis methods were used. Some examples are in the Table

4.1

SATD comments text

Analysis methods

"
* This entire class supports an optional
optimization. This code does a sanity check to
ensure the optimization code did what was
intended, doing a noop if
* there is a bug.
* "

participants-keywords
text-mining

"/l TODO ACCUMULO-2462 not going to
operate as expected with volumes when a path,
not URI, is given

// fall back to local"

key-pattern  participants-
keywords text-mining

"/l 1ts possible the set of files could change
between gather and now. So this will default to
compacting any files that are unknown."

participants-keywords
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"/ Write the init vector in plain text, | text-mining
uncompressed, to the output stream. Due to the

way

/I the streams work out, there's no good way to

write this

/[ compressed, but it's pretty small."

"/l Swap colors -- old hacker's trick key-pattern
"Il ""-Dstupid=idiot™,""are"",""--all"",""-- | key-pattern
all"™ ""'here™"

Table 4.1 — SATD comments examples and SATD-detecting methods

During the implementation of step 4 (shown in Figure 3.2), commits
were parsed in order to detect SATD. On a file level, 7 188 files were marked
as SATD by at least one method and 4 685 by both methods. The total amount
of unique files was 81 740. These numbers were calculated by SQL queries
such as:

“SELECT DISTINCT fileName FROM COMMENTS DISTINCT
WHERE isSATD = 1 AND method =...".

As we can see, the renamed or moved files were distinct, as it is hard
to define the opposite. The amount of SATD comments, compared to all is
shown in Figure 4.3

AMMOUNT OF SATD
COMMENTS

# All comments

# SATD comments

Figure 4.3 — Amount of SATD comments defined by at least one method,
compared to all found comments
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The information about the percentage of files marked as SATD for each
project was given in tables (APPENDIX 1) and was used to answer RQ1.

Regarding SonarQube issues, the TD dataset creators spent 200 days
performing the complete analysis of all the commits in these projects [3].
Although, as we cannot compare the line numbers in files of different commits,
only a small set of SATD-comments could be linked to SonarQube issues.
Therefore, the implementation of step 5 (see Figure 3.3) was necessary.

Issue message

Issue severity

Issue type

Make this member
"protected".

CRITICAL

VULNERABILITY

Refactor this code to not nest
more than 3
if/for/while/switch/try
statements.

MAJOR

CODE_SMELL

A "NullPointerException”
could be thrown;
"requestedVersion™ is nullable
here.

MAJOR

BUG

Refactor this method to reduce
its Cognitive Complexity from
183 to the 15 allowed.

CRITICAL

CODE_SMELL

Rename this method name to
match the regular expression
'\[a-z][a-zA-Z0-9]*$'.

MINOR

CODE_SMELL

Table 4.2 — Examples of different SonarQube issues

The results of the SonarQube analysis were recorded to the
SONAR_ISSUES_PARSED table.
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Structure Data Constraints Indexes Triggers DDL

CREATE TABLE SONAR ISSUES PARSED (
creationDate,
updateDate,
discoveredCommitHash,
issueKey,
type,
rule,
component,
severity,
project,
line,
startline,
endlLine,
status,
message,
effort,
debt

Figure 4.4 — SONAR_ISSUES_PARSED DDL

Not all the issues were collected, but only those that were in the same
files as SATD comments, and not all of the commits were analyzed
successfully. Despite that, we still received 110 951 table records. Some
examples are in Table 4.2 above.

As we can observe in the figure above, important information such as
the date of creation and updating, types, severities, names of broken rules, file
names, and lines were recorded.

A similar table, SONAR_ISSUES, was created by the TD dataset
authors and contains a total of 1 941 508 issues. Its DDL is very similar, the
recorded information is the same, but the scope is much wider. All of the
comments of all the projects were supposed to be analyzed, however, some
files were excluded due to building or parsing exceptions, etc. Some of the
issues are connected with “ToDo” comments, left in the code, most of which
is SATD. These issues were excluded from future analysis (see Figure 4.5).
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AMOUNT OF EXCLUDED TODO ISSUES

# TODO issues

Figure 4.5 — Excluded issues

The tables were both used to create a clearer picture of SonarQube
issues, related to SATD.

select * from COMMENTS_DISTINCT
inner join SONAR_ISSUES
on (addedCommitHash = creationCommitHash
AND COMMENTS_DISTINCT.component = SOMNAR_ISSUES.component
AND ((commentedBlock_from >= startline and endlLine >= commentedBlock_to)
OR (startlLine >= commentedBlock_ from and commentedBlock_to »= endLine)
OR (commentedBlock_from >= startline and startlLine >= commentedBlock_to)
OR (startlLine >= commentedBlock_ from and commentedBlock_ from »= endLine))})
where isSATD = 1
AND squid <> 'squid:S51135°'
AND methodName LIKE 'key-pattern' || '%' || 'text-mining';

select * from COMMENTS_DISTINCT
inner join SONAR_ISSUES_PARSED
on (addedCommitHash = discoveredCommitHash
AND COMMENTS_DISTINCT.component = SOMNAR_ISSUES_PARSED.component
AND ((commentedBlock from >= startline and endlLine »= commentedBlock_to)
OR (startlLine >= commentedBlock from and commentedBlock_to »= endlLine)
OR (commentedBlock from >= startline and startline >= commentedBlock to)
OR (startlLine »>= commentedBlock from and commentedBlock from »>= endLine)))
where isSATD = 1
AND rule <> 'java:S51135"
AND methodName LIKE 'key-pattern' || '%' || 'text-mining';

Figure 4.6 — SQL queries of selecting SATD-related SonarQube issues

As we can see in the figure above, only SATD detected by both
methods were included. Rule S1135, “Complete the task associated to this
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TODO comment”, is excluded, as it is related to “TODO” comments. Further,
the data was cleaned for uniqueness and converted to a .csv format.

As a result, two .csv files were received. The first consists of 10 255
unique SATD-comments, all of which were linked to SonarQube issues, while
the second consists of the data from the SONAR_ISSUES table. These files
are later analyzed using statistical tools in order to answer RQ2. The results
from the two tables, but slightly preprocessed by clearing up corrupted data,
are used to answer RQ3 as well.
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5  Analysis

Analysis of the data was performed by different kinds of statistical methods,
and the R programming language was used for this purpose. As an input, .csv
files with resulting data were taken.

51 Analysis of the connection between the project size
and SATD percentage

For the sake of answering RQL1, the percentage of files containing SATD was
calculated. The full tables with analysis results are provided in APPENDIX 1.
The number of projects is 30. SATD on file-level granularity ranges from 0%-—
20.83% (mean — 8.8, standard deviation — 4.87) if we are looking at SATD
defined by at least one method, and from 0%-18.06% (mean — 5.9, standard
deviation — 4.17) if SATD was defined by both methods. Shown below is the
Table 5.1 of the top 5 SATD projects, in order by their percentage of SATD:

Project name Number of files
mina-sshd 2277
commons-bcel 1357
commons-dbcp 433
commons-codec 348
commons-exec 72

Total 81740

Table 5.1 — Top 5 projects by SATD percentage and their size

Projects and percentage of SATD, defined by at
least one method & both methods

mina-sshd commons-bcel commons-dbcp commons-codec commons-exec

25

20

1

vl

1

o

ol

(=]

= SATD by both methods B SATD by at least one method

Figure 5.1 — Top 5 SATD projects with SATD percentage, defined by one
method and percentage of SATD defined by both methods
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The Pearson correlation test was used to check if there is a correlation
between the project size and the percentage of SATD. The results are in
APPENDIX 2. The P values are too high with no correlation detected.

In [4], 2.4%-31% SATD on file-level granularity was detected. The
result was based on three projects. Since we are dealing with percentages based
on 30 projects, the wider range of around 0%—20.83% looks plausible.

The percentage of files with SATD differs from project to project. Two
factors that can have an impact on it:

1) Corporate culture: teams use different approaches to managing TD.

“Managing technical debt involves finding the best compromise for the
project team. It involves a willingness to accept some technical risks to achieve
business goals and an understanding of the need to temper customer
expectations to enforce software quality” [11]. Hence, we clearly see that TD
introduction and management highly depend on the business goals of a project
and its customers.

2) Parsing problems: certain commits can have code that is not compiled
normally or have various issues.

As it was discussed before (Section 2.1.3), parsing problems are mainly
connected to custom code structures, which are typically a general pattern for
one particular project.

As a result, based on the received results, the answer to RQ1: No
connection between the file size and the percentage of SATD was found.

5.2 Comparison between the types of issues found in
SATD marked code and all issues

We have analyzed SonarQube issues found in blocks of code with SATD
comments. The data was received with an INNER JOIN SQL query between
tables with SonarQube issues and comments, so if there are multiple issues
detected by one method, they will be represented in different queries. The
criteria for a match between the issue and the comment were lines of code in
the commented method, therefore we could only take into consideration the
commit hashes that matched. In later commits, some code could be added or
removed, and some lines would move.

The results collected in such a manner were converted to .csv files and
used as an input for R functions.

There is a comparison of issues connected with SATD and not
connected with SATD by a few parameters. As our results only include issues
connected with SATD, and since we did not analyze all projects and commits,
we decided to also compare these results with the overall issues found by the
authors of the original dataset [3].
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The comparison was performed using percentages, due to different data

samples sizes.

120
100
80
60

40

Percentage of issues

20
3.64

0 I

[ssue types

95.17

1.19

SATD-connected

EBUG ®CODE SMELL

95.87

117 2.96

Issues in general

VULNERABILITY

Figure 5.2 — Comparison of percentages of different issue types

As we can see in the figure above, CODE SMELL is the most
widespread issue type in both cases. There are more bugs than vulnerabilities
for issues connected with SATD, while the situation is opposite for issues
overall. In order to check the dependency of variables Pearson's Chi-squared
test was carried on. The results are presented below in Table 5.2. X-squared
value is higher than critical value, so we can reject HO about no difference

between distributions.

X-squared df p-value
Pearson's Chi-squared | 74.947 2 <2.2e-16
test
Critical value (.99) 13.81

Table 5.2 — Chi-squared test of issue types
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Figure 5.3 — Comparison of issue severities for SATD-related issues and
issues overall

As we can see in the figure above, SATD-related issues have a higher
percentage of MAJOR and CRITICAL severities, while there are much fewer
INFO and MINOR severities. We can say that issues that relate to SATD seem
to have a higher severity compared to issues in general.

X-squared df p-value

Pearson's Chi-squared | 817.66 4 <2.2e-16
test
Critical value (.99) 18.46

Table 5.3 — Chi-squared test of issue severities

In order to check the dependency of variables Pearson's Chi-squared
test was carried on. The results are presented above in the Table 5.3. X-squared
value is higher than critical value, so we can reject HO about no difference
between distributions.

The most widespread issues are presented below.

S1172 - Unused method parameters should be 716 6.98%
removed
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S3776 - Cognitive Complexity of methods should not | 688 6.71%
be too high

S116 - "Rename this field" 646 6.3%
S1192 - String literals should not be duplicated 622 6.07%
common

Duplicated blocks 401 3.91%
S125 - This block of commented-out lines of code 398 3.88%
should be removed

Other 6784 66.15%

Table 5.4 — SATD-connected issues corresponding SonarQube rules

As observed in the Table 5.4, the most common issues related to SATD are
related to code duplication, methods complexity, as well as minor fixes. They
are most likely caused by quick fixes, such as copy pasting, commenting-out
code, etc. Consequently, it sounds reasonable that these quick fixes may

correlate with SATD comments.

Two groups of issues related to code duplication are introduced, which
represents a total of 9.98%. The cognitive complexity issues are 6.71%, while
less significant ones, such as “Unused method parameters” and "Rename this

field" are made up of a total of 13.01%.

Useless import 130564 | 6.72%
Redundant throws declaration 108698 | 5.6%
S1166 - Either log or rethrow this exception 101654 | 5.24%
S134 - Refactor this code to not nest more than 3 91184 4.7%
if/for/while/switch/try statements

S1192 - Define a constant instead of duplicating this | 93799 4.83%
literal

Other 1276120 | 6573%

Table 5.5 — Most common SonarQube rules in general

34




The most universal issues in the same projects are presented in the
Table 5.5. It reveals that there are some issues connected with duplicates at
4.83%, while complexity-related issues (S134) are 4.7%, exception handling
issues 5.24% and minor refactoring issues are in total 12.32%.

X-squared df p-value

Pearson's Chi-squared | 22946 240 <2.2e-16
test
Critical value (.99) 313.43

Table 5.6 — Chi-squared test of SonarQube rules distribution

In order to check the dependency of variables Pearson's Chi-squared
test was carried on. The results are presented above in the Table 5.6. X-squared
value is higher than critical value, so we can reject HO about no difference
between distributions.

As we can discern, there is a large number of issues, however, the
proportions remain the same. Most of the issues have the CODE_SMELL type
and MAJOR severity. SATD-related issues tend to have a larger percentage of
severe issues, a larger percentage of code duplication issues (9.98% compared
to 4.83%), as well as a larger percentage of cognitive complexity related issues
(6.71% compared to 4.7%). In general, the most common issues relate to
different SonarQube rules.

To sum up, the answer to RQ2 is that the most widespread issues,
related to SATD are:

- Unused method parameters should be removed

- Cognitive Complexity of methods should not be too high

- "Rename this field"

- String literals should not be duplicated

- Duplicated blocks

- This block of commented-out lines of code should be removed.

The results indicate that these types of issues relate to such serious issues as
methods with high cognitive complexity, duplicated code, and such minor
issues as “Unused method parameters” and “Wrong name for the field”.
Therefore, developers leave SATD comments in a situation where serious
architectural improvements are needed, as well as in predominantly low-
quality code.

5.3 Analysis of SATD-related issues’ fixing time

In order to answer this question, two groups “with SATD” and “without
SATD” should be compared. We did some preparations by removing the zero
values of the “bug fixing time”. These values represent corrupted data and
could appear if the bug fixing time was not defined.
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Then, we removed issues from the “all issues” sample that appeared in
the same file where SATD can be found This is not a very precise method as
we can remove the extra issues. However, as the “all issues” sample is much
bigger than the “SATD sample” and the lines of code do not match for different
commits, this solution was the best.

Finally, we cleaned the samples from duplicates.

The analyzed sample consists of 40932 issues that are not connected
with SATD and 4107 issues, that relate to it. The amount of SATD-connected
issues is therefore much smaller.

The issue lifetime was mainly measured by the dataset authors [3],
using an SZZ algorithm. The measurement unit is second. In Figure 5.4 there
are boxplots illustrating the issue lifetime difference depending on whether
there is any SATD. There are some outliers.
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Figure 5.4 - Comparing the issue lifetime in source code with and without
SATD

36



Then ANOVA test was carried out to check if there is a significant difference
between the groups.

Df Sum Sq Mean Sq | F value | Pr (>F)

ISSATD |1 3.862e+18 | 3.862e+18 | 1182 <2e-16 | ***

Residuals | 44957 1.469e+20 | 3.267e+15

Signif. Codes 0 “*** (0.001 “*** 0.01 *** 0.05 > 0.1 "1

Table 5.7 - ANOVA test for comparing the issue lifetime for source code
with and without SATD.
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Figure 5.5 — A comparison of the issue lifetime in source code with and
without SATD without outliers
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Then we removed outliers (see Figure 5.5) and received a different
picture. The group with issues that are not connected with SATD is wider and
represents that these issues need more time to be fixed. This can relate to large
values being removed.

As we can see from the ANOVA test in the Table 5.7, there is a
significant difference between these groups. The range of SATD issues is
wider, which can be caused by smaller samples or other effects like described
in [6], however, the median issue lifetime is lower. That indicates that the
majority of the issues are fixed faster with the introduction of SATD.

As a result, we can answer RQ3 with: the introduction of SATD is decreasing
the time an issue lives in code. This can relate to issues being more obvious
with SATD introduction. Alternatively, it can mean that code with generally
low quality and tend to have more SATD as well.
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6 Discussion

In this chapter, results are discussed. Further, the results of the current work
are compared with the results that were received by other researchers.

The obtained result demonstrates that the introduction of SATD is
usually related to certain types of issues (RQ2). These types of issues point to
methods with high cognitive complexity, duplicated code, and such issues as
“Unused method parameters” and “Wrong name for the field”. The first two
are the most significant, as they point to the highest TD [17] and can be related
to a serious architectural issue. The last two are the opposite, as they just detect
“code smells”, which means a generally low quality of code. Noticeably,
developers leave SATD comments in a situation where serious architectural
improvement can be needed, as well as in predominantly low-quality code.

Similar conclusions can be made by looking at the connection between
the issue fixing time and the presence of SATD in a related code (RQ3). The
test shows a significant difference between the groups of issues with SATD
and the groups without it. Because of that, a null hypothesis can be rejected.

Regarding the issues connected with SATD, the range of issue fixing
times was much wider, with the median value being lower in relation to the
issues without SATD. For severe and architecture-related issues, the fixing
time is higher. The removal of duplicated code or the refactoring of complex
methods can require a lot of time, which does not always satisfy business goals.
As it was discussed in [11], some developers follow the “if something isn’t
broken, don’t fix it” principle. Hence, the fixing time will be elongated for this
category of issues. Other issues, such as “Unused method parameters” and
“Wrong name for the field” can be fixed quickly. These two types together
create the mentioned wide range of issue fixing time.

As for the connection between the size of the project and the amount of
SATD (RQL), it was not discovered, which means that the null hypothesis
cannot be rejected.

6.1 Connection of findings to the previous work

During our analysis, we did not discover any support of a connection between
the size of the project and the percentage of SATD files in it. However, when
considering a large sample, with more projects analyzed, that could change. In
the boxplots (Figure 5.1, 5.2), the smallest projects (category <500) have the
widest range of SATD, and the larger ones seem to be narrower. This sounds
logical and understandable and is also well-compatible with the [16], as it was
there discovered that the majority of projects tend to decrease the normalized
(per one line of code) TD over time. The ANOVA test has not proven that, but
that may be due to such a small sample size.

In a big sample size (159 software projects) [6], a connection between
the size of the system and the amount of SATD was discovered. The authors
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claim that “the number of SATD instances increases during the change history
of software systems due to the introduction of new instances that are not fixed”

[6].

In general, the percentage of SATD on a file granularity level seems to
be similar to previous research. In [4], there was a total of 2.4%-31% SATD
detected on a file-level granularity. The result was based on 3 projects, and if
we compare that to the percentages based on 30 other projects, the range of
around 0%-20.83% looks plausible.

In [17], the authors found that issues connected to “Code duplication”,
“Exception handling” and “Complexity” are related to a high TD. The same
types of issues are some of the most widespread in the collected data in relation
to SATD. This is also comparable with the findings from [16]. The authors
discovered that “Duplicated code” and “Exceptions” issues have the most
Technical Debt in the projects. Indeed, the percentage of “Duplicated code”-
like issues in a group of projects related to SATD is much higher than other
issues overall.

As the connection between TD and SATD was not supported, we cannot
say that we received comparable results in this case. However, it can mean that
developers tend to detect code with a high level of TD and make a comment
on it. The reason is that for the current research “issues connected with SATD”
does not entail that the issues and SATD were added simultaneously (in the
same commit). We define that the issues and SATD are connected if they were
detected in the same code. This can give an inspiration for any potential TD
and SATD studies.

As for the most common issue types related to SATD, “Code
duplication” and “Cognitive complexity” issues were discovered here. They
relate to architectural issues and require a significant refactoring in general. It
is supported by the conclusions, given by researchers in [5]: “SATD changes
are more difficult than changes non-SATD changes”. Also, in [27] authors
conclude that the leading sources of technical debt are architectural choices.

In regard to the issues’ lifetime, investigated in RQ3, its average (362
days) fits in the range given by [12] (82-613 days), so it also seems
trustworthy.

Another work claims that “there is a clear trend that shows that once the
SATD is introduced, there is a higher percentage of defect fixing” [5]. In
general, this explains why the median of the issue-fixing time for SATD
changes is lower, compared to non-SATD.

Finally, the limitations discussed in the current work are similar to what
the authors of [22] faced. These are such problems as missing dependencies,
syntax error, and ambiguous types.
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7  Conclusion

The research aimed to investigate a connection between code quality issues
found by SonarQube and issues marked as SATD. The codebase used for
research was limited by 30 open-source Apache repositories. The
programming language used for analysis was Java. As the results are based
only on these projects, and there were some limitations, the findings are general
to a certain extent.

For the sake of answering RQ1, the percentage of files containing
SATD was calculated. The full tables with analysis results are provided in
APPENDIX 1. The range of SATD on file-level granularity differs from 0%-—
20.83% if we are looking at SATD defined by at least one method, and from
0%-18.06% if SATD was defined by both methods. The Pearson correlation
test was used to check if there is a correlation between the project size and the
percentage of SATD. The results are in APPENDIX 2. The P values are too
high with no correlation detected. As a result, based on the received results, the
answer to RQ1: No connection between the file size and the percentage of
SATD was found.

To answer RQ2 SATD-related issues and all issues in general were
compared. The criteria needed to define that a SATD comment is related to a
SonarQube issue was that they should be present in the same block of code at
the same time. Descriptive statistics were used to analyze the data. Chi-square
test was used to support the difference between two distributions. The data was
grouped by type of issue and their respective frequencies. Based on the
statistical analysis of the collected data, it can be concluded that the
introduction of SATD is related to a certain type of issues. The results indicate
that these types of issues relate to such serious issues as methods with high
cognitive complexity, duplicated code, and such minor issues as “Unused
method parameters” and “Wrong name for the field”. Therefore, developers
leave SATD comments in a situation where serious architectural improvements
are needed, as well as in predominantly low-quality code.

In order to answer RQ3, two groups “with SATD” and “without
SATD” were compared. The lifetime of issues was measured by the authors of
the dataset [3] by performing the SZZ algorithm. Regarding the statistical
analysis, the groups of data were represented in boxplots and an ANOVA test
[24] was carried out. It was chosen because the ANOVA test is a classical way
to indicate whether there is a significant difference between groups of data. As
a result, the issue fixing time related to SATD is lower by its median. The
introduction of SATD is decreasing the bug fixing time. This can relate to
issues being more obvious with SATD introduction. Alternatively, it can mean
that code with generally low quality and tend to have more SATD as well

The received results represent a quite wide variety of issues, different
projects, and files. The number of parsed files is 81 740. In total, 10 255 issues
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were found in SATD-marked methods. However, it might extend beyond these
numbers due to various parsing errors, building errors, etc. If an analysis ended
with an error, its results were not included. The highest number of errors were
related to the SonarQube analysis. In the best-case scenario, all broken
commits, non-compiling code, broken tests, invalid pom.xml could be fixed
manually. However, this is not realistic. Another perfect and non-realistic
scenario is when domain experts manually verify the SATD-related code. This
could make SATD detection very precise. The more data we are able to collect
and the more precise our statistical analysis becomes, the more accurate
conclusions we can present.

Despite all of the limitations, the received data is still valuable, and the
samples are quite big. We hope that the current findings can help to improve
the code quality evaluation approaches and development policies.

7.1 Future work

First, the scope of the projects should be increased, and other programming
languages can be investigated. As we can see in research [19], there could be
some quality differences depending on which programming language we are
using. The other languages are also mentioned less in the TD-related
researches. Hence, it could be interesting to investigate and compare SATD
and code quality characteristics with other programming languages and
ecosystems.

Further, different SATD-detecting methods should be implemented. As
we know, there are various SATD-detection techniques, and not all of them are
based on comments parsing. There are some that use, for example, an issue
tracker system [13]. These SATD can be of a different type, and be related to
different types of issues, so this question is also interesting to investigate.

In this thesis, no significant difference between the size of the project
and the amount of SATD was detected, but that can relate to the small sample
size. It would be interesting to check that again using more projects. As we
know, in a big sample size (159 software projects) [6], a connection between
the system size and the amount of SATD was discovered. This can be checked
on other levels of granularity (method, class), on other sizes of samples, etc.

A SonarQube developer license should be bought. It allows using more
than one analyzer in a chain, which would speed up the analysis significantly.
With the ability to analyze every single file in every single commit state, the
group of issues not connected with SATD would be defined more accurately.
Finally, more research questions could be taken into consideration.
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A Appendix

Al Projects and amount of SATD, detected by at least one
method
Project Name Amount of | SATD files | % of SATD
Files files
commons-exec 72 15 20.83
commons-dbcp 433 85 19.63
mina-sshd 2277 395 17.35
commons-codec 348 55 15.8
commons-bcel 1357 198 14.59
commons-fileupload 236 27 11.44
beam 11918 1306 10.96
commons-vfs 1779 194 10.91
felix 19211 1889 9.83
commons-jexl 600 58 9.67
ambari 7952 766 9.63
santuario-java 2010 192 9.55
atlas 2846 247 8.68
commons-net 1021 87 8.52
commons-cli 225 19 8.44
zookeeper 2890 241 8.34
commons-beanutils 825 64 7.76
commons-io 625 46 7.36
accumulo 6248 456 7.3
commons-jelly 1776 128 7.21
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commons-dbutils 232 16 6.9
commons-validator 488 32 6.56
commons-configuration 1477 71 4.81
httpcomponents-client 3952 189 4.78
commons-collections 3059 141 4.61
commons-digester 1486 62 4.17
commons-jxpath 541 21 3.88
commons-ognl 921 24 2.61
httpcomponents-core 4904 94 1.92
commons-daemon 31 0 0
(Total) 81740 7118 8.7
A.2 Projects and amount of SATD, detected by both
methods
Project Name Amount  of | SATD files | % of SATD
Files files
commons-exec 72 13 18.06
mina-sshd 2277 355 15.59
commons-bcel 1357 166 12.23
commons-codec 348 37 10.63
commons-dbcp 433 44 10.16
commons-vfs 1779 157 8.83
ambari 7952 647 8.14
commons-jexl 600 27 8
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beam 11918 870 7.3

commons-fileupload 236 17 7.2

atlas 2846 177 6.22
felix 19211 1184 6.16
santuario-java 2010 123 6.12
commons-cli 225 13 5.78
commons-io 625 34 5.44
commons-validator 488 24 4.92
zookeeper 2890 119 4.12
commons-jelly 1776 70 3.94
commons-net 1021 40 3.92
commons-dbutils 232 9 3.88
accumulo 6248 214 3.43
commons-configuration 1477 48 3.25
commons-collections 3059 94 3.07
commons-beanutils 825 20 2.42
httpcomponents-client 3952 77 1.95
commons-jxpath 541 10 1.85
commons-digester 1486 25 1.68
commons-ognl 921 13 1.41
httpcomponents-core 4904 58 1.18
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commons-daemon

31

(Total)

81740

4685

5.73
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B  Appendix

B.1 Pearson correlation test between projects and amount
of SATD, detected by at least one method

-»
R=-0.013,p=095
201 " P
L ]
=
o
=
3
£ 15
@
=
o
%
o
@
w
e
=)
210
=
2
E_
<
w)
hid
[=]
=
2
5 9
o
0— -

0 5000 10000 15000 2000
amount of files in the project

50



B.2 Pearson correlation test between projects and amount
of SATD, detected by both methods
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C Appendix

C.1l

Characteristics of projects in the scope

Description

Commits

Branches

Contributors

Accumulo

Apache project
for storing and
managing large
data through a
cluster. It is still
in  development
and uses Maven
as a package
manager.

10493

2

110

Ambari

Apache project
for managing and
configuring
Hadoop cluster.
It is still in
development and
uses Maven as a
package
manager.

24584

62

124

Atlas

Apache project
that provides a
set of services for
integrating
Hadoop and data
managing within
it. It is still in
development and
uses Maven as a
package
manager.

3114

14

31

Commons
BCEL

Byte Code
Engineering

Library — Apache
project for
decompiling,

changing, and
compiling Java
classes. It is still

1542

23
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in  development
and uses Maven
as a package
manager.

Beam

Apache project
connected  with
data  pipelines,
their parallel
execution, etc. It
is still in
development and
uses Gradle as a
package

manager. Earlier
commits use
Maven.

27128

63

596

Commons
Bean Utils

Apache project
providing Java-
based utility for
component
architecture. It is
still in
development and
uses Maven as a
package
manager.

1293

23

Cocoon

Apache
programming
framework  for
building  web-
applications.
XML-based. The
latest commit
was in 2019. It
uses Maven as a
package
manager.

13161

18

17

Commons
Codec

Apache project
that contains
various encoders
and decoders. It
is still in
development and

1974

26
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uses Maven as a
package
manager.

Commons
Cli

Apache project
for command
line interface. It
is still in
development and
uses Maven as a
package

manager.

932 3

33

Commons
Exec

Apache project
that provides
tools for
executing

external software
from Java. The
last release was
in 2014. It uses
Maven as a
package

manager.

637 1

Commons
File
Upload

Apache project
concentrated on
providing  file
uploading

functionality to
web applications.
It is still in
development and
uses Maven as a
package

manager.

986 8

29

Commons
10

Apache project
containing
utilities for input-
output
functionality. It
is still in
development and
uses Maven as a
package
manager.

2337 4

56
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Commons | Apache project | 1940 5
Jelly which  provides
functionality for
converting XML
files into
executable code.
The latest
commit was in
2019. The last
release was in
2017. It uses
Maven as a
package

manager.

21

Commons | Apache project, a | 1734 7
Jexl library providing
Java EXpression
language in
relation to
scripting

features. It is still
in  development
and uses Maven
as a package
manager.

21

Commons | Apache project | 3188 18
Configura | that provides
tion interface to
access
configuration
files from
various sources.
It is still in
development and
uses Maven as a
package
manager.

26

Commons | Apache project | 1151 3
Daemon providing
alternative to
single-point
entry (main
method) and

18

55




notifying about

the process
shutdown. It is
still in

development and
uses Maven as a
package
manager.

Commons
DBCP

Apache project
that relates to DB
connection pool
functionality. It
is still in
development and
uses Maven as a
package

manager.

2107

34

Commons
DBUtils

Apache project
related to
improving  user
experience  of
JDBC usage.
Provides an
additional  tool
for code cleaning
and structuring.
It is still in
development and
uses Maven as a
package

manager.

713

20

Commons
Digester

Apache project
that provides a
common way to
parse XML
configuration in
order to initialize
Java objects. It is
still in
development and
uses Maven as a
package

manager.

2146

17

56




Felix

Apache project
aimed to
implement OSGi
Framework
under  Apache
license. It is still
in  development
and uses Maven
as a package
manager.

15556

23

29

HTTP
componen
ts Client

Apache project,
providing

extended, non-
standard, and
improved

features of the
HTTP-protocol
support. It is still
in  development
and uses Maven
as a package
manager.

3119

40

HTTP
componen
ts core

Apache project
which provides a
set of low-level
instruments  for
supporting HTTP
protocol. Itis still
in  development
and uses Maven
as a package
manager.

3420

33

Commons
JXpath

Apache project
which  provides
an interpretation
tool for the Xpath
expression

language. The
latest ~ commit
was a year ago.
The latest release
was in 2008. It
uses Maven as a

599

16

57




package
manager.

Commons | Apache project | 2130 12
Net which support all
the most popular
network

protocols  and
provides access
to its low-level
functionality. It
is still in
development and
uses Maven as a
package

manager.

14

Commons | Apache project | 622 2
OGNL containing tools
to support
Object-Graph
Navigation
Language
(language of
manipulating
with data).

The last commit
was in 2019. It
uses Maven as a
package
manager.

Santuario | Apache project | 2922 13
providing

implementation
of security
standards related
to XML. Itis still
in  development
and uses Maven
as a package
manager.

Mina Apache project | 2019 4
SSHD providing

instruments  to
support SSH

37

58




protocol. Based
on Apache Mina,
which is a library
for asynchronous
input/output. It is
still in
development and
uses Maven as a
package

manager.

Commons
Validator

Apache project
providing means
for both client-
side and server-
side validation. It
is still in
development and
uses Maven as a
package

manager.

1362

24

Commons
VES

Apache project
providing means
to access
different types of
files via different
file systems. VFS
stands for Virtual
File System. It is
still in
development and
uses Maven as a
package

manager.

2452

30

Zookeeper

Apache project
that provides a
service to store
and maintain
configuration

information. Itis
still in
development and
uses Maven as a

2149

20

109

59




package
manager.

Number of projects 30
Number of commits 137510
Number of contributors 1570
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