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Abstract

Data pipelines are a core component of distributed systems, where large volumes of
data must be processed efficiently, reliably, and at scale. The two commonly used
paradigms are batch processing, which handles data in bounded jobs, and stream
processing, which handles data continuously as it arrives. Despite both being widely
used, little empirical research compares them as deployed pipelines under controlled
and comparable conditions. This thesis addresses the gap by implementing a batch
pipeline using Apache Spark, and a streaming pipeline with Apache Flink and
Apache Kafka, then comparing their performance in a controlled experiment. The
pipelines run an identical hourly aggregation over NYC Yellow Taxi records across
three dataset sizes and three parallelism levels, with each condition repeated five
times on two machines. The evaluation measures throughput, latency, CPU utilisa-
tion, memory usage, and duration. The batch pipeline reached higher throughput at
every dataset size, and the gap widened as the data grew. The streaming pipeline
held stable throughput and resource utilisation, at the cost of longer duration. The
results also challenge two common assumptions, implying that under this workload
batch scaled with the available cores, while streaming throughput remained limited
by its single-threaded producer rather than by Flink, and batch was not generally the
heavier paradigm.

Therefore, the choice between the architectures is conditional. Batch is more
suitable for workloads where high throughput is the priority, while streaming is
preferable where continuous processing and timely reactions to incoming data are
required. The final decision depends on the workload, the latency requirements, and
the operational constraints.

Keywords: data processing pipelines, distributed systems, batch architecture, stream ar-
chitecture
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1 Introduction

The following report is a 15 Higher Education Credits Bachelor thesis in Computer Sci-
ence, situated in the distributed systems area and focusing on the data processing systems
and paradigms that handle vast volumes of data [1, 2]. As organisations in most industries
become more data-driven, ef�cient data processing at scale has become fundamental to
system performance, scalability, and reliability [1, 3].

Several architectural paradigms for data processing have emerged within the area,
including batch and streaming data processing pipelines [2, 4]. Both are widely adopted
and well-studied, but structured, controlled comparison between them remains limited
[2, 5]. The result is a practical gap, where engineers, architects, and other personnel
involved lack an empirical guide to help them choose the more appropriate paradigm
for their use case. This thesis aims to address that knowledge gap through a practical
comparison of batch and streaming data pipelines.

1.1 Background

The increasing digitalisation of today's world has produced a vast amount of data, with
reports suggesting an estimated amount of 175 zettabytes stored globally [1]. Digital
platforms, the Internet of Things, and the growing levels of connectivity among techno-
logical devices have resulted in an immense volume of data that is needed for storage and
eventual re�nement [1]. A fast and reliable way of processing such quantities of informa-
tion has become a necessity in domains such as banking fraud detection systems, patient
management in healthcare, as well as industrial monitoring operations [2].

Within computer science, speci�cally in the �eld of distributed data processing sys-
tems, there are two architectural paradigms that have been established to provide a solu-
tion to the challenge: batch and streaming processing pipelines. Batch pipelines process
sizeable parts of accumulated data at intervals, while streaming pipelines handle data con-
tinuously as it arrives [1, 3]. Both have a diverse range of framework implementations and
have been studied individually [3, 4].

1.2 Related work

Research on distributed data systems focuses on how data are ingested, processed, and de-
livered. The works below are some of the most relevant articles to the problem addressed
here.

Isah et al. [3] conducted a comprehensive study of distributed streaming frameworks
such as Apache Spark Streaming, Apache Storm, Apache Flink, and Kafka Streams,
analysing and comparing them based on latency, scalability, and fault tolerance. The
article's general conclusion states that there is no single framework that can outperform
others entirely, as their suitability depends heavily on the investigated use case. Addi-
tionally, an understanding of the latency-throughput trade-off is essential when making
architectural decisions. However, the study did not perform any empirical performance
benchmarks of the analysed frameworks against batch pipelines using a uni�ed dataset.
This work aligns with the intended knowledge contribution of this thesis, which begins
with a descriptive comparison and then moves to an experimental evaluation of deployed
batch and streaming pipelines under controlled workloads.

Akidau et al. [5] introduced the Data�ow Model, a uni�ed system that combines both
batch and streaming processing paradigms. This study provides insight into concepts
such as windowing and event time, and establishes a foundation for the convergence of
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both approaches. However, that study is theoretical and does not include any empirical
comparisons between batch and streaming pipelines, which is where this thesis is distinct,
as deployment and performance comparison are the project's ultimate goals.

1.3 Problem formulation

The related work discussed in the previous section primarily focused on evaluating dif-
ferent streaming frameworks against each other [3, 4], or on theoretical uni�cation of
both batch and streaming paradigms [5]. However, there is a limited amount of empir-
ical work comparing deployed batch and streaming processing pipelines under similar
and controlled conditions in peer-reviewed publications. This gap is shown directly by
recent benchmark studies. Van Dongen and Van den Poel [4] compared four stream-
ing frameworks against each other; however, they did not include any batch systems.
Henning and Hasselbring [6] measured how well �ve streaming frameworks scale in the
cloud, also excluding batch systems. Fim et al. [7] did compare batch and streaming
execution; nevertheless, they considered two execution modes of one framework, Apache
Flink, rather than two distinct stacks, and suggest comparing Flink's batch mode against
other frameworks, such as Apache Spark, in the future research. None of the reviewed
studies compared a Spark batch pipeline against a Kafka-Flink streaming pipeline on the
same task. This means that there is no objective, measurement-based guidance for se-
lecting between the two architectural models. Because data pipelines are a fundamental
element of distributed data processing systems, the lack of empirical comparison makes
architectural selection challenging and may have practical consequences in real-world im-
plementations. Without measurement-based evidence, critical architectural choices may
rely solely on vendor claims that can prove unreliable for systems in major domains [2].

This thesis addresses the described gap through the following research questions:
RQ1: How do batch and streaming pipelines differ in throughput and latency when pro-
cessing comparable workloads?
RQ2: How do different workload characteristics, such as data volume and input rate,
affect the performance of both pipeline architectures?
RQ3: What performance and scalability trade-offs can be identi�ed between batch and
streaming data processing pipelines, and what practical implications do these trade-offs
have for the target group personnel selecting between the two paradigms?

1.4 Motivation

From a scienti�c perspective, this thesis provides practical understanding of distributed
systems that is valuable to the data engineering community, as replicable comparisons
between the two pipeline paradigms are currently limited.

From an industrial perspective, choosing the wrong approach for data processing can
result in immediate consequences, severely impacting software systems. The �ndings of
this thesis can provide aid and guidance to data engineers and researchers in identifying a
reliable and ef�cient alternative.

From a societal point of view, data processing is essential in many major critical sys-
tems in speci�c areas such as healthcare, �nance, and infrastructure monitoring [2].

1.5 Results

This thesis produced a quantitative and empirical comparison of batch and streaming data
processing pipelines, following the systematic evaluation criteria described by Shaw [8].
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Performance measurements including latency, throughput, and resource utilisation were
collected under controlled and replicable conditions, across two machines, three dataset
sizes, and three parallelism levels.

The batch pipeline achieved higher throughput under every tested condition, with the
gap widening with growing dataset size. The streaming throughput and resource utilisa-
tion remained stable regardless of the data volume. The results contributed to answering
the research questions stated in Section 1.3. The consistent and controlled experimen-
tal environment, the repeated runs, and the comparison against �ndings in the reviewed
literature together support the validity of the research.

The research does not aim to create a new technique or tool, but rather to provide em-
pirical comparison and a reusable experimental methodology for the distributed data pro-
cessing systems research area, and to be used as a guide for selecting suitable paradigms
in a similar context.

1.6 Scope/Limitation

The thesis project focuses on a limited empirical comparison between a batch pipeline
built with Apache Spark and a streaming pipeline constructed with the Apache Flink and
Apache Kafka frameworks in a controlled environment. Experimentation was conducted
using datasets that are available publicly, without raising signi�cant ethical concerns or
handling sensitive data. The evaluation focuses on pipelines' performance metrics in-
cluding latency, throughput, and resource utilisation (memory and CPU usage), as well
as the architectural trade-offs that follow from them, such as the number of components
required by each pipeline. It does not attempt to quantify operational costs, since they
are not within the scope of this bachelor's thesis. These restrictions limit the complexity
of the experiment, and the results might differ from a real-world deployment scenario.
However, they keep the project at a reasonable level for a bachelor's thesis, while still
providing bene�cial results.

1.7 Target group

The primary audience is data engineers, software architects, and researchers who design,
evaluate, implement, and deploy large-scale data processing systems. The �ndings apply
to anyone choosing between the two paradigms, regardless of the industry. The contribu-
tion is aimed at the wider computer science community focused on scalable and ef�cient
data processing systems, rather than a single use case or domain.

1.8 Outline

The thesis is organised as follows. Chapter 2 outlines the methodology, covering data col-
lection, reliability, validity, and ethical risks and considerations. Chapter 3 provides the
theoretical background, such as details on the frameworks, the relevant technologies, and
the key concepts. Chapter 4 describes the implementation of both pipelines, design deci-
sions, setups, tools, and environments used for experimentation. Chapter 5 presents the
results of all conducted experiments. Chapter 6 analyses the results against the research
questions established in Section 1.3, to provide evidence-based comparisons between the
pipelines. Chapter 7 discusses the �ndings, how they relate to broader scenarios and lit-
erature, and analyses the limitations of the study. Chapter 8 provides a summary of all
contributions and potential future expansion of the project.
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2 Method

The second chapter covers the methodology applied in the project. It opens with an
overview of the research design, followed by a detailed description of the research method
used and a justi�cation of the choices made. The chapter closes with a discussion on re-
liability and validity threats and the measures taken to mitigate them, along with ethical
considerations relevant to the project.

2.1 Research Design

The thesis aims to analyse batch and streaming data processing pipelines to compare their
performance metrics with respect to latency, throughput, and resource utilisation, from
the point of view of data engineers, researchers, and software architects, in the context
of a controlled experiment using a publicly available dataset. The formulation follows
Wohlin et al.'s goal-de�nition template [9].

The research design of this study was established through a structured process follow-
ing the framework presented by Wohlin et al. [9], consisting of six decision points that
de�ne the nature and approach of the research.

The �rst decision point considers the expected research outcome. The study is clas-
si�ed as applied research, since its objective is to address a practical decision-making
dilemma faced by the target group described in Section 1.7, namely the lack of empiri-
cal guidance when selecting between batch and streaming architectures. The study does
not aim to build new frameworks, but rather to produce empirical evidence using existing
tools and knowledge to inform a real architectural choice [9, 10].

The second decision point concerns research logic. The study adopts a deductive ap-
proach, since it begins with prior knowledge about batch and streaming paradigms docu-
mented in the literature, from which expectations regarding performance differences are
derived from pre-existing studies and later assessed through experimentation. This con-
trasts with inductive reasoning, which would build a theory upward from raw observations
with no prior expectations [9, 10, 11].

The third decision point involves the purpose of the research. The study is categorised
as evaluation research, as its fundamental aim is to assess and measure how well the two
pipelines perform under controlled and equivalent conditions. It does not explore an un-
known phenomenon, but describes what already exists or explains the causal mechanism,
evaluating performance against de�ned measurable criteria [9].

The fourth decision point considers the research paradigm. The study adopts a pos-
itivist paradigm, since it assumes an objective, measurable reality that exists indepen-
dently of the researcher [12]. This contrasts with the interpretivist paradigm mentioned
by Wohlin et al. and Easterbrook et al. [9, 12], which considers human experience and
meaning, and does not apply to this thesis project.

The �fth decision point concerns the data collection method. All collected data are
quantitative, and all measurements are gathered under controlled conditions. Qualitative
data are not relevant for this thesis, as no interviews or human observational studies are
involved [9].

The sixth decision point involves the research strategy. The chosen strategy is a
controlled experiment, following the Wohlin et al. framework [9], with pre-established
independent and dependent variables, and controlled conditions maintained through
Docker containerisation with repeated experimentation runs. The alternative strategies
mentioned, such as surveys, case studies, and interviews, do not apply to this project,
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since the study does not investigate a real-world organisational context, collect subjective
data, or produce new artefacts.

Having selected the controlled experiment, the study follows Wohlin et al.'s �ve-phase
experiment process [9]: scoping and planning in Section 2.2, operation in Chapter 4,
analysis and interpretation in Chapters 5 and 6, and presentation in Chapters 7 and 8.

2.2 Controlled Experiment

The controlled experiment is the main research method employed in this study, being
the most suitable approach to answer the research questions de�ned in Section 1.3. In
this method, the researcher manipulates one or more independent variables while keep-
ing the remaining conditions constant to isolate the relationship between them [9]. This
approach is particularly suitable for studies producing quantitative, objective, and repro-
ducible measurements, which are the fundamental requirements of the thesis [9].

The controlled experiment was chosen over the alternative methods for several rea-
sons. A questionnaire-based survey would not be suitable, because the study does not
seek or rely on perceptual data from human participants, but aims to gather measurable
technical performance data. The interview method was similarly rejected as no human
subjects are involved and the organisational context is not investigated. A case study ap-
proach could be relevant if the goal were to investigate pipeline behaviour in a speci�c
real-world deployment scenario. However, since the objective is a controlled experiment
under equivalent conditions, the case study approach could introduce uncontrollable vari-
ables, making a fair comparison between the two data processing pipelines challenging to
achieve.

A systematic literature review was performed as part of Chapter 3. However, it was
only used as a complementary research method for this study.

The main research method is applied as follows. The batch pipeline built with Apache
Spark and the streaming pipeline built with Apache Kafka and Apache Flink are treated as
the two experimental treatments. The independent variables are the pipeline type, dataset
size, parallelism, and input rate. The main experiment is a 2�3�3 fully crossed facto-
rial design (pipeline type � dataset size � parallelism) in Wohlin's classi�cation [9], with
�ve repetitions per cell. Producer input rate is a separate single-factor sub-experiment per-
formed at one streaming con�guration. The dependent variables are latency, throughput,
and resource utilisation. Both pipelines perform an identical aggregation task, in which all
dataset records are grouped by hour of day, and three aggregate values are computed: the
average trip distance, the average total amount charged, and the total revenue. The task
presents a complex analytical workload that can reveal meaningful differences between
the pipelines, without risking obscurity. The remaining conditions, such as the Docker
environment, framework versions, dataset, and aggregation task, are kept constant across
all runs to ensure internal validity. The experiment was executed covering all possible
combinations of pipeline type, dataset size, and parallelism, with each condition repeated
�ve times [4, 7]. The results were averaged across runs to reduce the effect of anomalous
measurements. A comprehensive showcase of both pipeline implementations, as well as
technical details, experimental con�gurations, and mechanisms, is presented in Chapter 4.

The controlled experiment method is used in two activities. During implementation,
it ensures that both types of pipelines function correctly and produce consistent measure-
ments prior to formal experimentation. Additionally, during the experimentation phase, it
collects performance data that represent the basis of the analysis in Chapter 6.
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2.3 Data Collection

The New York City (NYC) Taxi Trip Records dataset [13] was selected as the primary
data source for the experiment. The data are publicly available and contain detailed in-
formation about taxi rides with numerous categories, such as timestamps for pickups and
drop-offs, distances, and fares. The dataset has a pre-cleaned structure, which eliminates
the need for any substantial pre-processing. Additionally, the taxi trip record data are
voluminous, with records dating back years, making the dataset a suitable candidate for
producing measurable performance variation while supporting comparable testing condi-
tions.

Each data sample used in the study varies in size to represent small, medium, and large
workloads. This allows the experiment to observe how each deployed pipeline reacts to
increasing workload volume.

2.4 Reliability and Validity

Conclusion validity concerns whether the observable statistical relationship between all
variables is reliable [9]. The potential threat in this study is the limited number of repeated
runs per tested condition, which is mitigated by running each experiment �ve times and
calculating the average of the results, reducing the possibility of a single measurement
overly affecting the conclusions. Additionally, the temporal resolution of resource sam-
pling presents a conclusion-validity threat, as CPU utilisation and memory usage are sam-
pled every 0.5 seconds by a background thread. With this approach, the jobs completing
within a few seconds, particularly the batch pipeline on the small dataset, generate a
limited number of measurement samples, and may miss short sub-second spikes. The
recorded peak memory and average CPU values are therefore estimates of the true peak
resource use.

Internal validity concerns whether the study results are an outcome of the indepen-
dent variables, rather than external factors [9]. The risks of this kind that can occur in
the project are the potential irregularities in the execution environment and uncontrolled
hardware variation. The former threat is mitigated by deploying each pipeline in Docker,
which ensures identical software conditions across all test runs. The hardware variation is
still a considerable threat and acts as a confounding factor - the experiment is run across
two different machines, both of which are described in detail in Section 4.1. Both comput-
ers differ in memory capacity, instruction-set architecture, and operating systems, so the
gathered result sets cannot be directly compared to one another. This issue is addressed
by reporting all �ndings per machine and not pooling them together. Additionally, con-
clusions are drawn based on the patterns and direction of the results, which are consistent
on both machines, instead of relying on raw numerical values.

Construct validity concerns whether the selected metrics measure the performance
characteristics they are to capture. The dependent variables are used similarly to the
study by van Dongen and Van den Poel [4], where the same metrics were applied for
comparable stream processing benchmarking. The alignment with pre-existing research
supports the validity of the chosen measures [9]. The construct validity is further ensured
by an equivalence check of output performed for one dataset and parallelism combination,
where the hourly aggregates produced by both pipelines were compared on a per-row
basis with �oating-point tolerance, and matched across all three columns. This check
con�rmed that both batch and streaming pipelines compute the same workload, hence
any performance differences are not a result of pipelines performing different tasks.

External validity concerns the extent to which the results can be generalised beyond
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the established experimental context [9]. In this study, the threat comes from the re-
sults being limited to local hardware, a single dataset, a single processing task, as well
as a simulated stream instead of a real-time investigation. Those restrictions mean that
the �ndings may not fully re�ect production-scale deployments. Nevertheless, the con-
sistency of the qualitative �ndings across all three de�ned dataset sizes and parallelism
levels supports the position that the observed trade-offs re�ect the architectural properties
of the analysed paradigms rather than environment-speci�c artefacts.

2.5 Ethical Considerations

Since the study is a controlled experiment without human participants, the majority of the
ethical concerns characteristic of survey- or interview-based research do not apply. No
personal data are collected, no participants are involved, and no consent or con�dentiality
measures are required.

The NYC Taxi Trip Records dataset [13] used in the study has no bias towards either
the batch or the streaming architecture and does not involve personal or sensitive data,
raising no privacy concerns.

The study operates entirely within a controlled local environment, accessing no sensi-
tive systems, and using no copyrighted data. Therefore, the study does not raise signi�cant
ethical concerns.
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3 Theoretical Background

The third chapter provides the theoretical foundation necessary to grasp the context, de-
sign, and evaluation of the thesis. Sections 3.1, 3.2, and 3.3 provide the background and
core concepts behind the two paradigms evaluated in the study. Section 3.4 is dedicated
to de�ning all dependent variables measured in the thesis's controlled experiment. Sec-
tion 3.5 describes performance differences between the studied paradigms, derived from
existing experiments. Section 3.6 outlines the speci�c knowledge gap in present research
that is addressed in this thesis. The literature was chosen via searches using keywords, in-
cluding batch and streaming processing, data pipelines, Apache Kafka, Apache Flink, and
Apache Spark. Peer-reviewed publications from 2020 onwards were prioritised to align
the study with current research, alongside several foundational research papers from ear-
lier years that de�ne the core models on which the current paradigms are built.

3.1 Big Data and Distributed Data Processing

Big data is a term used to describe datasets whose characteristics - volume, veracity, value,
variety, and velocity, also commonly referred to as the �ve Vs - exceed the processing
capabilities of traditional single-machine systems [14, 15]. The common challenge to be
addressed is that the data's arrival is too rapid to be handled sequentially - the excessive
volume makes in-memory or single-disk storage impractical, resulting in slow processing
[15]. Many domains from diverse business backgrounds, such as �nance, healthcare, and
industrial IoT (Internet of Things), require regular data processing with prominent levels
of reliability and minimum delay [1, 3, 16].

Distributed data processing addresses these challenges by separating computation
through multiple machines operating in parallel [17]. Without relying on a single power-
ful server, the scaling in distributed systems happens horizontally, by adding commodity
nodes to a cluster, which aids the expanding workload [17]. The foundational MapRe-
duce model, introduced by Dean and Ghemawat for large-scale distributed batch com-
putation, allowed programs to run operations across many machines without requiring
prior knowledge of distributed systems [17]. The model, however, lacked solid abstrac-
tions for distributed memory, or general reuse, which resulted in I/O overhead [18, 19].
Zaharia et al. [18] introduced Resilient Distributed Datasets (RDDs) to provide a solu-
tion - fault-tolerant, read-only records that are divided into partitions supporting multiple
parallel transformations [15]. RDDs provide error-resistance by logging dataset-building
transformations, and not the data itself, resulting in a �ner recovery if any data partitions
are lost [18].

3.2 Batch Data Processing

Batch data processing is an approach to collect a large volume of data over a period,
store it, and eventually process it as a single unit, or a batch [20]. The process is done
in intervals: data are gathered, a job is triggered, and after it completes, the results be-
come available. This makes batch processing well suited to workloads that are not time-
sensitive, such as of�ine analytics [15]. The performance of batch processing is usually
distinguished by high throughput and high latency [1]. Processing large chunks of data
amortises the per-record overhead, resulting in high data throughput. Additionally, since
results cannot be presented until all operations �nish, latency tends to be measured in
seconds or even hours [21].
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Apache Spark is a preferred framework for batch processing - a directed acyclic graph
(DAG) of RDD transformations [3, 18]. The application's scheduler is divided into stages
at the shuf�e boundaries, and the stages are executed in parallel across the cluster [18].
Spark reduces execution time for pipelines, compared to MapReduce, by caching inter-
mediate datasets in memory, instead of storing them on disk in-between stages [15, 18].
Spark postpones transformations until an action triggers them, a mechanism referred
to as “lazy evaluation” [22, 23]. Transformations, which are methods such as map(),
filter(), select(), and groupBy(), are lazy, meaning that they de�ne a new
dataset and extend the DAG and its lineage, but do not perform any computation [18, 22].
Actions, which trigger execution, include methods such as count(), collect(), or
writing results. At this point, Spark plans and runs accumulated transformations [18, 22].
This method allows the system to create a DAG that limits repetitive computations and
data movement, resulting in Spark providing strong fault tolerance - lost partitions are re-
computed only when necessary, rather than replicated [22]. A drawback is that debugging
is demanding, as errors appear only once Spark is on its action stage, which is unsuitable
for tasks requiring immediate execution [22].

Apache Spark is run on the Java Virtual Machine (JVM) and its Python API is called
PySpark [24]. Instead of replacing the engine, it wraps it and communicates with the
virtual machine through a speci�c Py4J bridge [24]. When Spark's built-in operations
such as DataFrame and SQL ones are in use, the data does not leave the JVM, and only
the instructions are sent off, resulting in minimal performance distinctions compared to
a native execution [25]. If RDD operations, or ones de�ned by a user, require data to be
moved from the JVM to the Python interpreter row by row, additional serialisation costs
will occur, since each value must be serialised and processed back and forth [24, 25].

3.3 Streaming Data Processing

Streaming data processing treats data as an unbounded, continuous stream of sequential
records to be processed in real time as they arrive [3]. A streaming system starts necessary
data computations as soon as it detects records arriving, and produces output constantly,
achieving low latency [3]. The model works under the assumption that the stream ar-
rives inde�nitely, making the system continuously process, update, and emit results [7].
The streaming paradigm is applied across many major industries and domains - sensors,
network traf�c, and user interactions [15, 26].

Apache Kafka is a distributed log-based message broker that streaming pipelines use
as an ingestion layer in their architecture [27]. It organises data into topics partitioned
across a broker cluster, where producers append records and consumers read them by
tracking their position. This decouples producers from downstream processors and en-
ables high throughput [16, 27]. Additionally, external systems send events to Kafka top-
ics, the streaming pipeline processes them, and then provides the results in sinks [16].

Apache Flink is an engine used in distributed stream processing that consumes Kafka
records and produces results via a directed data�ow [3]. Flink's data processing is event-
driven, achieving low latency [2]. To provide additional fault-tolerance, Carbone et al.
applied the Asynchronous Barrier Snapshotting (ABS) algorithm that takes snapshots of
the operator state periodically and stores them without creating processing disruptions,
ensuring semantics during recovery [28]. Flink distinguishes event time from processing
time using watermarks and windowing to support time-based aggregation, and to handle
disordered record arrivals [4].

Similarly to Spark, Flink also runs on the JVM and has a Python API - PyFlink
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[29, 30]. Functions written in PyFlink are executed within their own processes that also
communicate with Flink's Java engine, so records are moved between the two compo-
nents, resulting in higher time expenses [30]. Costs are highest when records are handled
one at a time, as well as when data volume increases [30].

3.4 Performance Metrics

The standardised performance measures used in this thesis are latency, throughput, and
resource utilisation [4].

Latency expresses the time taken for a record to enter a pipeline and reappear as an
outcome [1]. In batch models, the metric is considered a job completion time, since
output emerges only after data are fully processed [5]. In streaming processing, latency is
calculated per record per window, usually shown as percentiles to express tail behaviour
under load [4, 31].

Throughput measures the data volume, or the number of records, that a pipeline can
process per unit of time, conveyed as either records or megabytes per second [2]. High
throughput levels indicate that the pipeline uses available computational resources ef�-
ciently [2]. During processing, both latency and throughput are dependent on each other
- as record input rates approach a system's throughput limit, queues grow, increasing
latency [4, 20].

Resource utilisation provides information on how pipelines use hardware in terms of
ef�ciency, such as CPU utilisation and memory consumption, measured in percentages of
available cores, and heap or off-heap, respectively [4]. These metrics are relevant for costs
regarding cloud deployments, and capacity planning - they show the headroom systems
have before reaching saturation [4, 20].

All metrics are extensively applied by van Dongen and Van den Poel [4], and Fim et
al. [7] in benchmark pipeline comparison research studies.

3.5 Comparison of Batch and Streaming Paradigms

The two paradigms differ in latency, throughput, resource utilisation, and operational
complexity [20]. Batch processing systems accumulate substantial amounts of data be-
fore processing, achieving the highest throughput through global optimisations and data
locality, at the expense of producing results only after the job is completed [1, 20, 21].
Streaming systems process incoming records as soon as they arrive, lowering latency lev-
els, but raising per-record overhead [4, 20]. Fim et al. [7] found that Flink's streaming
model attained high throughput on most workloads, whereas the batch model required
less CPU but more memory per record.

The paradigms differ further in fault tolerance and state management. Batch models
do not hold a persistent state. The records are read from an immutable storage, processed,
and presented, after which the job exits [20]. If there are any data that failed to be pro-
cessed, they are retried from the same input [19, 31]. Streaming systems must checkpoint
their state continuously, which provides higher levels of complexity across operations and
in�ated resource costs [1]. Nevertheless, Akidau et al. [5] made a compelling point re-
garding both paradigms' comparison, stating that the difference between streaming and
batch may be irrelevant, since streaming systems can process bounded data, and batch
models are able to work with unbounded records by repeating runs.
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3.6 Knowledge Gap

Among the reviewed literature, the following papers are closest to the present work in
scope and methodology, outlining the knowledge gap addressed in the thesis.

Fragkoulis et al. [32] provide a survey dedicated to the evolution of streaming pro-
cessing systems in the past two decades. Its scope is limited to streaming frameworks in
isolation, excluding an empirical comparison of both batch and streaming pipelines. Van
Dongen and Van den Poel [4] benchmarked four streaming frameworks empirically and
found that Flink is best suited to tight latency requirements; however, the comparison was
between four streaming frameworks, with no batch system included. Henning and Has-
selbring [6] evaluated streaming framework scalability in cloud-deployed microservices,
with over 740-hour experiments, proving that the framework choice impacts performance
and cost, but similarly to van Dongen and Van den Poel, they evaluated streaming frame-
works, with no batch pipeline.

Fim et al. [7] are most closely related to the present work, by comparing batch and
streaming Flink execution modes across �fteen applications that are implemented for the
JVM instead of Python APIs, therefore not subject to the costs explained in Sections 3.2
and 3.3. The experiment conducted in the paper runs on six virtual machines in a cloud-
based environment, all hosted on one server, equipped with two Intel Xeon processors [7].
Four of the machines have four vCPUs and 12 GiB of RAM and run a Flink cluster with
a single master and three designated workers, while Kafka runs on a different machine
[7]. Data are exchanged between the worker nodes due to the batch mode's blocking
shuf�e, causing longer execution times and higher levels of network usage [7]. Since
the Kafka topics in the experiment use a single partition, parallelism is set to one for
the source operator across all runs, while the other operators have a parallelism varied
between 1 and 12 [7]. The authors accept that the throughput would be affected but adopt
this design to achieve a constant input rate [7]. The datasets used in Fim et al.'s work
are relatively small at around 800,000 records per application [7]. The study keeps the
comparison within a single framework, rather than two different architectural stacks.

This comparison matters as batch and streaming are two fundamentally different ways
of organising the work. As mentioned in Sections 3.2 and 3.3, Apache Flink runs continu-
ously and processes each record as it arrives, having the ability to save its state to recover
from failures, while Spark works with �xed amounts of data, and plans the execution in
advance. Moreover, a Spark pipeline runs without any additional components, whereas
a Kafka-Flink pipeline relies on a message broker to provide the data. Data engineers
need to decide between two fundamentally different stacks, rather than distinct modes
that operate under one framework, and results gathered from a single framework cannot
be assumed to transfer to other stacks.
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4 Research Project – Implementation

The fourth chapter builds on the experimental design outlined in Chapter 2, providing
a detailed description of the activities, tools, and decisions made while collecting the
performance data used to answer the research questions (Section 1.3). The chapter covers
the experimental environment con�guration, dataset preparation, implementation of batch
and streaming pipelines, and discussion of performance measurements.

4.1 Experimental Environment

Two consumer laptops were used to implement and evaluate both pipelines, one being a
MacBook Air equipped with an Apple M2 processor (8-core CPU with 4 performance
cores and 4 ef�ciency cores) and 8 GB of uni�ed memory, and 512 GB of Solid-State
Drive (SSD) storage, running macOS Tahoe 26.5, and the other being a Dell Vostro 15
3510 with an 11th Gen Intel Core i7-1165G7 processor and 16 GB of RAM, running
Windows 11 Pro.

Because two different machines were used, all components of the pipelines were con-
tainerised using Docker. The Docker Compose con�guration de�nes the required services
for the streaming pipeline - Apache Zookeeper, Apache Kafka, and Apache Flink, and for
the batch pipeline - Apache Spark. The services run in separate containers and commu-
nicate through a common Docker bridge network, while remaining isolated from the host
system.

The batch pipeline container was built using a Python 3.11 slim base image with Java
21 and Apache Spark installed with the pip package manager. The results and dataset �les
are available to the container by mapping the local datasets/ and results/ directo-
ries to /datasets and /results inside the container, which ensures that experiment
outputs are written directly to the host �lesystem without requiring manual extraction
from the container after each run.

The streaming pipeline container was built in the same manner - Python 3.11 slim base
image with Java 21. The Apache Kafka producer and Apache Flink job both run in two
separate containers from the same image. Flink is installed via pip from the apache-
flink (PyFlink) package, and kafka-python, used by the producer, is also installed
via pip. Additionally, on Apple Silicon, which has an Advanced RISC Machine (ARM)
processor, the GNU Compiler Collection (GCC) C compiler is installed in the container
to allow compilation of native C extensions required by PyFlink's components, as they are
not pre-built for the ARM architecture. During the image construction, a Flink-Kafka JAR
�le, speci�cally flink-sql-connector-kafka-3.3.0-1.20.jar, is installed
from Maven Central, then directly placed in the PyFlink library, enabling communication
between Flink and Kafka without additional con�guration. In the streaming pipeline, the
dataset directory is mapped to the producer container at /datasets, while the results
directory is mapped to the Flink job's container at /results. Each streaming container
is mounted speci�cally to the directory it needs, while ensuring outputs are written di-
rectly to the host �lesystem. The framework versions used for the implementation are
listed in Table 4.1.

The usage of Docker ensures reproducibility of the software stack, framework ver-
sions, Python and Java runtime, and dependencies at operating system (OS) level, across
the two devices. However, Docker does not normalise the underlying hardware - CPU
architecture (ARM versus x86), memory bandwidth, and OS scheduler behaviour remain
uncontrolled factors in the experiment. The limitation is acknowledged as an internal va-
lidity threat in Section 2.4. Any device with Docker installed can replicate the software
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Table 4.1: The framework versions of all used components.

Component Version
Apache Spark 4.1.1
Apache Kafka (Con�uent Platform) 7.4.0
Apache Flink 1.20.0
Python 3.11
Java 21
Docker 29.4.3 (Mac), 29.3.1 (Windows)

environment by cloning the repository and executing the docker compose build
command, irrespective of the host system.

4.2 Dataset Preparation

The dataset used is the NYC Yellow Taxi Records, provided by the New York City Taxi
and Limousine Commission (TLC) and published on its of�cial website [13], selected for
its large volume, structured format, and public availability. The dataset includes times-
tamped records of individual taxi trips in NYC, with the pickup and drop-off times, dis-
tance, number of passengers, fare amounts, and payment type.

The data for the calendar year 2023 were downloaded in Apache Parquet, an open-
source columnar storage format chosen for its ef�ciency with large-dataset storage and
compatibility with tools such as Apache Spark and Apache Flink [33, 34].

Three dataset sizes were de�ned and applied to evaluate the performance scaling
across differing amounts of data to answer RQ2 (Section 1.3). The exact record counts
and the months used in each dataset size are presented in Table 4.2.

Table 4.2: The dataset sizes de�ned for performance scaling.

Size Period Records Memory Size
Small Jan 2023 3,066,766 47.7 MB
Medium Jan–Mar 2023 9,384,487 151.1 MB
Large Full year 2023 38,310,226 635.8 MB

The Parquet �les from each month were organised into separate subdirectories follow-
ing Table 4.2 - datasets/small, datasets/medium, and datasets/large -
allowing the implemented pipelines to reference the desired dataset by size label through
a single con�gurable environment variable.

The datasets are pre-cleaned and formatted, so no pre-processing was necessary. The
columns necessary for the aggregation task are tpep_pickup_datetime (the date
and time when the meter was engaged), trip_distance (the elapsed trip distance
in miles reported by the taximeter), and total_amount (the total amount charged to
passengers excluding cash tips) [13]. These columns are projected by both pipelines
at read time, by Spark's select on the Parquet read within the batch pipeline, and
by PyArrow's to_batches(columns=...) API in the streaming producer. This
approach avoids loading the rest of the columns from disk, allowing each run to focus on
these three �elds.
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4.3 Batch Pipeline Implementation

The batch pipeline is implemented as a single Python script using the PySpark library and
follows a linear extract-process-load architecture. Firstly, the script reads the data from
disk, then performs the aggregation task, and lastly writes the results to a CSV output
directory.

A SparkSession is set up in local mode using a con�gurable number of CPU
cores, controlled by the PARALLELISM environment variable accepting values such as
1, 4, 8, and* for all available cores. PARALLELISM is inserted into Spark's local[N]
master string. The driver memory is set to 4 GB using PYSPARK_SUBMIT_ARGS, as
the default 1 GB proved insuf�cient for the large dataset size at a parallelism greater than
one. At large dataset and P=1 a run completed on the default heap, with its process tree
peaking at approximately 1.1 GB of resident memory (Figure A.2 in the Appendix). How-
ever, the value exceeds the 1 GB heap because RSS also counts off-heap and Python-side
memory, indicating memory pressure rather than heap exhaustion. This is con�rmed at
P=4, where the run failed with java.lang.OutOfMemoryError: Java heap
space in Spark's FileScanRDD (Figure A.3 in the Appendix). Considering that the
large dataset needed to run on P=4 and P=8 for the full experiment run to complete, the
driver memory was increased to 4 GB, which removed the failure. The Spark con�gu-
ration option spark.sql.optimizer.metadataOnly is also disabled to prevent
the optimiser from answering subsequent aggregate and count queries directly from �le
metadata. With metadataOnly disabled and agg(sum()) used to force data read,
the Spark REST API reported 228% coverage, with 1.45 GB read against 635.7 MB of
on-disk Parquet data. Those values con�rm that the column data were fully read rather
than answered using footer metadata.

The hourly aggregation task starts with grouping the Parquet records by the hour ex-
tracted from the pickup timestamp and computing three values for each hour: the average
trip distance, the average total amount charged, and the total revenue. The code imple-
mentation of the aggregation task in the batch pipeline is shown in Figure A.1 in the
Appendix.

The pipeline is decomposed into three phases - Phase 1 Read, Phase 2 Aggregate, and
Phase 3 Write. Each of the phases is measured independently, and because of Spark's
use of lazy evaluation (discussed in Section 3.2), a phase ends only after an action forces
it to execute the accumulated work. During the Read phase, the �les are read into a
DataFrame, projected to the three selected columns, and persisted using the function
persist(StorageLevel.MEMORY_AND_DISK). The action forcing materialisa-
tion is agg(sum("trip_distance")), since the function count() alone would
not be enough, as Spark can answer it from the metadata in the �le footer without read-
ing any column data, while the sum() function needs every value found in the column.
The action is followed by a df.count() call. Both actions are captured by the phase
timer and counted as the full duration of Phase 1. In the Aggregate phase, the hourly
aggregation DAG is built from the DataFrame's groupBy(), three aggregate functions,
orderBy() and persisted using the function persist(StorageLevel.MEMORY_
AND_DISK). Then the count() action is called on the result, forcing the execution
of the DAG. Since the DataFrame is already materialised from Phase 1, the duration for
Phase 2 includes only the aggregation time. In the �nal Write phase, the aggregated re-
sult is written to a CSV directory using the write.mode("overwrite").csv(.
..) command, with the duration for this phase measuring only the cost of serialising
the result and writing it to disk. The durations measured for each phase are then used
to calculate the processing duration (read + aggregate durations), and the total duration
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(measured from the beginning of the script, right after imports, to the completion of CSV
write), which are used to obtain four throughput values, described in Section 4.5.2.

Once the run �nishes, the batch pipeline queries Spark's REST API at the address
{ui_url}/api/v1/applications/{app_id}/stages to check metrics
collected across all completed stages, including inputBytes, inputRecords,
the number of completed tasks, and executorRunTime. The script compares the
inputBytes value against the on-disk Parquet �le size and prints a warning if the ratio
falls outside the 0.5 to 10.0 range. A value signi�cantly below 1.0 would indicate that the
read phase did not read the column data, but used metadata, which would invalidate the
phase decomposition.

The script determines whether it is executing inside a Docker container or locally
at runtime by searching for the presence of the .dockerenv �le, which is created by
Docker at container start. The size of the dataset, run number, and machine identi�er are
read from environment variables, with default values being small for the dataset size and
1 for the number of runs.

4.4 Streaming Pipeline Implementation

The streaming pipeline's implementation follows a producer-consumer architecture and
is composed of two elements: a Kafka producer that publishes records to a Kafka topic,
and a Flink job that consumes data from the topic and performs the aggregation task.

The producer reads the datasets used for experimentation from disk via PyArrow's
batched reading application programming interface (API). The API bounds memory us-
age by loading a �xed number of records at a time rather than the entire �le at once. Every
100 records are grouped into a single JSON array message, which is then published to a
unique Kafka topic whose name is formed from the dataset size and the run number.
Using a unique topic per run isolates every experimental execution from prior data and
prevents cross-run contamination. Before each run, the topic is deleted, if one exists,
and recreated with the con�gured number of partitions. The number of Kafka partitions
matches the Flink parallelism set for each run. Therefore, if PARALLELISM=4, then the
con�guration uses a four-partition topic, ensuring an even partition-to-subtask mapping.
Once all records have been sent, the producer publishes one sentinel message per partition
as a signal for stream exhaustion, then �ushes its internal buffer by calling the flush()
method, which blocks until each buffered message has been acknowledged by the broker.
The INPUT_RATE environment variable can be used to rate-limit the producer. Setting
INPUT_RATE to a value of zero indicates an unlimited rate, so the producer sends data
as fast as PyArrow can read and Kafka can accept, while setting it to a positive integer
limits the producer to that number of records per second.

The Flink job is built on the DataStream API, which processes each Kafka message
in a sequence of individual events, rather than as a collected batch. The execu-
tion environment is con�gured with set_parallelism(PARALLELISM) where
PARALLELISM is the same environment variable used by the batch pipeline. This
ensures that both paradigms execute at matched parallelism across every cell of the
experiment matrix. A KafkaSource is implemented to consume from the run-speci�c
topic, starting with the earliest offset. Each message, containing a batch of records seri-
alised as a JSON array, is converted into a string, and passed to a custom MapFunction
called ParseRecord, which contains the core pipeline logic. ParseRecord deseri-
alises each batch, iterates through the records, extracts the pickup hour timestamp, and
updates an in-memory dictionary keyed by hour, keeping the running count and the three

15



aggregate values.
The aggregation task groups records by hour, matching the batch pipeline's aggre-

gation key. Because the grouping key is the hour-of-day �eld extracted from the record
payload rather than the stream's notion of time, Flink's watermark and windowing mech-
anisms are not required. Therefore, the WatermarkStrategy.no_watermarks()
strategy is applied, and the aggregation is computed in ParseRecord using a dictionary,
which keeps the unit of work identical to the batch pipeline.

The operator state is initialised in the open() method called by Flink within the
worker process, ensuring that state is owned by each subtask rather than the driver. Each
subtask holds the record counter, the per-hour dictionary, and structures used to mea-
sure latency, and each subtask consumes exactly one Kafka partition. The subtasks do
not communicate with each other during the run. The results obtained from individual
subtasks are merged by the driver once all of them are �nished.

A downstream sink that �lters and discards every record is linked after ParseRecord
to ful�l Flink's requirement for a terminal sink. The producer and the Flink job run
concurrently in separate containers. The Flink job is started �rst and given a 20-second
warmup interval to launch its JVM and subscribe to the Kafka topic. The warmup period
is not included in the measured durations since they are being recorded from the �rst
record's consumption. Then, the producer is started and streams the records to Kafka
at the previously con�gured INPUT_RATE while the Flink job is consuming them
immediately. Once all records are published, the producer sends one sentinel message
per partition and �ushes its buffer.

After obtaining the sentinel message, each ParseRecord instance serialises its par-
tial results to a per-subtask JSON �le at results/.streaming_metrics_{size}
_run{n}_subtask{i}.json. Once all subtask metrics �les are present, the Flink
job is cancelled, and the driver merges partial results. The record counts are summed
across subtasks. The processing and end-to-end durations are calculated as the maxi-
mum across all subtasks, as they run simultaneously, so the run's wall-clock time equals
that of the slowest subtask. The per-hour partial sums are merged by hour, and the two
latency reservoirs (see Section 4.5.5) are concatenated before percentiles are computed.
The merged results are written to a CSV directory using the same schema as the batch
pipeline, facilitating a row-by-row equivalence check.

4.5 Performance Measurements

4.5.1 Duration

Both batch and streaming pipelines measure processing and end-to-end durations using
Python's built-in time module. The batch pipeline registers one duration per phase
across its three phases - read_duration_sec, agg_duration_sec, and write_
duration_sec - each measured between the forcing actions described in Section 4.3.
Furthermore, two additional durations are calculated: processing_duration_sec,
which is a sum of read and aggregate durations, and total_duration_sec, which is
a full wall-clock duration measured from the beginning of the script, initialised right after
imports, to the end of CSV writing.

The streaming pipeline registers two durations calculated by ParseRecord - the
processing_duration_sec spanning from the �rst to the last consumed record,
and total_duration_sec spanning from the earliest produce_timestamp set
by the producer when the record was sent, to the last consumed record, logging the full
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producer-to-consumer interval. All durations are saved in seconds, with millisecond pre-
cision.

4.5.2 Throughput

Throughput is calculated using the total number of records processed divided by the corre-
sponding duration. The batch pipeline produces four throughput values: read, aggregate,
processing, and end-to-end, while the streaming pipeline produces two: processing and
end-to-end throughputs. The record count is identical for both paradigms for each of the
de�ned dataset sizes, allowing direct comparison.

In the streaming pipeline, the throughput at an unlimited input rate is restricted by
the single-threaded Python producer. Therefore, the streaming runs at INPUT_RATE=
0 measure the end-to-end throughput for the pipeline at this producer ceiling, not the
maximum capability of Flink itself. The limitation is acknowledged and further discussed
in Section 7.3.

A rate-limited sub-experiment is run �ve times at each rate on the small dataset on
PARALLELISM=1 across input rates of 10,000, 30,000, and 50,000 records per second.

4.5.3 CPU Utilisation

CPU utilisation is measured using the psutil library through a background sampling
thread, which is implemented as the CPUSampler class inside both pipeline implemen-
tations.

The sampler is initialised and started before data processing begins and stopped when
the �nal phase is �nished. The psutil.cpu_percent(interval=None) is called
every 0.5 seconds, and the measurement is appended to a list of samples. The �rst sample
is discarded before the loop begins, due to the �rst call always returning 0.0, as there is
no prior baseline measurement at the time.

The �nal CPU utilisation value is the average across all remaining samples collected
during job execution, expressed as a percentage.

The reported CPU value is system-wide, not process-scoped. Therefore, it can be
affected by background operating system processes, and the 0.5-second sampling interval
can miss sub-second spikes. As a result, the CPU value is reported as indicative rather than
precise and is most informative when compared across conditions of the same pipeline
rather than as an absolute number.

4.5.4 Memory Usage

Memory usage is measured using the psutil library through a background sampling
thread, which is implemented as the MemorySampler class inside both implementa-
tions.

Instead of measuring system-level virtual memory, which is vulnerable to noise from
various operating system processes and may result in negative delta values, the sampler
measures the Resident Set Size (RSS) of the pipeline's process tree. RSS represents the
physical RAM actually used by a process at a given moment.

The sampler is initialised and started before processing begins. At this point, a base-
line RSS value is measured across the driver process and all its child processes, capturing
the memory state before active data processing begins.
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During the execution, the total RSS across the process tree is recorded every 0.5
seconds. The reported value is the peak measurement above the baseline, expressed in
megabytes (MB).

4.5.5 Latency

Only the streaming pipeline measures end-to-end latency, since the batch pipeline does
not create any signi�cant per-record latency. Therefore, latency is a streaming-only, per-
record end-to-end metric. It characterises the responsiveness of the streaming pipeline.

The end-to-end latency is the difference between the consume_timestamp regis-
tered at the start of the map() and the produce_timestamp enclosed by the producer
in the JSON payload. The timestamps come from the same Docker host clock in millisec-
onds, eliminating clock offset. Since both the producer and Flink run concurrently (see
Section 4.4), the buffering time in Kafka is short, and the end-to-end latency demonstrates
pipeline behaviour rather than a global wait time for the producer to �nish.

The processing latency is the time spent processing a single record inside
ParseRecord from the per-record start time to the end of the hourly running-
sum, measured using time.time() and recorded in milliseconds. It includes only the
Flink cost, without the Kafka transit cost.

Both series are �lled by reservoir sampling, with each subtask maintaining two
10,000-sample reservoirs. The driver later concatenates reservoirs from all subtasks and
calculates the mean, 50th, 95th, and 99th percentiles.

4.5.6 Measurements Recording

After each run, the collected metrics are appended as one row to a shared CSV �le
at results/measurements.csv. The schema is uni�ed for both pipelines, with
the non-applicable columns left empty. It contains columns: timestamp, pipeline label,
dataset size, run number, machine identi�er (Mac or Windows), parallelism level, input
rate, record count, all durations and throughputs speci�ed in Sections 4.5.1 and 4.5.2,
the latency values discussed in Section 4.5.5, the memory and CPU �gures described in
Sections 4.5.3 and 4.5.4, and �nally, for the batch pipeline only, metrics retrieved from
Spark's REST API - inputBytes, inputRecords, executorRunTime, the num-
ber of completed tasks - to cross-check the values measured during the pipeline's run.

A secondary check con�rms that both paradigms compute the same aggregation task
on the same input. One run of each pipeline on the small dataset at PARALLELISM=1 is
compared row-by-row on the hour key by analysis/verify_outputs.py, which
reports the maximum absolute and relative differences for each aggregate column. The
result of veri�cation is described as part of the construct-validity discussion in Section 2.4.
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5 Results

This chapter presents all the collected measurements from the full experiment matrix,
previously described in Chapter 4. Every combination of pipeline-size-parallelism is run
�ve times on both machines. The presented results represent the mean across the �ve runs
per combination. Values presented in the text and tables are shown as mean � standard
deviation, while the error bars in the �gures show the bootstrap 95% con�dence interval
of the mean.

5.1 Throughput

Throughput is reported as end-to-end throughput, where the recorded count is divided by
the end-to-end duration spanning engine startup through the results write for the batch
pipeline, and spanning the �rst record produced to last record consumed for the streaming
pipeline.

Figure 5.1: Throughput versus dataset size on both machines.

Figure 5.1 presents the end-to-end throughput in records per second, grouped by paral-
lelism and dataset sizes. The batch pipeline produced higher throughput than the stream-
ing pipeline across all tested conditions. On Mac, the batch throughput rose from 291,281
� 33,403 rec/s at small size/P=1 to 2,150,071 � 124,209 rec/s at large size/P=8. Win-
dows' corresponding values were 193,700 � 46,940 rec/s and 2,196,271 � 32,190 rec/s.
The streaming pipeline's results stayed within a narrow band and showed a small response
to dataset size or parallelism - on Mac, between 87,615 � 2,210 rec/s and 100,977 � 1,699
rec/s, and on Windows, between 99,149 � 2,437 rec/s and 113,860 � 1,328 rec/s.
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Figure 5.2: Processing versus end-to-end throughput on both machines.

Figure 5.2 shows the relationship between processing (read and aggregation phase
durations only) and end-to-end (the full wall-clock period) throughputs. End-to-end
throughput of the batch pipeline is lower than processing throughput across all tested con-
ditions, with a wider gap on Windows than on Mac. Considering the large dataset with
P=8, processing versus end-to-end throughput is 2,825,588 rec/s versus 2,150,071 rec/s on
Mac, with end-to-end being approximately 24% below processing, and 3,428,397 versus
2,196,271 rec/s on Windows, with a 36% reduction. Both throughputs for the streaming
pipeline remain close to each other in every condition, differing by at most 2,000 rec/s
(under �2% of the throughput values).
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Figure 5.3: Throughput versus parallelism on both machines.

Figure 5.3 provides insight into the parallelism dimension in isolation. The batch
pipeline's values from the large dataset runs on Mac rose from 1,314,906 � 32,280 rec/s at
P=1, to 2,100,427 � 48,238 rec/s at P=4 and 2,150,071 � 124,209 rec/s at P=8. On Win-
dows, the corresponding rise started from 1,300,911 � 93,530 rec/s at P=1, to 2,049,009
� 32,760 rec/s at P=4 and 2,196,271 � 32,190 rec/s at P=8. On the small dataset, the
batch throughput increases mainly from P=1 to P=4, growing by 14.5% on Mac and by
30.0% on Windows, but beyond P=4 the growth is marginal. The streaming pipeline's
throughput did not change notably across parallelism levels or data sizes, with variation
staying below 16%.

5.2 Duration and Phase Breakdown

A summary of the total wall-clock duration is provided in Table 5.2. The batch pipeline
completes the large dataset at P=8 in 17.87 � 1.09 s on Mac, and 17.45 � 0.26 s on Win-
dows. The streaming pipeline takes considerably longer, due to its linear growth - 379.48
� 6.47 s and 337.03 � 1.74 s, respectively, for the same dataset size and parallelism.
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Figure 5.4: Phase breakdowns on both machines.

Figure 5.4 divides the duration of the batch pipeline into three phases - read, aggre-
gate, and write. The read phase has the longest time span in all tested conditions, taking
approximately between 42% and 76% of the measured read + aggregate + write durations
(63-76% on Mac and 42-65% on Windows). On Mac, during the large dataset testing, the
read phase of the batch pipeline takes 19.54 s at P=1, and 10.87 s at P=8, the aggregation
phase takes 5.18 s at P=1 and 2.75 s at P=8, whereas the write phase remains steady be-
tween 0.59 s and 1.09 s across all tested conditions. On Windows, in the same section of
the experiment, the read phase drops from 16.93 s at P=1 to 8.90 s at P=8, the aggregation
phase from 4.46 s to 2.28 s, and the write phase from 4.47 s at P=1 to 2.42 s at P=8. The
total duration additionally includes the startup period of around 3 to 6 seconds, depending
on the machine, which is not included in the Figure.

5.3 Memory Usage

Figure 5.5 shows the memory and CPU consumption on both machines during the ex-
periment. For the batch pipeline, the peak memory increases with growing data size and
parallelism. This behaviour is visible on both machines - on Mac, memory consumption
grows from 492 � 95 MB at small dataset size and P=1 to 3,135 � 1,146 MB at large size
and P=8, and on Windows, the corresponding values are from 595 � 124 MB to 2,475
� 72 MB. In one of the trial runs of the large dataset size and P=8 on Mac, the memory
peaked at 5 GB. Similarly, on Windows at medium dataset and P=8 the memory peaked
once at 4 GB. Both outlier values resulted in a higher standard deviation calculation.

During the streaming pipeline experimentation, memory consumption did not change
notably with the dataset size growth. However, it rose during the parallelism increase. On
Mac during the small data size runs, the memory grew from 533 � 20 MB at P=1 to 1,822
� 8 MB at P=8, whereas on Windows, the respective values were 560 � 7 MB and 1,875
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