
 

 

 

 

Bachelor Degree Project  

A Comparison of Machine 

Learning Models for Turbofan 

Engine Remaining Useful Life 

Prediction  
 

 

 

 

 

 

 

  

  

Author: Sameera Lakshan Rupasinghe Arachchige 

Supervisor: Alisa Lincke 

Semester: VT 

Subject: Software Technology 

 



   
 

Abstract 

Predictive maintenance is an important application area for data-driven systems, 

especially when unexpected machine failures can cause downtime, repair costs, and 

safety-related risks. A central task in this area is Remaining Useful Life (RUL) prediction, 

which estimates how long a system is expected to operate before failure. This task is 

challenging because degradation is usually observed through multivariate sensor signals, 

and complete run-to-failure data may be limited in practical settings. 

 

This thesis studies RUL prediction for turbofan engines using the NASA C-MAPSS 

degradation dataset. The aim is to compare selected feature-engineered machine learning 

models with sequence-based deep learning models under a controlled experimental setup. 

Random Forest, XGBoost, and Support Vector Regression are evaluated using statistical 

features created from sensor windows. LSTM, GRU, and 1D-CNN are evaluated using 

ordered sensor sequences. The study also investigates how prediction performance 

changes when the available training data is reduced. 

 

The results show that recurrent deep learning models provide the strongest overall 

performance in the tested setup. In the direct 30-cycle comparison, GRU achieved the 

lowest MAE, while LSTM achieved the highest R². In the deep learning window-size 

experiment, LSTM with a 50-cycle window achieved the lowest MAE. The reduced data 

results show that LSTM remained the strongest model across all tested training data sizes, 

although performance varied between different selected engine subsets. The thesis 

contributes a controlled empirical comparison of RUL prediction approaches and shows 

how model type, sequence length, and training data availability influence prediction 

performance. 

 

Keywords: Remaining Useful Life, predictive maintenance, machine learning, deep 

learning, time-series prediction. 
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1 Introduction  
 

Predictive maintenance is important in industrial systems because unexpected 

equipment failures can lead to operational downtime, increased repair costs, and safety 

risks. A key task in predictive maintenance is Remaining Useful Life (RUL) prediction, 

which aims to estimate how long a system can continue operating before failure occurs 

[1], [2]. Accurate RUL prediction enables maintenance to be planned proactively and helps 

improve system reliability. 

However, RUL prediction is challenging because equipment degradation patterns 

can be difficult to model from sensor data, and complete run-to-failure datasets are often 

limited in practice [2]. As a result, data-driven approaches have become increasingly 

important for learning degradation behavior from historical observations. 

Machine learning and deep learning methods have been widely applied to RUL prediction 

due to their ability to learn patterns from multivariate sensor data [3], [4]. Traditional 

machine learning models typically rely on engineered features, whereas deep learning 

models can learn directly from sequential sensor measurements. However, their 

performance may vary depending on the data representation and the amount of available 

training data. 

This thesis investigates RUL prediction for turbofan engines using the NASA C-

MAPSS degradation dataset. The objective is to compare selected feature-engineered 

machine learning models and sequence-based deep learning models under controlled 

experimental conditions. The study also examines how reduced training data availability 

affects prediction performance, providing benchmark-based evidence for model 

comparison in sensor-based RUL prediction. 

1.1 Background  

Predictive maintenance uses operational data to estimate the health condition of 

machines before failure occurs. Many industrial systems continuously produce sensor 

measurements during operation, and these measurements can be used to monitor 

degradation and support maintenance planning. Compared with reactive maintenance or 

fixed schedule-based replacement, predictive maintenance aims to support maintenance 

decisions based on the actual condition of the system [1]. 

Remaining Useful Life prediction is one important task within predictive 

maintenance. RUL refers to the estimated amount of time or number of operating cycles 

that a system can continue working before failure. In this thesis, RUL prediction is treated 

as a regression problem, where sensor data collected over time is used to predict a 

numerical remaining-life value. Accurate RUL estimation can help reduce unexpected 

downtime, support better planning, and avoid unnecessary component replacement [2]. 

A main challenge in RUL prediction is that degradation is not always directly visible 

from individual sensor readings. The data is usually multivariate and time-dependent, 

meaning that several sensor signals may change together over time. In addition, run-to-

failure data can be limited because failures are expensive, rare, or unsafe to observe in real 

systems. These challenges make RUL prediction a relevant problem for machine learning 

and time-series prediction research. 



   
 

1.2 Related work 

Remaining Useful Life prediction has been widely studied within prognostics and 

health management. Si et al. [5] describe RUL estimation as a central task in condition-

based maintenance, where the goal is to estimate the useful life remaining for a system 

based on available condition-monitoring information. This supports the relevance of RUL 

prediction as a machine learning problem in predictive maintenance. 

The NASA C-MAPSS dataset is one of the most common benchmark datasets for 

turbofan engine RUL prediction. Saxena et al. [6] introduced the aircraft engine run-to-

failure simulation data, and many later studies have used this dataset to evaluate data-

driven RUL prediction methods. Because C-MAPSS is already widely used, the 

contribution of this thesis is not the dataset itself, but the controlled comparison of selected 

model families and input representations. 

Several previous studies have investigated deep learning methods for C-MAPSS-

based RUL prediction. Babu et al. [7] proposed a deep convolutional neural network 

regression approach for RUL estimation. Li et al. [3] also used a deep convolutional neural 

network and showed that time-windowed sensor data can be used to learn degradation-

related features. Zheng et al. [4] applied Long Short-Term Memory networks to RUL 

estimation, which is relevant because recurrent models are designed to process ordered 

sensor sequences. These studies show that deep learning models can learn useful 

degradation patterns from multivariate sensor data. 

Other studies show that preprocessing choices, labeling strategies, and dataset 

conditions also affect RUL prediction performance. Asif et al. [8] studied deep learning 

for aircraft turbofan RUL prediction and showed that preprocessing choices influence the 

final model performance. Ensarioğlu et al. [9] investigated a hybrid 1D-CNN-LSTM 

approach using change-point-based labelling and feature engineering, showing that input 

preparation and labelling decisions are important. 

More recent survey work by Wu et al. [10] also shows that deep-learning-based RUL 

prediction includes many model types and design choices, including sequence modeling, 

convolutional models, and preprocessing strategies. 

Overall, previous research confirms that both traditional machine learning and deep 

learning methods can be applied to RUL prediction. However, many studies focus on 

individual architectures, specific preprocessing choices, or specific experimental settings. 

Less attention is given to comparing feature-engineered machine learning models and 

sequence-based deep learning models within the same FD001 experimental framework 

and evaluation conditions, while using model-appropriate input representations. In 

addition, reduced training-data robustness is not always examined, even though complete 

run-to-failure data can be limited in practical predictive maintenance settings. This thesis 

addresses that gap by comparing selected feature-engineered ML models and sequence-

based DL models in the same FD001 experimental pipeline, while also evaluating 

window-size effects and reduced training-data conditions. 

1.3 Problem formulation 

RUL prediction is difficult because degradation in industrial systems develops over 

time and may not be clearly visible from individual sensor readings. The data used for 

prediction is usually multivariate time-series data, where several sensor signals can change 

together in different ways. In addition, complete run-to-failure data is often limited 

because real failures can be expensive, rare, or unsafe to collect [2]. 



   
 

Previous studies have shown that learning-based methods can be used for turbofan 

engine RUL prediction [3]–[9]. However, the existing studies often focus on specific 

model architectures or specific experimental settings rather than comparing model families 

under the same experimental conditions. For example, Li et al. [3] focus on a deep 

convolutional neural network, Zheng et al. [4] focus on LSTM-based RUL estimation, 

Asif et al. [8] discuss the influence of preprocessing and dataset conditions, and Ensarioğlu 

et al. [9] focus on a hybrid 1D-CNN-LSTM approach using change-point-based labelling 

and feature engineering. These studies are relevant, but they do not provide the same 

combined comparison between feature-engineered machine learning models and 

sequence-based deep learning models within the same FD001 experimental framework 

and evaluation conditions, while using model-appropriate input representations. 

Although the NASA C-MAPSS dataset has been widely used in RUL prediction 

research, there is still a need to examine how different model families behave when the 

input representation is controlled. Feature-engineered machine learning models use 

statistical summaries from sensor windows, while sequence-based deep learning models 

use ordered sensor sequences. This difference is important because temporal degradation 

information may be affected by the way sensor data is represented. In addition, limited 

attention is given to how these model families behave when the amount of available run-

to-failure training data is reduced. This is relevant because complete failure histories can 

be difficult to collect in practical predictive maintenance settings. 

Therefore, the research gap addressed in this thesis is not simply a general 

comparison between machine learning and deep learning on C-MAPSS. Instead, the gap 

is the need for a controlled benchmark-based comparison that examines model family, 

input representation, window size, and reduced training-data robustness within the same 

experimental pipeline. 

This thesis investigates the following research questions: 

RQ1: How accurate are feature-engineered machine learning models in predicting the 

Remaining Useful Life (RUL) of turbofan engines? 

RQ2: How does the prediction accuracy of sequence-based deep learning models compare 

to feature-engineered machine learning models for RUL estimation? 

RQ3: How does reducing the training data size affect the prediction accuracy of feature-

engineered machine learning and deep learning models for RUL estimation? 

1.4 Motivation 

This thesis is scientifically relevant because it provides a controlled empirical 

comparison of selected machine learning and deep learning models for RUL prediction. 

Instead of focusing only on one model, the thesis compares representative feature-

engineered and sequence-based approaches under the same dataset and evaluation metrics. 

The work is also motivated by the limited-data problem in predictive maintenance. 

In real maintenance settings, large amounts of run-to-failure data may be difficult to collect 

because failures can be rare, expensive, or unsafe to observe. Studying reduced training-

data settings can therefore give useful insight into model robustness and data efficiency. 

From an industrial perspective, RUL prediction is relevant because many industries 

use sensor data to monitor equipment and plan maintenance. This thesis does not claim 

that the trained models are ready for real aircraft maintenance use. Instead, it provides 

benchmark-based results that can support further research and development in sensor-

based predictive maintenance. 



   
 

1.5 Results 

The study produced a reproducible experimental pipeline for comparing Random 

Forest, XGBoost, SVR, LSTM, GRU, and 1D-CNN on the FD001 dataset. The 

experiments evaluate model accuracy, the effect of sequence length, and performance 

under reduced training-data conditions using MAE, RMSE, and R². 

1.6 Scope/Limitation  

This thesis is limited to Remaining Useful Life prediction using the NASA C-

MAPSS FD001 dataset. FD001 is used because it provides a simpler benchmark setting 

with one operating condition and one fault mode, making it suitable for a controlled first 

comparison. The study evaluates a limited set of representative models: Random Forest, 

XGBoost, Support Vector Regression, LSTM, GRU, and 1D-CNN. It does not include all 

possible machine learning or deep learning methods, and it does not perform extensive 

hyperparameter optimization. 

The work is also limited to an offline benchmark-based evaluation. It does not 

investigate real-time RUL prediction, streaming sensor data, online model updating, 

computational latency, or deployment in an operational maintenance system. The results 

are therefore interpreted only within the selected dataset, model configurations, 

preprocessing choices, and experimental settings. 

1.7  Target group  

The main target group for this thesis is computer science students, machine learning 

researchers, developers, and data scientists interested in predictive maintenance or sensor-

based time-series prediction. The work may also be useful as a baseline for similar 

experimental pipelines. Since the dataset is simulated, the thesis is not targeted at direct 

aircraft maintenance deployment. 

1.8  Outline  

This report is organized as follows. Chapter 2 presents the research method, 

including the controlled experiment, reliability, validity, and ethical considerations. 

Chapter 3 explains the theoretical background, including predictive maintenance, RUL 

prediction, C-MAPSS, machine learning, deep learning, and evaluation metrics. Chapter 

4 describes the implementation of the experimental pipeline. Chapter 5 presents the results. 

Chapter 6 analyses the results in relation to the research questions. Chapter 7 discusses the 

findings, limitations, and relation to previous work. Chapter 8 concludes the thesis and 

presents future work. 

 

2  Method 
This chapter describes the research approach used to answer the research questions. 

The purpose of the method is to make the experiment structured, repeatable, and 

trustworthy. Since the thesis compares model performance for Remaining Useful Life 

prediction under different training data conditions, the main research method is a 

controlled experiment. The chapter first describes the research project, then explains the 

selected research methods, followed by reliability, validity, and ethical considerations. 



   
 

2.1 Research Project 

This study uses a controlled experiment to compare feature-based machine learning 

models and sequence-based deep learning models for RUL prediction on the NASA C-

MAPSS FD001 dataset. It also examines how sequence length and reduced training-data 

availability affect prediction performance. 

To answer RQ1, the experiment evaluates three ML models trained on statistical 

window features. The selected models are Random Forest, XGBoost, and Support Vector 

Regression. These models are trained using the same FD001 dataset, the same 

preprocessing approach, and the same 30-cycle statistical window features. The 

independent variable is the machine learning model, and the dependent variables are MAE, 

RMSE, and R². 

To answer RQ2, the experiment compares feature-engineered machine learning 

models with sequence-based deep learning models. The selected deep learning models are 

LSTM, GRU, and 1D-CNN. These models use ordered sensor sequences instead of 

manually created statistical features. This makes it possible to compare whether learning 

directly from temporal sensor data improves prediction performance compared with 

feature-engineered machine learning.  

To support this comparison, different deep learning window sizes are also tested. 

The tested sequence lengths are 30, 50, 70, and 100 cycles. This part of the experiment is 

used to observe how input sequence length affects deep learning performance. 

To answer RQ3, the experiment studies reduced training data conditions. The 

training data is reduced by selecting complete engine units instead of random individual 

rows. This preserves the time series structure of each selected engine. The training data 

levels are 100%, 75%, 50%, and 25% of the training engines. The test set remains fixed 

for all training data sizes so that the results are comparable. Repeated random sampling is 

used for the reduced-data settings to reduce the effect of one lucky or unlucky engine 

selection. 

Interviews, surveys, and a case study were unsuitable because the research questions 

concern measurable model performance rather than opinions or one organizational 

context. 

2.2 Research methods 

This thesis adopts a controlled experimental research method. Controlled 

experiments are commonly used in computer science and machine learning research to 

evaluate the effect of specific variables on measurable outcomes while keeping other 

conditions constant [11]. This approach is appropriate because the research aims to 

compare the predictive performance of different models and to investigate how changes 

in input configuration and training data availability affect RUL prediction. 

By keeping the dataset, test set, and evaluation metrics fixed, the experiment reduces 

several external sources of variation and supports a more reproducible comparison [12]. 

However, model architecture and input representation differed between the model 

families, and in the window-size experiment the number of training samples also changed. 

Therefore, the observed performance differences should be interpreted as effects of the 

tested configurations rather than isolated causal effects of individual variables. 

The experiment addresses the research questions by varying three factors: the 

prediction model, the input representation, and the amount of available training data. 

Model performance is evaluated using commonly applied regression metrics, namely 

Mean Absolute Error (MAE), Root Mean Squared Error (RMSE), and the coefficient of 



   
 

determination (R²). These metrics provide complementary perspectives on prediction 

accuracy and model fit [13], [14]. 

Alternative research methods, such as interviews, surveys, or case studies, were not 

considered suitable because the research questions focus on quantitative model 

performance rather than human perceptions or organizational practices. While the 

literature review provides the theoretical foundation and identifies relevant approaches, 

the controlled experiment serves as the primary method for generating empirical evidence 

and answering the research questions. 

2.3  Reliability and Validity  

Reliability concerns whether another researcher could repeat the study and obtain 

similar results [12]. In this thesis, reliability is mainly affected by the experimental setup, 

the model training process, and the creation of reduced training data subsets. One 

reliability issue is that machine learning and deep learning models may produce slightly 

different results between runs because of random initialization, random sampling, and 

training behaviour. To reduce this risk, fixed random seeds are used where possible, and 

the dataset preparation, model settings, and evaluation process are documented. 

A second reliability issue is connected to the reduced training data subsets. If a 

reduced subset is selected only once, the result may depend too strongly on which engines 

were included. To reduce this risk, reduced-data experiments are repeated using different 

random seeds. The training data is also reduced by selecting complete engine units instead 

of individual rows, so the time-series structure of each selected engine is preserved. 

After reliability, validity is also important because it concerns whether the 

conclusions are supported by the method and collected data [15]. One internal validity 

threat is that performance differences may be caused by preprocessing choices rather than 

by model type. To reduce this risk, the same FD001 train/test structure and evaluation 

metrics were used across the compared models, while preprocessing was documented and 

applied consistently within each model family. 

In addition to preprocessing, model tuning is another internal validity threat. 

Different models may benefit from different levels of hyperparameter optimization. This 

thesis uses selected representative configurations rather than a full optimization search. 

Therefore, the conclusions are limited to the tested model settings and should not be 

interpreted as proof that one algorithm is always better in general. 

A further validity issue is related to the difference between training and test sample 

sizes. The training data contains full run-to-failure histories, so many overlapping 

windows can be created from each engine. The FD001 test set provides one true RUL 

value per test engine, so the final evaluation contains one prediction per test engine. This 

is a property of the dataset and evaluation design, not a data preparation error, and it is 

considered when interpreting the results. 

Finally, external validity is limited because the NASA C-MAPSS dataset is 

simulated and not real aircraft maintenance data. Therefore, the results cannot be directly 

generalized to real aircraft maintenance systems. The findings are interpreted as 

benchmark-based evidence for the selected dataset, models, preprocessing choices, and 

experimental settings. 

2.4  Ethical Considerations  

The study uses the public NASA C-MAPSS dataset, which contains simulated 

sensor data and no personal or sensitive information. It does not involve human 



   
 

participants, interviews, surveys, or observations; therefore, participant consent, 

confidentiality, and GDPR-related handling of personal data are not applicable. 

RUL prediction may influence decisions in safety-critical systems, so the results are 

presented only as benchmark-based findings and not as models ready for operational 

aircraft maintenance. The simulated dataset and randomly selected reduced-data subsets 

may introduce bias and limit generalizability. Repeated sampling was used to reduce 

subset-related variation, but validation with real operational data would still be required 

before practical deployment. 

2.5 Use of AI tools and reflection 

Generative AI tools were used as limited supporting tools during this thesis work. 

ChatGPT was mainly used to improve grammar, sentence clarity, and report structure, and 

to help interpret supervisor and examiner feedback. Claude Code was used to assist with 

reviewing parts of the Python code and suggesting additional scripts for baseline and error 

analysis. 

All AI-generated suggestions were reviewed before use. The author executed the 

code, checked the calculated results against the experiment outputs, selected the academic 

sources, and remained responsible for the research questions, experimental design, 

analysis, and conclusions. AI-generated responses were not used as academic references. 

The use of these tools improved the efficiency of language revision and code 

inspection. However, some suggestions contained repetition or interpretations that were 

not supported by the results. Therefore, the outputs required manual verification and were 

only used when they were consistent with the implemented experiment and academic 

sources. 

 

3  Theoretical Background 
This chapter presents the theoretical background needed to understand the problem, 

models, and evaluation approach used in this thesis. It explains predictive maintenance, 

Remaining Useful Life prediction, the NASA C-MAPSS dataset, time-series sensor data, 

machine learning and deep learning models, and the evaluation metrics. The chapter ends 

by identifying the research gap addressed in this thesis. 

3.1 Predictive maintenance and prognostics 

Predictive maintenance uses operational and sensor data to estimate equipment 

condition and support maintenance before failure occurs, reducing the risk of downtime, 

cost, and safety problems [1]. It includes condition monitoring, which evaluates the current 

system state, and prognostics, which estimates how that state may develop over time. 

Remaining Useful Life prediction is a central prognostic task because it estimates how 

long a system can continue operating before failure [2]. In this study, the focus is on 

computational models that learn degradation patterns from multivariate turbofan sensor 

data. 

3.2  Remaining Useful Life prediction 

Remaining Useful Life, or RUL, refers to the estimated amount of time or number 

of operating cycles that a system can continue operating before it reaches failure. RUL 

estimation is a central task in prognostics and health management because it supports 

maintenance planning before failure occurs [5]. In the NASA C-MAPSS dataset, RUL is 



   
 

measured in engine cycles, since each turbofan engine unit is represented as a sequence of 

operating cycles until failure or until the end of the observed test sequence [6]. 

In this thesis, RUL prediction is treated as a regression problem. The model receives 

sensor measurements collected over time and predicts a numerical remaining-life value. 

This follows the common data-driven RUL prediction setting, where historical sensor 

observations are used to learn the relationship between degradation behaviour and 

remaining life [5]. In the training data, RUL can be calculated because each engine is run 

until failure. The test data is different because the engines are only partly observed, and 

the true RUL value is provided separately for each test engine [6]. 

RUL prediction is challenging because degradation is not always directly visible 

from a single sensor reading. Sensor values can be noisy, affected by operating conditions, 

and related to degradation in different ways. Previous studies also show that preprocessing 

choices, feature preparation, model type, and input sequence length can influence RUL 

prediction performance [3], [4], [8]. Therefore, the way sensor data is prepared and 

represented is an important part of the experimental design in this thesis. 

3.3  NASA C-MAPSS turbofan dataset 

NASA C-MAPSS is a simulated turbofan engine run-to-failure dataset commonly 

used for RUL prediction research [16], [17]. Each row contains an engine identifier, 

operating cycle, three operational settings, and 21 sensor measurements. The dataset 

contains four subsets with different operating conditions and fault modes [17], [6]. This 

study uses FD001, which contains one operating condition and one fault mode, to support 

a controlled comparison. 

The training data contains complete run-to-failure histories, whereas the test data 

contains partial histories with one true RUL value for each test engine. Consequently, 

multiple windows can be generated from each training engine, while the final evaluation 

produces one prediction per test engine. 

3.4  Time-series sensor data and windowing 

A time series is a sequence of observations collected over time. In the C-MAPSS 

dataset, each engine unit is represented as a multivariate time series because several sensor 

values are recorded at each operating cycle [6]. The order of the cycles is important 

because engine degradation develops over time, and later sensor readings may contain 

information about the progression of degradation. 

Window-based preparation is commonly used in RUL prediction to convert sensor 

histories into model inputs. A window contains a fixed number of consecutive cycles. For 

example, a 30-cycle window contains sensor readings from 30 consecutive operating 

cycles, and the target value is the RUL at the final cycle of that window. Previous C-

MAPSS studies have used time-windowed sensor data to prepare samples for deep 

learning and feature learning [3], [7]. 

Feature-engineered machine learning and sequence-based deep learning use these 

windows differently. For machine learning models, each window is converted into 

statistical features such as mean, maximum, minimum, and standard deviation. This 

creates a tabular representation suitable for traditional machine learning models. For deep 

learning models, the window can be kept as an ordered sensor sequence, allowing recurrent 

models such as LSTM to use temporal information directly from the sensor history [4]. 

Window size is an important design choice because it affects both the amount of 

degradation history included in each sample and the number of training samples available. 



   
 

A shorter window may not contain enough degradation information, while a longer 

window reduces the number of possible training sequences and may include older 

information that is less relevant to the current RUL target. For this reason, this thesis uses 

a 30-cycle window for the feature-engineered machine learning baseline and tests multiple 

sequence lengths for the deep learning models. 

3.5  Feature-engineered machine learning 

Traditional machine learning models usually require tabular input. Since raw sensor 

data is sequential, it must first be converted into useful features. This process is called 

feature engineering. 

In this thesis, rolling windows are used to create statistical features from sensor 

readings. These features summarize the behaviour of each sensor during a fixed window. 

For example, the mean shows the average sensor level, maximum and minimum show the 

range, and standard deviation shows variation inside the window. 

The feature-engineered machine learning models used in this thesis are Random 

Forest, XGBoost, and Support Vector Regression. Random Forest is an ensemble method 

based on many decision trees and is useful for tabular data with non-linear relationships 

[18]. XGBoost is a gradient boosting method that builds trees sequentially, where later 

trees correct errors from earlier trees [19]. Support Vector Regression is a regression 

method based on support vector machines and can model non-linear relationships when 

suitable kernels are used, but it is sensitive to feature scaling [20]. 

These models are useful baselines because they represent common traditional 

machine learning approaches. However, their performance depends on the quality of the 

engineered features. If important temporal information is lost when the window is 

summarized, the model may not fully capture the degradation process. 

3.6  Sequence-based deep learning models 

Deep learning models can learn patterns directly from raw input data. For time-series 

RUL prediction, sequence-based deep learning models can use ordered sensor windows 

instead of manually created statistical features. This is useful because engine degradation 

develops over time, and the order of sensor readings may contain important information. 

LSTM, or Long Short-Term Memory, is a recurrent neural network architecture 

designed for sequential data. It can keep useful information from previous time steps and 

control what should be remembered or forgotten [21]. Previous work has also used LSTM 

for RUL prediction with the C-MAPSS dataset [4]. 

GRU, or Gated Recurrent Unit, is another recurrent architecture. It is similar to 

LSTM but has a simpler structure, which can make it faster to train while still learning 

temporal patterns [22]. A 1D-CNN applies convolution filters across the time dimension 

and can learn local temporal patterns from time-windowed sensor data. CNN-based 

methods have also been used for RUL prediction [3]. 

Deep learning can reduce the need for manual feature engineering because the model 

learns from raw sensor sequences. However, deep learning models can also be sensitive to 

architecture, window size, training settings, and random initialization. Therefore, it is 

important to compare them under the same experimental conditions as the machine 

learning models. 



   
 

3.7  Evaluation metrics for RUL prediction 

RUL prediction is evaluated as a regression task because the model predicts a 

numerical remaining-life value. This thesis uses Mean Absolute Error, Root Mean Squared 

Error, and R² to evaluate model performance. These metrics are commonly used in 

regression evaluation because they describe prediction error and model fit from different 

perspectives [13], [14]. 

Mean Absolute Error, or MAE, measures the average absolute difference between 

the true RUL and the predicted RUL [13]. A lower MAE means lower average prediction 

error. Since RUL is measured in engine cycles in the C-MAPSS dataset, MAE can also be 

interpreted directly in engine cycles. This makes it useful for understanding the average 

size of the prediction error. 

Root Mean Squared Error, or RMSE, also measures prediction error, but it gives 

stronger penalty to larger errors because the errors are squared before averaging. This 

makes RMSE useful when large prediction mistakes are important to identify [13]. In RUL 

prediction, large errors can be important because very inaccurate predictions may lead to 

poor maintenance decisions. 

R², or the coefficient of determination, measures how much of the variation in the 

target values is explained by the model. A higher R² indicates that the model explains more 

of the variation in the true RUL values. A negative R² means that the model performs 

worse than a simple baseline that predicts the average target value [14]. 

Using all three metrics gives a broader view of model performance. MAE shows the 

average prediction error, RMSE highlights larger errors, and R² shows how well the model 

explains variation in RUL values. This is useful because one metric alone may not fully 

describe the prediction behaviour of a model. 

3.8  Challenges and research gap 

Previous research shows that both machine learning and deep learning methods can 

be used for turbofan engine RUL prediction [3]–[9]. CNN-based models, LSTM-based 

models, and other learning-based approaches show that sensor time-series data can be used 

to learn degradation patterns. However, these findings also lead to several challenges that 

are relevant for this thesis. 

The first challenge is that many studies focus on one specific model architecture or 

one specific experimental setup. This makes it difficult to understand how different model 

types behave under the same conditions. A model may perform well because of 

preprocessing choices, window size, tuning, or dataset setting, not only because of the 

model architecture. 

The second challenge is that feature-engineered machine learning and sequence-

based deep learning use sensor data differently. Feature-engineered models depend on 

manually prepared statistical features, while sequence-based deep learning models can 

learn from raw ordered sensor windows. Because of this difference, it is useful to compare 

both approaches using the same FD001 dataset and evaluation metrics, with input 

preparation appropriate to each model family. 

The third challenge is related to training data availability in predictive maintenance. 

In real maintenance situations, run-to-failure data may be limited because failures are rare, 

expensive, or unsafe to collect. Therefore, it is useful to study how model performance 

changes when less training data is available. 

Together, these challenges lead to the research gap addressed in this thesis. The gap 

is not the use of the NASA C-MAPSS dataset itself, since this dataset has already been 



   
 

widely used in RUL prediction research. Instead, the gap concerns the need for a controlled 

benchmark-based comparison that connects model family, input representation, window 

size, and reduced training-data robustness within the same experimental pipeline. This 

thesis addresses that gap by preparing both feature-engineered machine learning inputs 

and raw sequence-based deep learning inputs from the same FD001 dataset, comparing 

selected models using the same evaluation metrics, testing different sequence lengths for 

deep learning models, and evaluating performance when the available training engines are 

reduced. 

 

4  Research project - Implementation  
This chapter describes the Python-based experimental pipeline used to prepare the 

FD001 dataset, create statistical and sequential model inputs, train the selected models, 

and generate the predictions, metrics, and visualizations required to answer the research 

questions. 

4.1  Experimental pipeline and project structure 

The implementation was divided into data preparation, feature and sequence 

creation, model training, reduced-data experiments, and result collection. Raw data, 

processed data, source code, predictions, metrics, and generated charts were stored 

separately to support repeatability. The main FD001 files used in the experiment are 

presented in Table 4.1. The training file contains complete run-to-failure histories, while 

the test file contains partial engine histories. The RUL file provides one true RUL value 

for each test engine. 

Table 4.1: Main FD001 dataset files used in the experiment. 

File Purpose Size used in this thesis 

train_FD001.txt Training engine histories 20,631 rows, 100 

engines 

test_FD001.txt Partial test engine histories 13,096 rows, 100 

engines 

RUL_FD001.txt True RUL values for the 

test engines 

100 RUL values 

 

The pipeline progressed from dataset preparation to feature and sequence creation, 

model training, reduced-data experiments, and result collection. The same test set and 

evaluation metrics were used across the experiments so that the comparisons primarily 

reflected differences in model type, input representation, sequence length, and training-

data availability. 

4.2  Dataset preparation and RUL labels 

The raw FD001 files do not include column names. Therefore, the first 

implementation step was to load the raw text files and assign meaningful column names. 

Each row represents one engine at one operating cycle. The first column represents the 

engine unit number, the second column represents the time cycle, the next three columns 



   
 

represent operational settings, and the remaining columns represent the 21 sensor 

measurements. 

 

The prepared column groups are shown in Table 4.2. 

 

Table 4.2: Prepared dataset column groups 

 

 

 

 

For the 

training data, the RUL label was calculated from the final cycle of each engine. Since 

each training engine runs until failure, the RUL value for each row was calculated as: 

RUL = final cycle of the engine - current cycle 

This means that the RUL value decreases as the engine moves closer to failure. For 

example, if an engine fails at cycle 200, then cycle 1 has an RUL of 199, and cycle 200 

has an RUL of 0. 

The test data was prepared differently because the visible test file does not contain 

full run-to-failure histories. For each test engine, the final available cycle was selected, 

and the true RUL value from RUL_FD001.txt was attached to that final cycle. This created 

one final evaluation sample per test engine. 

After preparation, the processed training and test files were checked to confirm that 

the expected columns were present and that there were no missing values. This validation 

step was important because later model training depended on the correctness of these 

prepared files. 

4.3   Feature-engineered machine learning implementation 

The machine learning models required tabular input. Since the original FD001 

sensor data is sequential, rolling-window feature engineering was used to convert the time-

series sensor readings into tabular features. 

A fixed 30-cycle window was used for the feature-engineered machine learning 

baseline. For each engine, overlapping 30-cycle windows were created. The RUL target 

for each window was the RUL value at the final cycle of that window. For example, a 

window containing cycles 1 to 30 used the RUL value at cycle 30 as its target. 

For each 30-cycle window, statistical features were calculated for all 21 sensors. The 

extracted feature types were mean, maximum, minimum, and standard deviation. These 

values summarized the recent behaviour of each sensor and produced a feature table 

suitable for traditional machine learning models. 

The feature-engineered machine learning models were Random Forest, XGBoost, 

and Support Vector Regression. Random Forest and XGBoost were trained directly on the 

engineered feature table. SVR was implemented with feature scaling because SVR is 

sensitive to the scale of input values. Therefore, the SVR pipeline included StandardScaler 

before the regression model. 

Each model produced prediction outputs and evaluation metrics. The prediction files 

stored the actual RUL, predicted RUL, and absolute error for each test engine. The metric 

files stored MAE, RMSE, and R², which were later used in the Results chapter. 

Column group Description 

unit_number Engine identifier 

time_cycle Operating cycle number 

setting_1 to setting_3 Operational settings 

sensor_1 to sensor_21 Sensor measurements 



   
 

4.4   Deep learning sequence implementation 

After the feature-engineered machine learning pipeline was completed, the data was 

also prepared for deep learning models. Unlike the ML models, the deep learning models 

used raw ordered sensor sequences instead of statistical feature summaries. 

For the first deep learning baseline, 30-cycle sequences were created so that the 

sequence length matched the ML window size. Each input sample contained 30 

consecutive cycles, and each cycle contained 21 sensor values. This means that each deep 

learning input represented a short sensor history instead of one summarized feature row. 

Before sequence creation, sensor values were standardized. The scaler was fitted 

only on the training data and then applied to both training and test data. This prevented 

information from the test set from being used during preprocessing. 

For the training data, overlapping sequences were created for each engine. For the 

test data, only the final available sequence of each test engine was used, because the FD001 

test set provides one true RUL value per test engine. This is why the number of training 

sequences is much larger than the number of test sequences. 

 

The model groups and input types used in the experiment are summarized in Table 4.3. 

 

Table 4.3: Model groups and input types. 

 

Model group Models Input type 

Feature-engineered 

ML 

Random Forest, XGBoost, SVR 30-cycle statistical window 

features 

Sequence-based 

DL 

LSTM, GRU, 1D-CNN Raw ordered sensor 

sequences 

 

The LSTM and GRU models used recurrent layers to learn temporal patterns from 

ordered sensor sequences. The 1D-CNN model used one-dimensional convolution layers 

to learn local patterns across the time dimension. Each model ended with a dense output 

layer for RUL prediction and was evaluated using the same metrics as the ML models. 

4.5   Window-size and reduced-data experiments 

In addition to the initial 30-cycle deep learning experiment, different sequence 

lengths were tested for the deep learning models. The tested window sizes were 30, 50, 

70, and 100 cycles. For each window size, new sequence files were created and the deep 

learning models were trained again. 

This experiment was included because sequence length can affect prediction 

performance. A shorter sequence may not contain enough degradation history, while a 

longer sequence reduces the number of available training samples and may include less 

useful information. The window-size experiment was therefore used to compare how 

different input lengths affected the deep learning models. 

The reduced-data experiment was implemented to answer the third research 

question. Training data sizes of 100%, 75%, 50%, and 25% were created by selecting 

complete engine units rather than random individual rows. This was important because 

each engine is a time series, and randomly selecting individual rows could break the 

sequence structure. 



   
 

For the feature-engineered ML reduced data experiment, Random Forest, XGBoost, 

and SVR were trained under the different training data sizes. For the deep learning 

reduced-data experiment, LSTM with a 50-cycle window was used as the representative 

deep learning model. The 50-cycle LSTM configuration was selected because it performed 

strongly in the deep learning window-size experiment. 

Repeated random sampling was used for the reduced-data settings. Instead of relying 

on only one random subset, the 75%, 50%, and 25% training data settings were repeated 

using different random seeds. This made it possible to report both mean performance and 

standard deviation, reducing the risk that the result depended only on one lucky or unlucky 

engine selection. 

4.6   Result collection and visualization 

The experiment outputs were saved as prediction files, metric summaries, 

comparison tables, and visualizations. These outputs included the full-data, window-size, 

repeated reduced-data, and ML-versus-DL results presented in Chapter 5. 

A constant mean-value baseline predictor was also evaluated to determine whether 

the trained models provided meaningful improvement over a non-learning prediction 

strategy. The baseline was implemented using DummyRegressor(strategy="mean") and 

was fitted only on the 17,731 training targets used in the 30-cycle comparison. It predicted 

the same mean training RUL value of 94.15 cycles for every test engine. The baseline was 

then evaluated on the same 100 FD001 test engines using MAE, RMSE, and R². The test 

targets were not used when fitting the baseline. 

The saved prediction files were also used for residual and per-engine error analysis. 

For each test engine, the residual was calculated as: 

𝑅𝑒𝑠𝑖𝑑𝑢𝑎𝑙ᵢ =  𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑅𝑈𝐿ᵢ −  𝐴𝑐𝑡𝑢𝑎𝑙 𝑅𝑈𝐿ᵢ 
A positive residual represents RUL overprediction, while a negative residual 

represents underprediction. The absolute error was calculated as the absolute difference 

between the predicted and actual RUL values. These values were used to examine error 

distributions, error direction, maximum errors, prediction tolerance, and the test engines 

with the largest prediction errors. 

The test engines were also divided into three exploratory RUL groups based on their 

actual RUL values: low RUL from 0 to 50 cycles, medium RUL from 51 to 100 cycles, 

and high RUL above 100 cycles. These groups contained approximately equal numbers of 

test engines and were used to investigate whether model performance changed across  

different remaining-life ranges. 

 

5  Results 
This chapter reports the FD001 experimental results using MAE, RMSE, and R², 

where lower MAE and RMSE and higher R² indicate better performance. Sections 5.1 to 

5.3 present the results for the three research questions, while Section 5.4 presents the 

baseline, error-distribution, RUL-range, and per-engine results. 

5.1 Results for RQ1: Feature-Engineered Machine Learning Models 

RQ1 asks how accurate feature-engineered machine learning models are in 

predicting the Remaining Useful Life of turbofan engines. To answer this question, 

Random Forest, XGBoost, and Support Vector Regression were evaluated using statistical 

features created from 30-cycle sensor windows. 



   
 

 

Table 5.1 summarizes the full-data performance of Random Forest, XGBoost, and SVR. 

The best result for each metric is highlighted in bold. 

 

Table 5.1: Full-data performance of the feature-based ML models. 

 

Model type Model Window 

size 

MAE RMSE R² 

Feature-

engineered 

ML 

Random 

Forest 

30 18.56 25.56 0.6216 

Feature-

engineered 

ML 

XGBoost 30 20.99 28.77 0.5206 

Feature-

engineered 

ML 

SVR 30 21.80 31.05 0.4418 

 

Random Forest achieved the strongest performance among the three feature-based 

ML models, producing the lowest MAE and RMSE and the highest R². These results 

indicate that statistical features extracted from 30-cycle sensor windows contained useful 

information for RUL prediction in the tested FD001 setup. 

5.2 Results for RQ2: Comparison Between Machine Learning and Deep 

Learning Models 

RQ2 examines how sequence-based deep learning models compare with ML models 

trained on statistical window features. For this comparison, Random Forest, XGBoost, and 

SVR were evaluated against LSTM, GRU, and 1D-CNN. 

The direct comparison used the same 30-cycle input length. However, the input 

representation was different. The machine learning models used statistical features from 

30-cycle windows, while the deep learning models used raw ordered 30-cycle sensor 

sequences. 

The full-data performance of all six models is compared in Table 5.2. The best result 

for each evaluation metric is highlighted in bold. 

 

Table 5.2: Performance of ML and DL models under the 30-cycle full-data setting. 

       

Model Type Model Window 

size 

MAE RMSE R² 

Deep Learning GRU 30 13.80 19.61 0.7773 

Deep Learning LSTM 30 13.87 19.49 0.7801 

Feature-engineered ML Random 

Forest 

30 18.56 25.56 0.6216 

Deep Learning 1D-CNN 30 20.91 27.80 0.5526 

Feature-engineered ML XGBoost 30 20.99 28.77 0.5206 

Feature-engineered ML SVR 30 21.80 31.05 0.4418 

 



   
 

Table 5.2 shows that the recurrent models achieved the strongest results. GRU 

produced the lowest MAE, while LSTM achieved the lowest RMSE and highest R². 

Random Forest was the strongest feature-based ML model but did not outperform GRU 

or LSTM. 

Additional deep learning experiments were performed using sequence lengths of 30, 

50, 70, and 100 cycles. These experiments support RQ2 by showing whether the 

performance of LSTM, GRU, and 1D-CNN changes when the amount of sensor history 

provided to the models is changed. Table 5.3 presents the MAE, RMSE, and R² values for 

each model and window-size combination. 

 

Table 5.3: Deep learning results using different window sizes. 

 

Model Window 

size 

Training 

samples 

MAE RMSE R² 

LSTM 50 15,731 13.77 20.90 0.7470 

GRU 50 15,731 14.09 20.33 0.7606 

LSTM 30 17,731 14.26 21.40 0.7347 

GRU 30 17,731 14.60 20.26 0.7622 

LSTM 70 13,731 17.61 24.87 0.6418 

1D-CNN 50 15,731 18.59 27.96 0.5472 

GRU 70 13,731 19.23 28.92  0.5155 

1D-CNN 30 17,731 20.65 28.30 0.5361 

1D-CNN 70 13,731 23.47 38.92 0.1228 

LSTM 100 10,731 26.65 39.79 0.0833 

GRU 100 10,731 26.65 40.37 0.0563 

1D-CNN 100 10,731 45.70 82.30 -2.9223 

 

Figure 5.2: MAE values for deep learning models across different window sizes 

 
 

As shown in Table 5.3, the best result depended on both the model architecture and 

the selected sequence length. LSTM with a 50-cycle window achieved the lowest MAE, 

while GRU with a 30-cycle window achieved the lowest RMSE and highest R². Figure 5.2 

shows the MAE trend across the tested window sizes. The figure makes it clear that 

performance generally became weaker at 70 and 100 cycles, especially for 1D-CNN. 



   
 

These results show that increasing the sequence length did not automatically improve 

prediction performance. 

5.3 Results for RQ3: Performance Under Reduced Training Data 

RQ3 asks how reducing the training data size affects the prediction accuracy of 

feature-engineered machine learning and deep learning models for RUL estimation. To 

answer this question, the models were evaluated using 100%, 75%, 50%, and 25% of the 

training engines. 

Table 5.4 summarizes model performance at 100%, 75%, 50%, and 25% of the 

available training engines. Mean MAE and standard deviation are reported for the repeated 

reduced-data experiments. 

 

Table 5.4: Model performance under reduced training-data conditions. 

 

Model type Model Training 

data 

Mean 

MAE 

Std 

MAE 

RMSE Mean 

R² 

Deep Learning LSTM 100% 14.34 - 21.78 0.7253 

Feature-engineered ML Random 

Forest 

100% 18.56 - 25.56 0.6216 

Feature-engineered ML XGBoost 100% 20.99 - 28.77 0.5206 

Feature-engineered ML SVR 100% 21.80 

  

- 31.05 0.4418 

Deep Learning LSTM 75% 16.72 1.75 23.87 0.6661 

Feature-engineered ML Random 

Forest 

 

75% 21.18 2.94 29.16 0.5005 

Feature-engineered ML XGBoost 75% 21.78 0.72 29.59 0.4923 

  

Feature-engineered ML SVR 75% 22.66 1.73 31.48 0.4238 

Deep Learning LSTM 50% 14.96 1.91 20.99 0.7394 

Feature-engineered ML Random 

Forest 

50% 21.54 1.81 30.25 0.4676 

Feature-engineered ML XGBoost 50% 22.18 2.36 30.83 0.4450 

Feature-engineered ML SVR 50% 22.61 1.24 31.19  

 

0.4353 

Deep Learning LSTM 25% 16.91 2.23 23.11 0.6863 

Feature-engineered ML XGBoost 25% 20.72 3.00 28.42 0.5228 

 

Feature-engineered ML Random 

Forest 

25% 21.84 2.20 30.21 

 

0.4686 

Feature-engineered ML SVR 25% 22.08 2.90 30.46 

 

0.4519 

 

The reduced training data results show that LSTM achieved the strongest accuracy 

at every tested training data level. It had the lowest MAE, lowest RMSE, and highest R² 

for 100%, 75%, 50%, and 25% training data. However, the results did not change in a 

perfectly linear way. For example, the 50% LSTM setting performed better than the 75% 



   
 

setting. This indicates that the selected engine subsets affected the results, so reduced-data 

performance should be interpreted together with the repeated-sampling variation. 

5.4 Baseline, error distribution, and per-engine results 

A mean-value baseline predictor was evaluated using the same FD001 test engines 

and evaluation metrics as the trained models. The baseline ignored the sensor inputs and 

predicted 94.15 cycles for every test engine. Table 5.5 compares the baseline with the 

models from the direct 30-cycle comparison. 

 

Table 5.5: Model performance compared with the mean-value baseline. 

 

Model Model Type MAE RMSE R² MAE 

reduction 

from 

baseline 

Mean-value 

baseline 

Constant predictor 36.51 45.54 -0.2010 0.0% 

GRU Deep learning 13.80 19.61 0.7773 62.2% 

LSTM Deep learning 13.87 19.49 0.7801 62.0% 

Random Forest Feature-engineered ML 18.56 25.56 0.6216 49.2% 

1D-CNN Deep learning 20.91 27.80 0.5526 42.7% 

XGBoost Feature-engineered ML 20.99 28.77 0.5206 42.5% 

SVR Feature-engineered ML 21.80 31.05 0.4418 40.3% 

 

All trained models outperformed the mean-value baseline. GRU achieved the largest 

reduction in MAE, reducing the baseline error by 62.2%. LSTM achieved a similar MAE 

reduction of 62.0% and produced the lowest RMSE and highest R². Random Forest was 

the strongest feature-engineered machine learning model and reduced MAE by 49.2% 

compared with the baseline. 

The negative baseline R² does not represent a calculation error. The baseline was 

fitted using the training targets, which had a mean RUL of 94.15 cycles, while the mean 

actual RUL of the test engines was approximately 75.5 cycles. This difference is related 

to the FD001 data structure, where the training engines contain full run-to-failure histories 

while the test engines are observed only until different truncation points. 

Table 5.6 presents additional error-distribution statistics for the baseline, Random 

Forest, GRU, and LSTM. 

 

Table 5.6: Error-distribution statistics for selected models. 

 
Model Median 

absolute 

error 

Std. 

absolute 

error 

Maximum 

absolute 

error 

Mean 

residual 

Over 

prediction 

Under 

prediction 

Within 

±10 

cycles 

Within 

±20 

cycles 

Mean-

value 

baseline 

31.50 27.36 87.15 +18.63 59% 41% 19% 37% 

Random 

Forest 

12.28 17.66 75.33 +12.37 77% 23% 45% 61% 



   
 

GRU 9.81 14.00 66.45 +5.71 60% 40% 51% 76% 

LSTM 9.16 13.76 66.92 +6.57 66% 34% 51% 75% 

 

The median absolute error was lower than the MAE for every model. For example, 

LSTM had a median absolute error of 9.16 cycles but an MAE of 13.87 cycles. This 

indicates that most predictions had relatively small errors, while a smaller number of large 

errors increased the overall mean. 

All selected trained models had a positive mean residual and therefore showed an 

overall tendency to overpredict RUL. Random Forest showed the strongest overprediction 

tendency, overpredicting 77% of the test engines. GRU showed the lowest mean residual 

at +5.71 cycles. 

Figure 5.3 presents the residual distributions for the selected trained models. The 

figure shows the direction and spread of the prediction errors and makes it possible to 

observe the overall tendency toward positive residuals. 

 

 
 

Figure 5.3: Residual distributions for Random Forest, GRU, and LSTM 

 

Table 5.7 presents the five largest absolute errors for Random Forest and LSTM. 

LSTM is used for this detailed comparison because it achieved the lowest RMSE and 

highest R², while Random Forest was the strongest feature-engineered model. 

 

Table 5.7: Five largest per-engine errors for Random Forest and LSTM. 

 
Model Engine 

unit 

Actual 

RUL 

Predicted 

RUL 

Residual Absolute 

error 

Direction 

Random Forest 79 63 138.33 +75.33 75.33 Overprediction 

Random Forest 67 77 144.06 +67.06 67.06 Overprediction 

Random Forest 73 131 197.35 +66.35 66.35 Overprediction 

Random Forest 50 79 144.13 +65.13 65.13 Overprediction 

Random Forest 48 92 150.76 +58.76 58.76 Overprediction 

LSTM 67 77 143.92 +66.92 66.92 Overprediction 

LSTM 78 107 167.95 +60.95 60.95 Overprediction 



   
 

LSTM 12 124 70.98 -53.02 53.02 Underprediction 

LSTM 54 97 143.26 +46.26 46.26 Overprediction 

LSTM 2 98 139.47 +41.47 41.47 Overprediction 

 

 

Engine 67 was a shared difficult case for both models. Random Forest predicted 

144.06 cycles and LSTM predicted 143.92 cycles, while the actual RUL was 77 cycles. 

The shared error indicates that the prediction difficulty was not specific to one model 

architecture.  

However, the reason for this error cannot be confirmed without a separate analysis 

of the sensor trajectory for engine 67. 

The prediction errors were also analysed according to actual RUL range. Table 5.8 

presents the MAE and mean residual for the low, medium, and high RUL groups. 

 

Table 5.8: Error results according to actual RUL range. 

 
Model Actual RUL range Number of 

engines 

MAE Mean 

residual 

Mean-value 

baseline 

Low, 0-50 33 70.00 +70.00 

Mean-value 

baseline 

Medium, 51-100 34 13.79 +12.50 

Mean-value 

baseline 

High, 101+ 33 26.43 -26.43 

Random Forest Low, 0-50 33 9.50 +7.38 

Random Forest Medium, 51-100 34 27.79 +23.28 

Random Forest High, 101+ 33 18.12 +6.12 

LSTM Low, 0-50 33 4.39 +1.41 

LSTM Medium, 51-100 34 18.61 +12.30 

LSTM High, 101+ 33 18.47 +5.83 

 

The trained models achieved their lowest errors in the low-RUL group. LSTM 

achieved an MAE of 4.39 cycles for engines with 0 to 50 remaining cycles, while Random 

Forest achieved an MAE of 9.50 cycles. Both models produced their highest errors in the 

medium-RUL group and showed a positive bias in this range. 

Figure 5.4 visually compares MAE across the three actual-RUL groups. 



   
 

 
 

Figure 5.4: MAE by actual RUL range for the baseline, Random Forest, and LSTM 

 

6 Analysis 
This chapter builds on the results presented in Chapter 5 and analyses them in 

relation to the three research questions. The analysis combines the aggregate MAE, 

RMSE, and R² results with residual distributions, per-engine prediction errors, RUL-range 

analysis, and comparison with a mean-value baseline. No formal statistical significance 

test was applied because the experiment used a limited number of repeated runs, and the 

main purpose was to compare model behaviour under controlled benchmark conditions. 

6.1 Analysis of feature-engineered machine learning models 

RQ1 asked how accurately feature-engineered machine learning models could 

predict turbofan-engine RUL. Random Forest was the strongest of the three evaluated 

models, outperforming XGBoost and SVR across the main metrics. This shows that the 

statistical features extracted from 30-cycle windows contained useful degradation 

information and that a traditional machine learning approach could perform meaningfully 

in the selected FD001 setting. 

One possible explanation is that Random Forest handled nonlinear relationships and 

interactions among the mean, minimum, maximum, and standard-deviation features more 

effectively under the selected configuration [18]. However, this does not establish that 

Random Forest is inherently more suitable for RUL prediction than XGBoost or SVR. 

XGBoost performance can depend strongly on boosting parameters [19], while SVR is 

sensitive to scaling, kernel choice, and model parameters [20]. Their weaker performance 

may therefore reflect the interaction between the selected feature set and model 

configurations rather than a general limitation of the algorithms. 

The feature representation also limits the conclusion. Statistical summaries describe 

the level and variation of each sensor but do not preserve the order, slope, or timing of 

changes within a window. In addition, no feature-ablation or importance analysis was 

performed, so the experiment cannot identify which sensors or statistics contributed most 

to the predictions. The answer to RQ1 is therefore that feature-engineered models can 

predict RUL under the tested FD001 pipeline, with Random Forest performing best, but 

the ranking applies only to the selected features and configurations. 



   
 

6.2 Analysis of deep learning compared with feature-engineered machine 

learning  

RQ2 asked how sequence-based deep learning models compare with feature-

engineered machine learning models. In the direct 30-cycle comparison, LSTM and GRU 

outperformed the feature-engineered models, while Random Forest remained stronger 

than 1D-CNN. The result therefore supports the recurrent architectures tested in this study 

rather than deep learning as a generally superior model category. 

One possible explanation is the difference in input representation. LSTM and GRU 

received the sensor values as ordered sequences, whereas the machine learning models 

received mean, minimum, maximum, and standard-deviation features. These summaries 

preserved the general level and variation of each sensor but removed information about 

the direction and timing of changes within a window. The recurrent models may therefore 

have used temporal degradation patterns that were not represented explicitly in the 

statistical features. This interpretation is consistent with previous LSTM-based RUL 

research [4]. 

However, the performance difference cannot be attributed only to temporal sequence 

modelling. The approaches also differed in architecture, model capacity, optimization, and 

feature preparation. A richer machine learning feature set containing trends, slopes, or 

changes between cycles might have produced a different comparison. Similarly, the 

weaker 1D-CNN result shows that access to ordered sequences alone was insufficient; the 

way an architecture processed those sequences also mattered. 

The window-size results provide a further limitation. The 50-cycle LSTM produced 

the lowest MAE, whereas the longer-window configurations performed more weakly. 

Increasing the window length also reduced the number of available training sequences, so 

the experiment changed historical context and training-sample quantity at the same time. 

It therefore cannot establish that longer sensor histories are generally harmful. The answer 

to RQ2 is that LSTM and GRU were the most effective models under the selected FD001 

pipeline, but their advantage cannot be assigned to one design factor alone. 

6.3 Analysis of reduced training data results 

RQ3 asked how reducing the number of training engines affected prediction 

accuracy. LSTM remained the strongest evaluated model at every tested data level, but 

performance did not decrease consistently as the training data was reduced. In particular, 

the 50% LSTM setting performed better than the 75% setting. This should not be 

interpreted as evidence that removing training data improves prediction. 

The reduced-data experiment changed two factors simultaneously: the number of 

training engines and the degradation histories contained in each subset. Because complete 

engines were selected, some subsets may have contained patterns that were more 

representative of the fixed test engines than others. The non-monotonic LSTM result may 

therefore reflect subset composition, random model variation, or an interaction between 

both factors rather than training-data quantity alone. 

Random Forest showed a clearer deterioration when fewer engines were available, 

suggesting that its engineered-feature representation benefited from a larger variety of 

training examples. XGBoost and SVR changed less consistently, but this does not 

necessarily indicate greater robustness because their full-data accuracy was already 

weaker. Robustness must therefore be considered together with absolute prediction 

accuracy. 



   
 

The standard deviations provide additional evidence that the mean results alone are 

insufficient. Greater variation at smaller data levels indicates increased sensitivity to which 

engines were selected. However, only a limited number of repeated subsets were 

evaluated, so the experiment cannot precisely estimate the full uncertainty associated with 

reduced-data training. The answer to RQ3 is therefore that LSTM remained the most 

accurate tested model under limited-data conditions, while the effect of reducing the data 

depended on both dataset size and engine-subset composition. 

6.4 Overall analysis 

The combined results indicate that RUL prediction performance was influenced by 

the interaction between model architecture and input representation. Random Forest was 

the strongest feature-engineered model, while LSTM and GRU achieved the strongest 

overall results using ordered sensor sequences. However, the experiment cannot determine 

whether their advantage resulted mainly from recurrent processing, greater model 

capacity, optimization, or the information retained in the sequential inputs. 

The window-size results further show that providing more historical data did not 

automatically improve performance. Longer windows also produced fewer training 

sequences, so historical context and sample quantity changed together. The results 

therefore identify effective configurations within the tested pipeline but do not isolate a 

universally optimal sequence length. 

The reduced-data findings show a similar interaction between data quantity and data 

composition. LSTM remained the strongest evaluated model, but performance varied 

according to which complete engine histories were selected. Overall, the study supports 

recurrent models under the selected FD001 conditions, while also showing that model 

rankings depend on preprocessing, input construction, training-data composition, and 

experimental configuration. 

6.5 Error distribution and per-engine failure analysis 

The aggregate metrics do not fully describe how consistently the models performed 

across the individual test engines. The difference between the median absolute error and 

MAE indicates that the error distributions were affected by a smaller number of large 

errors. For example, LSTM achieved a median absolute error of 9.16 cycles compared 

with an MAE of 13.87 cycles. Random Forest showed a larger difference, with a median 

error of 12.28 cycles and an MAE of 18.56 cycles. This suggests that Random Forest was 

more strongly affected by difficult engine cases. 

The spread of the absolute errors supports this interpretation. LSTM and GRU had 

absolute-error standard deviations of 13.76 and 14.00 cycles, respectively, compared with 

17.66 cycles for Random Forest. Therefore, the recurrent models were not only more 

accurate on average but also more consistent across the test engines. However, their 

maximum errors remained above 66 cycles, showing that lower average error did not 

prevent substantial failures on individual engines. 

Residual direction revealed a systematic tendency toward RUL overprediction. 

Random Forest showed the strongest bias, with a mean residual of +12.37 cycles and 

overprediction for 77% of the engines. LSTM and GRU had smaller positive mean 

residuals of +6.57 and +5.71 cycles. This indicates that the recurrent models reduced, but 

did not eliminate, the tendency to estimate more remaining life than was actually available. 

In an operational context, this direction could be more critical than underprediction 



   
 

because maintenance may be delayed. However, the benchmark results alone are 

insufficient for evaluating real maintenance risk. 

The per-engine results show that some failures were not specific to one model 

family. Engine 67 was substantially overpredicted by both Random Forest and LSTM, 

with predictions of approximately 144 cycles compared with an actual RUL of 77 cycles. 

Because both a feature-based model and a recurrent model failed on the same engine in 

almost the same direction, this case may reflect an engine-specific pattern that was difficult 

to distinguish from the training data. Nevertheless, the cause cannot be established without 

examining the corresponding sensor trajectory. In contrast, LSTM strongly underpredicted 

engine 12, showing that its positive overall residual bias did not represent every individual 

prediction. 

The RUL-range analysis further shows that model performance was not uniform 

across the degradation process. Both Random Forest and LSTM achieved their lowest 

errors in the low-RUL group, where LSTM produced an MAE of 4.39 cycles and Random 

Forest produced 9.50 cycles. Their largest errors occurred in the medium-RUL group, 

where both models also showed substantial positive residuals. This suggests that the 

models were better at identifying engines close to failure than distinguishing engines with 

an intermediate remaining life. 

In the high-RUL group, Random Forest and LSTM achieved similar MAE values of 

18.12 and 18.47 cycles. Therefore, LSTM's overall advantage was not consistent across 

all RUL ranges. Its stronger aggregate performance mainly resulted from its lower errors 

in the low- and medium-RUL groups. The analysis consequently shows that model ranking 

depends not only on overall MAE but also on error spread, prediction direction, individual 

failure cases, and the actual RUL range. 

6.6 Comparison with the baseline predictor 

The mean-value baseline provides a minimum reference for determining whether 

the trained models learned useful relationships from the sensor data. All evaluated models 

outperformed it, with GRU producing the largest MAE reduction of 62.2%. This confirms 

that the differences between the trained models were not only relative rankings among 

complex algorithms; each model provided more predictive information than a constant 

estimate that ignored engine-specific sensor measurements. 

However, outperforming this baseline is necessary rather than sufficient evidence of 

strong RUL prediction. The baseline used no temporal, sensor, or engine-specific 

information, so it represents a weak reference rather than a competitive prognostic method. 

Its especially poor performance for engines close to failure resulted from assigning the 

same prediction to every engine, regardless of degradation stage. The trained models 

reduced this error by adapting their predictions to the observed sensor histories. 

The negative baseline R² resulted from using the mean training RUL as the constant 

prediction while R² evaluates performance relative to the mean of the test targets. Because 

the FD001 training and test target distributions differ, the training-mean prediction 

performed worse than the test-mean reference. This does not indicate a calculation error, 

but it shows that the baseline result was influenced by the dataset structure. Therefore, the 

comparison supports the presence of useful sensor-based predictive information, but it 

does not by itself demonstrate operational accuracy or generalizability. 

 



   
 

7 Discussion  
After presenting and analyzing the experimental results, this chapter discusses the 

findings in relation to the research problem, previous work, and the limitations of the 

study. The purpose is not to repeat all numerical results from Chapter 5 and Chapter 6, but 

to explain what the results mean for RUL prediction using the NASA C-MAPSS FD001 

dataset. 

7.1 Discussion of the main findings 

The main finding is that LSTM and GRU outperformed the feature-engineered 

models in the direct 30-cycle comparison, while Random Forest remained stronger than 

1D-CNN. The result therefore supports the recurrent architectures tested in this study 

rather than a general conclusion that deep learning is always superior. This is consistent 

with earlier LSTM-based C-MAPSS research [4], although the advantage cannot be 

attributed only to temporal sequence modelling because the approaches also differed in 

input representation, model capacity, feature preparation, and optimization. 

A possible explanation is that the recurrent models retained information about the 

order and development of sensor changes, whereas the statistical features represented only 

the level and variation within each window. However, the weaker 1D-CNN result shows 

that access to ordered sequences alone did not guarantee strong performance. It does not 

contradict previous CNN-based research [3], because the architecture, preprocessing, 

labeling, and training procedures differed. It only shows that the tested 1D-CNN 

configuration was less effective than LSTM, GRU, and Random Forest under the current 

pipeline. 

The error analysis also qualifies the aggregate model ranking. LSTM’s advantage 

was mainly observed in the low- and medium-RUL groups, while its high-RUL 

performance was similar to Random Forest. The recurrent models still produced large 

individual errors and generally tended to overpredict remaining life. Engine 67 was a 

shared difficult case for both LSTM and Random Forest, suggesting that some engine 

trajectories were difficult across model families. However, the cause cannot be determined 

without examining the corresponding sensor behaviour. 

Finally, all trained models outperformed the mean-value baseline, with GRU 

reducing MAE by 62.2%. This confirms that the sensor inputs contained useful predictive 

information. Nevertheless, the baseline was a weak constant predictor, so outperforming 

it does not establish operational readiness. Overall, the results support recurrent sequence 

models within the selected FD001 experiment, while showing that performance depended 

on model configuration, input representation, RUL range, and individual engine 

characteristics. 

7.2 Discussion of window-size choice 

The window-size experiment confirms that sequence construction is an important 

part of C-MAPSS RUL prediction, consistent with previous studies showing that 

preprocessing and input preparation affect model performance [3], [8], [9]. LSTM with a 

50-cycle window achieved the lowest MAE of 13.77 cycles, whereas GRU performed best 

according to RMSE and R² with a shorter window. Therefore, no single sequence length 

was best for every model or evaluation metric. 

The weaker results obtained with the longer windows may have several 

explanations. Increasing the sequence length provided more historical information but 



   
 

simultaneously reduced the number of available training samples. Older cycles may also 

have contained weaker degradation signals, and the fixed model and training settings may 

not have been equally suitable for longer sequences. Consequently, the observed 

performance change cannot be attributed to window length alone. 

A controlled ablation experiment would be required to separate the effect of 

historical context from the effects of training-sample quantity and model configuration. 

The 50-cycle LSTM was therefore selected for the reduced-data experiment because it was 

the strongest tested LSTM configuration according to MAE, not because 50 cycles can be 

considered a universally optimal window size. 

7.3 Discussion of reduced training data results 

The reduced-data experiment extends earlier C-MAPSS research by examining 

model behaviour when fewer complete engine histories are available. Previous research 

has shown that dataset conditions and preprocessing choices influence RUL performance 

[8]. Similarly, LSTM remained the strongest evaluated model across the tested data levels, 

but its performance did not change in a strictly linear way. The 50% setting outperforming 

the 75% setting should therefore not be interpreted as evidence that less training data is 

beneficial. 

Reducing the dataset changed both the number of engines and the degradation 

histories available for learning. Some subsets may have contained trajectories that were 

more representative of the fixed test engines or provided more informative degradation 

patterns. Random model variation may also have contributed. Repeated sampling reduced 

dependence on one selected subset, but the limited number of repetitions means that small 

differences between data levels should still be interpreted cautiously. 

The increasing variation at the smallest data level indicates that performance became 

more sensitive to subset composition when fewer engine histories were available. This has 

practical relevance because limited run-to-failure data may produce models with 

acceptable average accuracy but unstable behaviour across different training samples. The 

results therefore support the relative robustness of LSTM within the tested FD001 

pipeline, but they do not establish that it would remain equally robust across other datasets, 

fault modes, or operating conditions. 

7.4 Relation to previous work 

The findings are generally consistent with previous studies that used deep learning 

for RUL prediction on C-MAPSS. Li et al. [3] achieved strong C-MAPSS results using a 

deep convolutional network that learned directly from normalized time-windowed sensor 

data. Their FD001 experiment selected 14 informative sensors, applied min-max 

normalization, used piecewise-linear RUL labels with a constant early-life value, and 

adopted a five-layer convolutional architecture. Their window-size analysis showed a 

clear improvement when the window increased to 30 cycles, but little further improvement 

beyond that point. 

The weaker 1D-CNN performance in this thesis does not directly contradict Li et al. 

[3], because the two experiments differed in sensor selection, normalization, RUL 

labeling, network architecture, training procedure, and evaluation metrics. In particular, 

this thesis used all 21 sensors and linear RUL labels, while Li et al. removed constant 

sensors and applied an early-life RUL threshold. These methodological differences 

changed both the model inputs and the prediction target. Therefore, the present results 

show only that the tested 1D-CNN configuration was less effective than LSTM and GRU 



   
 

under this pipeline, not that convolutional models are generally unsuitable for RUL 

prediction. 

 Zheng et al. [4] used LSTM models with z-score normalization, piecewise-linear 

RUL labels capped at 130 cycles, and an asymmetric scoring function that penalised 

overprediction more strongly. Their results support the usefulness of recurrent models for 

learning from ordered sensor histories. Similarly, LSTM and GRU performed strongly in 

this thesis, possibly because they preserved temporal information that may have been lost 

when the machine learning windows were reduced to statistical summaries. However, this 

advantage cannot be attributed only to temporal modelling because the approaches also 

differed in architecture, model capacity, optimization, and input representation. 

Zheng et al. [4] found that reducing the available engine history increased prediction 

error, whereas this thesis obtained weaker results with 70-cycle and 100-cycle windows. 

These findings are not directly contradictory because the studies changed different 

experimental factors. In this thesis, increasing the window length also reduced the number 

of available training sequences. Therefore, the results show only that longer windows were 

less effective under the tested pipeline, not that additional sensor history is generally 

harmful. Controlling the number of training samples would be necessary to isolate the 

effect of window length. 

Asif et al. [8] combined LSTM with correlation-based sensor selection, noise 

filtering, normalization, piecewise-linear RUL labeling, and grid-search tuning. Their 

study shows that prediction performance depends on the complete preprocessing and 

modeling pipeline, not only on the selected architecture. 

This is relevant to the current results because this thesis used all sensor 

measurements and linear RUL labels without the same filtering, feature selection, or 

extensive tuning. The strong LSTM performance is therefore consistent with Asif et al. 

[8], but the numerical results are not directly comparable. Differences between the studies 

may result from preprocessing and target-label construction as well as model architecture. 

Consequently, the present experiment supports LSTM under the tested pipeline but cannot 

isolate which individual design choice produced its advantage. 

Ensarioğlu et al. [9] used difference-based feature construction, change-point-based 

piecewise-linear RUL labeling, and a hybrid 1D-CNN-LSTM model on FD001. This 

differs from the standalone 1D-CNN, raw sensor sequences, and linear RUL labels used 

in this thesis. Therefore, the weaker 1D-CNN result obtained here does not contradict their 

findings because their performance reflected a complete hybrid pipeline rather than the 

CNN architecture alone. The present results only show that the tested standalone 1D-CNN 

was less effective than LSTM and GRU under this experimental setup. 

Taken together, the previous studies and the current results show that RUL 

performance cannot be explained by model architecture alone. Sensor selection, 

normalization, RUL labeling, window construction, model tuning, and evaluation design 

can all influence the reported results [3]–[9]. Therefore, this thesis does not claim to 

outperform earlier studies. Its contribution is a controlled comparison of selected feature-

engineered and sequence-based models within one FD001 pipeline, including window-

size and reduced-data experiments. Since complete pipelines were compared, the findings 

reveal the combined effect of these design choices but cannot establish the causal effect 

of any single choice.  



   
 

7.5 Limitations and generalizability 

The findings are limited to the simulated NASA C-MAPSS FD001 dataset, which 

contains one operating condition and one fault mode. Although this supports a controlled 

benchmark comparison, it does not represent the complexity, noise, maintenance 

interventions, and changing operating conditions of real aircraft data. The results therefore 

cannot be generalized directly to operational maintenance decisions. 

The comparison also does not isolate the causal effect of model architecture. The 

feature-engineered models and sequence-based models differed in input representation, 

model capacity, optimization, and feature preparation. Similarly, increasing the window 

size also reduced the number of training sequences. Therefore, the observed differences 

reflect the combined experimental pipeline rather than the independent effect of one design 

choice. 

The reduced-data experiment changed both the number of training engines and the 

degradation histories included in each subset. Repeated sampling reduced dependence on 

one subset, but the limited number of repetitions cannot fully describe the uncertainty. The 

study also used representative model configurations rather than exhaustive 

hyperparameter optimization, so different features, architectures, or tuning strategies could 

change the rankings. 

Finally, the evaluation was offline and did not examine streaming data, 

computational latency, online updating, model drift, or deployment constraints. These 

limitations prevent claims about operational readiness. Nevertheless, the study provides 

benchmark-based evidence about how model family, input representation, sequence 

length, and training-data availability interacted within the selected FD001 pipeline. 

 

8 Conclusions and Future Work  
This thesis investigated Remaining Useful Life prediction using the NASA C-

MAPSS FD001 dataset. It compared feature-engineered machine learning models with 

sequence-based deep learning models under controlled conditions and examined the 

effects of sequence length and reduced training-data availability. 

For RQ1, Random Forest was the strongest feature-engineered machine learning 

model, achieving an MAE of 18.56 cycles. The result shows that statistical summaries 

extracted from sensor windows contained useful degradation information. However, the 

ranking applies only to the selected features and model configurations. 

For RQ2, LSTM and GRU achieved the strongest overall performance in the direct 

comparison. GRU produced an MAE of 13.80 cycles, while LSTM achieved an R² of 

0.7801. Random Forest nevertheless outperformed 1D-CNN, showing that deep learning 

was not automatically superior. The results support the tested recurrent architectures, but 

their advantage cannot be attributed only to temporal sequence modelling because input 

representation, model capacity, and optimization also differed. 

The window-size experiment showed that increasing sequence length did not 

consistently improve performance. LSTM with a 50-cycle window achieved the lowest 

MAE of 13.77 cycles, while the longer-window configurations performed more weakly. 

Because increasing the window length also reduced the number of training sequences, the 

experiment cannot isolate the independent effect of historical context. 

For RQ3, LSTM remained the strongest evaluated model under every tested 

training-data condition. Even at the smallest data level, it achieved a mean MAE of 16.91 

cycles. However, performance was not monotonic, indicating that the results depended on 



   
 

both the number of training engines and the degradation histories included in each subset. 

Performance also became less stable when fewer engines were available. 

All trained models outperformed the mean-value baseline, which achieved an MAE 

of 36.51 cycles. GRU produced the largest MAE reduction from the baseline at 62.2%. 

This confirms that the models learned useful relationships from the sensor measurements, 

although outperforming a weak constant predictor does not establish operational accuracy. 

The error analysis showed that aggregate performance did not represent every engine 

equally. The models generally performed best for engines close to failure, produced larger 

errors in the medium-RUL range, and tended to overpredict remaining life. Shared difficult 

cases across model families also showed that strong average performance did not prevent 

substantial individual prediction errors. 

 

The main contribution of this thesis is a controlled benchmark-based comparison 

that combines model family, input representation, sequence length, and reduced training-

data availability within one experimental pipeline. The baseline, error-distribution, RUL-

range, and per-engine analyses provide additional evidence about model consistency, 

prediction bias, and failure behaviour. 

The contribution is limited to the selected FD001 benchmark setting. The dataset is 

simulated, the model configurations were not exhaustively optimized, and deployment-

related factors were not evaluated. Therefore, the findings identify effective configurations 

within the tested pipeline but cannot be generalized directly to operational aircraft 

maintenance or used to establish the independent causal effect of any single design choice. 

8.1 Future Work 

Future research should evaluate the models on FD002, FD003, and FD004, which 

contain additional operating conditions and fault modes. Validation using operational 

sensor data would also be required to determine whether the findings from the simulated 

FD001 benchmark generalize to real maintenance environments. 

Further experiments should isolate design factors that were combined in this study. 

Window length could be varied while controlling the number of training samples, and 

different sensor subsets, statistical features, normalization methods, and RUL-labeling 

strategies could be compared. More systematic hyperparameter optimization, additional 

random seeds, and confidence intervals would provide a stronger assessment of model 

performance and stability. Attention-based and hybrid CNN-LSTM architectures could 

also be evaluated under the same controlled pipeline. 

The reduced-data experiment could be extended using more data levels, repetitions, 

and engine-selection strategies to separate the effect of dataset size from subset 

composition. Sensor-level analysis of difficult cases, such as engines that were strongly 

mispredicted by several models, could help explain the observed errors. Finally, real-time 

prediction, computational latency, model drift, online updating, and deployment 

constraints should be evaluated before similar models are considered for practical 

predictive-maintenance systems. 
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