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Abstract

Mobile Ad-Hoc Networks are increasingly important for tactical and disaster-
relief operations, but remain highly vulnerable to Electronic Warfare attacks on the
shared electromagnetic spectrum. The proprietary protocols that defend against this
(Beechat’s HopSync being the contemporary example) require specialised FPGA ra-
dios and are not available for independent study, leaving open the question of whether
the same architectural pattern is implementable on commodity hardware at all.

This thesis presents and empirically evaluates an Adaptive Frequency Hopping
protocol that combines three mechanisms: an HMAC-SHA256 Time-based One-
Time Password for stateless channel rendezvous between nodes, kernel-evidence-
driven blacklist learning to suppress repeat visits to compromised channels, and a
dual-radio “ping-pong” handover that masks the radio re-tune cost. The implemen-
tation runs on two Raspberry Pi 5s with off-the-shelf AR9271 USB Wi-Fi adapters;
jamming is simulated via the Linux tc/netem traffic-control facility.

Across a 30-run campaign (six experimental configurations  five simulated time
windows, 720,000 packets per direction), the full design delivers 92.17  0.32 %
packet delivery ratio under continuous-wave jamming against 54.90  0.13 % for
the worst-case static baseline while maintaining consistent improvement over all
baselines. The +37.27 percentage-point improvement decomposes additively into
a +22.84 pp contribution from time-based hopping and a further +14.43 pp from
the adaptive blacklist, with the dual-radio architecture contributing toa 1 reduc-
tion in 95th-percentile latency. Per-event recovery medians sit at one bucket (2 s)
on both algorithmic and end-to-end axes, approximately two orders of magnitude
faster than the static baseline. The reference implementation and analysis pipeline
are released as the principal open-source artefact of the project.

Keywords: Adaptive Frequency Hopping, MANET, jamming, TOTP, IEEE 802.11,
COTS hardware, open-source resilient networking.
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1 Introduction

This is a 15 HEC Bachelor's thesis analysing and experimenting with the security of
wireless communication networks. Ad-hoc wireless networks (MANETS) [1] serve as
the critical communication backbone for modern tactical operations and disaster relief [2]
[3]. Because these infrastructure-less networks operate within the contested electromag-
netic spectrum, they are highly vulnerable to Electronic Warfare (EW). Today, low-cost
software-de ned radios and commercially available smart jammers can easily target the
speci ¢ frequencies used by mesh networks [4]. When these channels are disrupted, the
network is paralysed and cannot negotiate a recovery. This thesis investigates the design
and deployment of a "blind," decentralised Adaptive Frequency Hopping (AFH) protocol
[5, 6, 7] deployed on Commercial Off-The-Shelf (COTS) hardware to seamlessly evade
active jamming attacks.

1.1 Background

Mobile Ad-Hoc Networks (MANETS) are vital for tactical military operations and disas-
ter relief because they establish communication without relying on vulnerable, centralised
infrastructure like cellular towers [2]. In a MANET, devices form a "mesh" topology
where every node functions simultaneously as both a client and a router. Nodes con-
tinuously transmit routing information to map the environment, dynamically forwarding
data packets for one another to extend the network’s range. This self-healing architecture
ensures that communication persists even if individual nodes are destroyed.

However, because these networks rely on the shared electromagnetic spectrum, they
are highly susceptible to physical-layer interference [4]. Historically, Electronic War-
fare (EW) and Radio Frequency (RF) jamming were restricted to heavily funded nation
states [8]. Today, the democratisation of hardware has drastically lowered this barrier.
Low-cost microcontrollers, cheap transceivers, and accessible Software-De ned Radios
(SDRs) [9] allow malicious actors to easily deploy "smart jammers." Rather than blasting
indiscriminate noise, these devices speci cally target the control channels mesh nodes use
to maintain their routing tables, blinding the hardware and collapsing the network.

The primary defence against intelligent jamming is Adaptive Frequency Hopping
(AFH). Unlike legacy systems that use predictable, static hopping sequences, an AFH
protocol actively monitors spectrum health. If it detects interference or elevated packet
loss, the system blacklists the compromised channel and dynamically coordinates a jump
to a clean frequency.

Implementing AFH, however, highlights a severe divide in physical hardware capabil-
ities. Proprietary military-grade radios utilise Field Programmable Gate Arrays (FPGAS)
and physical RF lters to execute microsecond-level frequency hops directly at the sili-
con level [10]. Conversely, Commercial Off-The-Shelf (COTS) hardware, such as stan-
dard Wi-Fi adapters and Raspberry Pis, relies on general-purpose processors and standard
Linux network queues. When COTS hardware experiences jamming and attempts to hop
channels at these rates, the software queues over ow [11], creating large transmission
latency and complicating the deployment of resilient AFH on consumer electronics.



1.2 Related work and Theoretical Background

Defending wireless networks against active Electronic Warfare requires balancing adapt-
ability, hardware limits, and decentralised coordination. Traditional Frequency Hopping
Spread Spectrum (FHSS) utilises deterministic, pre-shared sequences. FHSS is, however,
highly vulnerable to modern follower jammers that use Software-De ned Radios to de-
duce the sequence and track the network across frequencies per the Norwegian Defence
Research Establishment [12] and the Swedish Defence Research Agency [13]. To ad-
dress this rigidity, Cognitive Radio Networks (CRNs) employ dynamic spectrum sensing
to opportunistically relocate to clean channels. However, implementing CRNs generally
requires expensive, power-hungry FPGA hardware and complex consensus algorithms
per Tedeschi [14] and DaSet al. [15].

A limitation in both advanced mesh networks and some CRNs is their reliance on a
Common Control Channel (CCC) to negotiate these frequency hops. The CCC represents
a critical single point of failure. During a Control Channel Jamming attack, adversaries
focus their RF power exclusively on this frequency [16]. This creates a coordination prob-
lem: nodes detect the interference and know they must evade, but are physically blocked
from exchanging the "switch channel" command, causing total network fragmentation.

Recent military-grade commercial protocols have attempted to bypass this CCC vul-
nerability by using stateless synchronisation. A prominent contemporary example is
Beechat's HopSync protocol [17], designed for military drone swarms. HopSync elimi-
nates synchronisation beacons entirely. Instead, nodes utilise a shared cryptographic seed
and a Time-based One-Time Password (TOTP) algorithm (e.g., HMAC-SHA256) to in-
dependently calculate the next frequency based on the current time window. This allows
the network to maintain synchronisation at rates exceeding 500 hops per second with zero
coordination overhead.

Traditional wireless networks rely on an infrastructure topology where centralised
Access Points (APs) manage spectrum distribution, client authentication, and traf ¢ rout-
ing. In tactical, off-grid, or degraded environments, this central node introduces a single
point of failure. Consequently, tactical wireless systems rely on decentralised alternatives.
Independent Basic Service Set (IBSS/Ad-hoc Mode) is a peer-to-peer 802.11 wireless
framework where nodes communicate directly on a shared frequency channel without an
intermediate AP. IBSS eliminates centralised coordination overhead but shifts the burden
to the individual radio interfaces. Modern open-source initiatives have advanced decen-
tralised communication layers across alternative vectors. Platforms like Meshtastic [18]
deploy ad-hoc networks across low-frequency, long-range (LoRa) spectrum windows, pri-
oritising low-power textual data over distance. Cryptographic networking engines like
Reticulum [19] build decentralised, delay-tolerant communication stacks that treat trans-
port security and destination routing as a primitive, while projects like Meshcore [20]
separate decentralised host identi cation from physical infrastructure. However, there
exists a bandwidth-versus-resilience trade-off within these open-source mesh networks:

Metric Low-Bandwidth Meshes High-Bandwidth Tactical Meshes
Primary Payload| Small, textual packets Low-latency, continuous data streams
Spectral Window| Sub-GHz bands 2.4/5 GHz
(868/915 MHz)
Evasion Prole | Slow jamming mitigation High-speed, agile real-time channel
evasion

Table 1.1: Low-Bandwidth versus High-Bandwidth Mesh Networks
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Re ning the Problem Formulation: While projects like Meshtastic solve decentralised
routing and transport authentication problems, they are built for low-bandwidth, delay-
tolerant data transmissions and do not address high-speed spectrum evasion for standard
Wi-Fi. Other military solutions like HopSync provide low-latency frequency evasion but
are locked behind closed-source, proprietary systems and are mostly theoretical in nature
with few practical implementations having been made.

Consequently, a knowledge gap remains: there is no established, open-source proto-
col stack that implements asynchronous stateless frequency hopping on standard 802.11
ad-hoc architectures sustaining high-bandwidth data transfers under localised jamming
without employing a Common Control Channel. This thesis attempts to directly address
this by developing and testing a dual-interface, blacklist-aware TOTP jamming-evasion
protocol on accessible commercial components.

1.3 Problem formulation

While proprietary protocols demonstrate the ef cacy of stateless frequency hopping on
specialised military platforms, translating these capabilities to unmodi ed Commercial
Off-The-Shelf (COTS) hardware presents profound architectural challenges. The overar-
ching problem addressed by this thesis is how to synthesise a decentralised, zero-buffer
Adaptive Frequency Hopping (AFH) system over a standard 802.11 physical layer with-
out relying on a vulnerable Common Control Channel. Speci cally, this research dissects
this problem into three core technical challenges:

Algorithmic Implementation on Consumer Hardware: Military-grade radios execute
frequency hopping at the silicon level using dedicated FPGAs. Conversely, COTS de-
vices, such as the Raspberry Pi, rely on general-purpose processors and the standard
Linux networking stack. The primary challenge is designing a software-level hopping
algorithm that bypasses stateful routing overhead and prevents kernel-level bufferbloat
during cross-channel evasion. It remains to be determined whether raw ad-hoc (IBSS)
topologies can be programmatically manipulated via Python (or possibly a lower-level
programming language) to achieve minimal-latency data stream recovery.

Decentralised Node Synchronisation: To completely eliminate the control channel, a
stateless rendezvous protocol utilises Time-based One-Time Passwords (TOTP) to math-
ematically calculate the next hopping frequency. This architecture demands precise,
millisecond-level clock synchronisation across all nodes. In a completely off-grid, GPS-
denied, and actively jammed tactical environment, traditional centralised timing mecha-
nisms (such as NTP servers) are unavailable or easily disrupted. The second challenge is
establishing how to maintain a shared chronological baseline across the mesh, ensuring
that natural hardware clock drift does not cause the cryptographic hopping sequence to
desynchronise.

Optimising Performance Under Active Jamming: Assuming software-level hopping
and synchronisation are achieved, the algorithm must be continuously tuned to survive
dynamic Electronic Warfare. The nal challenge involves identifying and manipulating
the critical network variables required to maximise the Packet Delivery Ratio (PDR) and
minimise re-convergence latency. It is necessary to investigate how variables such as the
synchronisation time-window size, in-band interference detection thresholds and trans-
mission queue limits in uence the network's overall throughput and evasion ef ciency
under aggressive RF desensitisation.

Research Questions: Each of the three challenges above is reframed as a concrete,
measurable research question:



* RQ1: Feasibility on COTS. Can a software-only AFH stack on a Raspberry Pi
using off-the-shelf 802.11 IBSS adapters sustain a packet delivery ratio comparable
to a static-channel link in clean conditions, and what margin does it preserve under
in-band continuous-wave jamming targeting a known channel?

* RQ2: Time synchronisation. How do we implement time synchronisation for a
TOTP-derived hop-scheduling algorithm that allows for channel convergence?

* RQ3: Architectural decomposition. How much resilience does each architectural
component contribute independently (stateless TOTP rotation, kernel-evidence-driven
adaptive blacklisting, and dual-radio ping-pong handover), and how quickly does
the link recover after a jam onset at both the algorithmic (channel evacuation) and
end-to-end (PDR restoration) levels?

1.4 Motivation

The necessity of this research is driven by the rapid proliferation of Electronic Warfare
(EW) capabilities and the inherent vulnerabilities of modern wireless infrastructure. This
thesis is motivated by three distinct perspectives:

Scienti ¢ Perspective: This research advances the eld of resilient, decentralised net-
working by investigating the absolute limits of software-driven spectrum evasion. While
the theoretical advantages of stateless, Time-based One-Time Password (TOTP) syn-
chronisation are understood, this project explores the practical boundaries of executing
these cryptographic rendezvous mechanisms on standard IEEE 802.11 physical layers
and Linux network queues. By attempting to eliminate the Common Control Channel
(CCC) without relying on specialised FPGA silicon, this work contributes empirical data
on how to programmatically suppress bufferbloat and hardware desensitisation in ad-hoc
topologies.

Societal Perspective: In an era where critical infrastructure is increasingly targeted by
cyber-physical attacks, ensuring reliable communication is vital for public safety. Dur-
ing natural disasters or hostile events, traditional cellular and radio infrastructure is of-
ten destroyed or heavily congested [21]. First responders, search-and-rescue teams, and
humanitarian workers rely on ad-hoc networks to coordinate life-saving efforts. By de-
veloping a jam-resistant protocol that can be deployed on inexpensive, globally available
hardware, this research helps democratise resilient communications, ensuring that public
safety organisations are not priced out of secure, life-saving network technology.

Industrial Perspective: From a commercial and defence-industry standpoint, demon-
strating that Commercial Off-The-Shelf (COTS) components, such as a Raspberry Pi,
can achieve low-latency evasion challenges the traditional reliance on highly expensive,
proprietary military radios. The results of this thesis will provide software engineers and
hardware developers with a practical, open-source blueprint for hardening civilian drones,
autonomous swarms, and Industrial 10T (1l0T) systems against localised jamming attacks,
signi cantly lowering the barrier to entry for secure tactical communications.

1.5 Scope and Limitations

To ensure a rigorous and empirically measurable evaluation of stateless frequency hop-
ping, this thesis bounds its scope to speci ¢ hardware con gurations, network topologies,
and threat models. The research explicitly de nes the following boundaries and limita-
tions:



Hardware and Silicon Constraints: This project is strictly limited to evaluating Com-
mercial Off-The-Shelf (COTS) hardware, speci cally two Raspberry Pi 5 8GB computers
for the communication nodes as well as an additional AR9271 chipset Wi-Fi adapter for
each node. The jamming is simulated on the Raspberry Pi hardware using the tc and
netem commands; an initial physical-jammer prototype was built but abandoned on le-
gal and practical grounds, as detailed in 83.2. Unlike proprietary military systems, the
consumer hardware used lacks dedicated Field Programmable Gate Arrays (FPGAs) and
physical Surface Acoustic Wave (SAW) Iters. Consequently, all frequency hopping and
spectrum evasion logic will be executed via software operating within the constraints of
the standard Linux networking stack and its transmission queues.

Network Topology: While ad-hoc mesh networks can scale to dozens of nodes in
highly dynamic formations, this research limits its experimental topology to a controlled
mesh consisting of two nodes. This limitation is intentional; it allows for the precise
isolation and measurement of physical-layer link recovery latency without introducing
the unpredictable, multi-path routing variables inherent in larger, chaotic meshes.

Jamming Threat Model: The adversarial model is limited to simulating a speci c
Layer 1 Physical attack: a static, Continuous Wave (CW) jammer which will be simu-
lated by using Linux commands which will cause the Raspberry Pis to believe certain
channels are busy. The scope of this thesis does not include evaluating the network’s re-
silience against sweeping wideband jammers, or Layer 3 protocol-level Denial of Service
(DoS) attacks. Furthermore, due to stringent telecommunications laws regarding RF in-
terference, as well as a lack of relevance to the knowledge contribution of the thesis, there
will not be any physical jammers in our experiment. By using this Software-Implemented
Fault injection approach we have removed the 'radio-physics' variables so the experiment
can consistently and accurately measure the effectiveness of our implementation from
a Computer Science perspective. This approach allows for the experiment to test real
production code on COTS hardware against controlled network faults.

Security Focus (Availability over Con dentiality): Finally, while the proposed system
utilises cryptographic Time-based One-Time Passwords (TOTP) to secure the mathemat-
ical channel-hopping sequence, this thesis does not address the encryption of the actual
data payload. The scope of this research is strictly focused on network availability and
physical-layer resilience. Ensuring data con dentiality against eavesdropping is left to
standard upper-layer protocols, which are outside the bounds of this work.

1.6 Target group

The target group for this thesis involves several stakeholders. Primarily, this thesis ad-
dresses researchers in the Network Security and Resilient Systems community who are
interested in decentralised synchronisation algorithms. The report aims to provide a valu-
able knowledge contribution to the research and development of these technologies, build-
ing upon pre-existing work with the intention of providing a platform for continued re-
search within the eld. The work also has strategic value for any entity concerned with
communication in challenging environments such as crisis management or disaster re-
lief teams responding to damage done to critical infrastructure or civilian communication
capabilities. Governments may also nd the research helpful when designing policies re-
garding critical infrastructure. Military entities might also be interested in this research if
attempting to design a low-cost resilience structure against jamming attacks.



1.7

Outline

The remainder is organised as follows:

Section 2: Methodology, research strategy, and ethical/legal considerations.

Section 3: Testbed (Pi 5 + AR9271), dual-radio IBSS architecture, simulated jam-
ming, and the six-level ladder L1-L6.

Section 4: Empirical ndings (PDR, latency, dynamics, re-convergence, spectrum,
L6, contrasts).

Section 5: Decomposition of the headline numbers across ve analytical threads.

Section 6: Research question answers, HopSync comparison, validity threats, de-
ployment envelope.

Section 7: Contribution summary and eight extensions for follow-on research.

Appendix A: Source excerpts, reference tables, per-level composites; full pipeline
released alongside.



2 Method

To answer the research questions regarding stateless frequency hopping and low-latency
data stream recovery, an empirical and quantitative research strategy was required. This
chapter details the selection, design, and justi cation of the chosen research methodology,
as well as the measures taken to ensure the reliability and validity of the results.

2.1 Research Strategy and Justi cation

The primary objective of this thesis is to measure the physical and software-level reac-
tions of standard 802.11 network queues to active Radio Frequency (RF) jamming and
architect and implement a proposed jamming-evasion algorithm. Consequently, the cho-
sen methodologies are a Quantitative Controlled Experiment [22] and Design Science
[23] [24].

In computer science, controlled experiments are the standard method for evaluating
algorithmic performance and hardware latency under speci ¢, manipulable constraints.
Alternative research methods were considered but ultimately discarded. Qualitative meth-
ods, such as Interviews or Surveys, are entirely inapplicable, as the research measures
deterministic hardware states and microsecond algorithmic synchronisation, rather than
human perception. Similarly, a Case Study or Systematic Literature Review (SLR) would
be less suitable: the primary knowledge gap concerns the absolute physical limits of con-
sumer silicon under active attack, which is data that must be generated empirically rather
than observed passively.

2.2 Experimental Design

The experiment is organised to evaluate the performance of a Time-based One-Time Pass-
word (TOTP) hopping algorithm against standard mesh routing under simulated jamming.

The experimental testbed consists of a bounded, two-node mesh topology constructed
using Raspberry Pi 5 hardware, each node connected to an external AR9271-chipset Wi-
Fi adapter. The tc and netem commands will be run as part of a script, allowing for an
organised, controllable jamming sequence that we can manipulate and replicate across all
nodes. Independently simulating the jamming events also allows us to test cases where
only some nodes are jammed, showcasing the algorithm'’s effectiveness against creating a
split-brain mesh where the nodes are all attempting to communicate on different channels.
The independent variables manipulated during the experiment are the jamming state and
algorithmic variables. The dependent variables measured are the Packet Delivery Ratio
(PDR) and packet latency. Here are the metrics for the experiment:

» Packet Delivery Ratio (PDR) for each node (Ratio)
 Latency for each node (ms)

 Blacklist Agreement (No.)

2.3 Reliability and Validity

In experimental network research, the integrity of the data relies heavily on isolating the
system from unpredictable environmental variables. To demonstrate the trustworthiness
of the results, the following threats to reliability and validity were identi ed and mitigated:



Reliability refers to the consistency and repeatability of the experiment: another re-
searcher building the same setup must obtain the same general measurements. Human
interaction was therefore removed from data collection: throughput and packet loss are
measured by automated kernel-level traf c monitors and hopping triggers run from de-
terministic Python scripts. Each jamming scenario is run across multiple iterations to
smooth out random hardware anomalies and the time-dependent variation introduced by
the TOTP-based hopping algorithm.

Internal validity assesses whether the independent variable (the jammer) actually caused
the change in the dependent variable (network collapse). Because the experiment was
conducted in a standard, non-tactical environment, the threat of external interference from
civilian Wi-Fi is small.

External validity concerns the generalisability of the results. A clean, simulated en-
vironment cannot perfectly replicate the multipath fading, weather, or physical obstacles
of a real-world tactical deployment. However, because the experiment uses unmodi ed
Commercial Off-The-Shelf (COTS) hardware and standard Linux networking stacks, the
software-level ndings generalise to almost all consumer drones and IoT devices in the
eld today.

2.4 Ethical Considerations

This thesis involves a technology-oriented controlled experiment evaluating hardware and
software performance. Due to the nature of Electronic Warfare (EW), research introduces
serious ethical and legal considerations regarding the risk of harm and dual-use technol-
ogy.

Risk of Harm and Legal Compliance: The most critical ethical and legal consideration
concerns the deliberate generation of Radio Frequency (RF) interference. In Sweden,
the possession and use of signal jammers are prohibited under Chapter 3, Section 24 of
the Electronic Communications Act (Lagen om elektronisk kommunikation, 2022:482)
[25]: the Swedish Post and Telecom Authority (PTS) treats unauthorised interference
with critical infrastructure (emergency-responder networks, civilian Wi-Fi) as a criminal
offence punishable by nes or imprisonment. This is completely avoided by simulating
the jamming on a software level on the Raspberry Pis.

Sampling and Bias: To prevent sampling bias, data collection was entirely automated:
Packet Delivery Ratio (PDR) and latency are recorded directly from deterministic hard-
ware reactions rather than human input, which effectively eliminates the risk of subjective
researcher bias in uencing the dataset.

Dual-Use Technology and Balance of Risk: Finally, the research raises the “dual-
use” dilemma typical of cybersecurity studies: an open-source hopping blueprint could
in principle help malicious actors harden unauthorised drones. Following responsible
disclosure, however, the risk is outweighed by the societal gain: COTS vulnerabilities
are already actively exploited, and an open, auditable defence equips civil-infrastructure
defenders, humanitarian organisations, and rst responders with the knowledge to survive
these attacks.
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