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Abstract

Automated terrain segmentation is an important component of autonomous rover
navigation, particularly in environments where computational resources and sys-
tem robustness are limited. This thesis investigates how different architectural and
training-related design choices influence rare-class terrain segmentation performance
on the AI4Mars dataset under constrained deployment conditions. The study focuses
on lightweight semantic segmentation models suitable for deployment-constrained
environments, with particular attention to the detection of the rare Big Rock terrain
class.

A three-stage controlled experiment was conducted to evaluate the effects of in-
put resolution, decoder family, encoder architecture, loss functions, augmentation
strategies, training duration, and deployment-related constraints. Several lightweight
segmentation architectures were compared using the AI4Mars Curiosity NAVCAM
dataset. The final model was additionally evaluated under simulated deployment-
relevant constraints, including limits on parameter count, latency, memory usage,
and survivability under simulated radiation-induced bit-flip faults.

Input resolution and loss-function choice had the largest impact on rare-class per-
formance. The strongest configuration combined DeepLabv3+ with a MobileNetV4-
Conv-Small encoder at 512 × 512 input, trained with focal–Tversky loss and basic
augmentation, reaching a Big Rock IoU of 0.446 on the gold expert test set with
3.00M parameters. After adding safeguards against simulated radiation faults, the
final model recovered its accuracy and stayed within the parameter and memory lim-
its, with baseline CPU latency well under budget.

The findings demonstrate that lightweight segmentation models can achieve com-
petitive performance within strict resource and robustness limits when training con-
figuration and architectural choices are carefully optimized. The study also high-
lights the importance of balancing segmentation accuracy with deployment feasibil-
ity in constrained autonomous navigation environments.

Keywords: semantic segmentation, AI4Mars, Mars rover, rare-class detection, class im-
balance, lightweight models, deployment-aware machine learning.
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1 Introduction

Machine learning methods for image analysis are increasingly used in autonomous sys-
tems that must interpret their surroundings without continuous human control. One im-
portant application is planetary exploration, where Mars rovers rely on onboard cameras
to observe the terrain and support navigation decisions [1].

Adapting AI for Mars introduces two major challenges, the first being the images used
to train the rover’s models are heavily imbalanced. The most dangerous terrain features,
such as big rocks, rarely appear in the training data, so standard models struggle to recog-
nize them reliably [2]. Second, space travel requires these models to run on specialized,
lightweight, radiation-hardened computers with very limited RAM and clock speed [1].
The most accurate models built on Earth are therefore too large and too demanding to run
on a Mars rover.

This thesis investigates the semantic segmentation of Martian terrain using the AI4Mars
dataset [2]. It focuses on the gap between segmentation accuracy and what can actually
run on a rover. The study evaluates how different architectural and training design choices
affect the detection of the rare, highly hazardous Big Rock class, and examines how
deployment-relevant computational constraints affect the viability of lightweight models.

1.1 Background

Modern Mars rovers such as Curiosity and Perseverance need to make driving decisions
on their own. The radio link between Earth and Mars takes between four and twenty-
four minutes to traverse depending on the relative position of the planets, and a rover that
moves at only a few centimeters per second cannot wait for instructions from a human
operator. The on-board systems therefore have to interpret the surrounding terrain and
plan a safe short-range drive without human input [3].

Recognizing the type of ground in front of the rover is central to that decision. A patch
of sand can look flat and harmless in a height-only hazard map, yet sand can trap a rover,
as the Spirit mission demonstrated when it became permanently stuck in soft soil [4]. Cu-
riosity has also suffered early wheel damage from sharp rocks that the geometric percep-
tion system did not flag as dangerous [5]. Cases like these motivate attaching a semantic
understanding of terrain to the existing geometric reasoning, so that the rover can decide
what it is driving on, not only how flat the ground looks.

Semantic segmentation is the standard machine-learning approach to this problem [6].
It assigns a class label to every pixel of an input image, producing a per-pixel terrain
map at the input resolution. The AI4Mars dataset, released by NASA’s Jet Propulsion
Laboratory in 2021, supports this task with around 35,000 rover images annotated against
four navigation-relevant terrain categories: soil, bedrock, sand, and Big Rock [2]. Of
these, Big Rock is the most safety-critical, since rocks fifty centimeters or more in size
are large enough to damage a rover wheel.

1.2 Related work

Two lines of work have grown around the AI4Mars dataset. The first is accuracy-driven,
using large transformer-based segmentation networks. Mohammad et al. [7] and Goutham
et al. [8] evaluate TechUPerNet and SegFormer variants in the 47–81 million parameter
range, trained at high input resolution on data-centre GPUs, and report the highest Big
Rock IoU on the dataset, at around 0.87 on the strictest agreement variant. These models
set the upper bound on what is currently known to be possible, but their compute footprint
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is far outside what an actual rover can support, which makes this setup impractical for
real-time Mars missions.

A second line of research prioritizes deployment feasibility by focusing on lightweight
network architectures. Several specific approaches have been proposed to balance ef-
ficiency and accuracy on Martian terrains. Feng et al. [9] propose Mobile-DeepRFB,
which uses a MobileNetV3 backbone paired with a custom receptive-field block, keeping
the model relatively small at approximately 3.5 million parameters. Li et al. [10] pro-
pose MarsSeg, which integrates attention modules tailored for Martian imagery, and Atha
et al. [11] extend the AI4Mars baseline into a multi-mission classifier that handles sev-
eral rover camera variants. These studies report mean IoU alongside parameter counts,
but they rarely combine rare-class detection of the underrepresented Big Rock class with
explicit compliance to space-grade deployment budgets under a shared protocol.

This thesis sits between the resource-intensive and deployment-driven lines of work.
It runs a controlled study that measures the achievable Intersection over Union (IoU) for
rare classes using lightweight architectures, and benchmarks the chosen model against the
computational and environmental constraints of a space-grade rover processor.

1.3 Problem formulation

The class composition of the AI4Mars dataset is severely skewed. Soil and bedrock to-
gether account for roughly 87% of labelled pixels, sand for around 12%, and the crit-
ical Big Rock class for only about 1% [2]. This imbalance is the central difficulty of
the dataset. A model trained with standard cross-entropy can achieve an artificially low
loss simply by over-predicting the majority classes (soil or bedrock), yet Big Rock is the
class whose detection matters most for rover safety. Evaluation therefore has to look be-
yond aggregate accuracy and explicitly penalize poor performance on this rare, high-risk
class [12].

The deployment envelope of an actual Mars rover adds a second difficulty. The
RAD750 radiation-hardened PowerPC processor, used as the main flight computer on
the Curiosity and Perseverance rovers, operates at just 200 MHz with on-board memory
typically limited to 256 MB [13]. Current high-accuracy segmentation networks cannot fit
within this envelope, and existing lightweight networks rarely benchmark their rare-class
accuracy against these hardware limits under a shared protocol. This thesis therefore
investigates whether a lightweight model, designed within the rover’s computational bud-
get, can reach a usable Big Rock IoU under the resource and survivability constraints of
a real rover deployment.

This leads to the following research questions:

1. RQ1. How do design choices affect rare-class (Big Rock) detection in AI4Mars,
and which choice has the largest effect?

2. RQ2. To what extent do deployment-relevant space-grade constraints restrict the
chosen design, and what is the achievable accuracy under the constraints?

1.4 Motivation

The consequences of poor terrain perception on a Mars rover are tangible. A stuck rover
or a damaged wheel translates directly into lost mission time and lost science return,
and a more careful classification of rare hazardous terrain has measurable mission value
even when global accuracy is already high. From a scientific point of view, the AI4Mars
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literature has grown enough to be fragmented, since lightweight studies, heavy-accuracy
studies, and deployment-survivability studies have so far reported their results in isolation.
A controlled study linking design choices to rare-class accuracy under strict space-grade
constraints addresses this gap.

1.5 Results

This thesis produces two main findings, one for each research question. First, the con-
trolled sweep on AI4Mars identifies input resolution and loss-function choice as the de-
sign decisions with the largest effect on rare-class detection, and uses them to select a
strong lightweight architecture and training configuration. Second, the chosen model
satisfies all four space-grade constraints simultaneously, and a lightweight shielding con-
figuration preserves its rare-class accuracy under simulated radiation upsets. The full
numbers are reported in Chapter 5.

1.6 Scope/Limitation

This thesis is limited to the Curiosity NAVCAM subset of the AI4Mars dataset, using
the standard label-merge variant (at least three labellers, >65% agreement) [2]. All other
datasets and simulated imagery are excluded. Training utilized NVIDIA RTX GPUs un-
der a controlled, single-variable experimental design. Space-grade constraints, including
parameter limits, latency, memory usage, and radiation bit-flips, were evaluated through
fault-injection simulations on commodity CPUs rather than actual flight hardware. There-
fore, physical operational factors such as energy consumption, thermal envelopes, and
real space radiation exposure remain out of scope. Finally, given the time and resource
constraints of a bachelor’s project, the focus is strictly on segmentation, excluding down-
stream tasks like sensor fusion and path-planning integration.

1.7 Outline

The remainder of this thesis is organized so that each chapter builds directly on the one
before it. Chapter 2 describes the research design and validity, while Chapter 3 introduces
the necessary theoretical foundations regarding the lightweight architectures, dataset, loss
functions, and radiation environments. Chapter 4 details the technical code implementa-
tion for both the optimization and space-grade constraint phases. Chapter 5 reports the
quantitative findings, which are subsequently interpreted against their underlying mech-
anisms in Chapter 6. Chapter 7 places these findings within the context of the surveyed
literature and notes the study’s limitations. Finally, Chapter 8 directly answers the two
research questions and outlines directions for future work.
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2 Method

The two research questions stated in Chapter 1 are quantitative comparisons across design
choices and across deployment-relevant constraints. Both are answered by a sequential
controlled experiment carried out in three stages, building on the literature review sum-
marized in Chapter 1. The first stage compares a small set of segmentation architectures
under a single fixed protocol and identifies the strongest design. The second stage holds
that architecture fixed and varies the training configurations to select the model that is
carried forward into reporting. The third stage applies four space-grade constraints to that
final model and reports per-class IoU under each constraint. The first two stages together
answer RQ1, and the third answers RQ2.

2.1 Research Project

This thesis uses a controlled experiment as its overall methodology, since both research
questions are quantitative comparisons whose answers depend on cleanly isolating the
effect of one design choice at a time. RQ1 asks which architecture and training choices
have the largest effect on rare-class detection, and RQ2 asks how the chosen model be-
haves under deployment-relevant constraints. A controlled experiment under a single
fixed evaluation protocol [14] fits both, since one variable is changed at a time and every-
thing else is kept the same, so any difference between runs comes from that one variable,
and the runs can be compared side by side.

The project itself investigates rare-class terrain segmentation on the AI4Mars Curios-
ity NAVCAM subset, with a focus on the Big Rock class because it is both the most
underrepresented and the most safety-critical class in the dataset. The work moves from
a controlled comparison of architectures and training configurations on commodity GPU
hardware to a final model evaluated under four space-grade constraints on commodity
CPU hardware. This split matches the difference between rover-model development on
the ground, which has access to data-centre GPUs, and rover-model inference in flight,
which has to run on the radiation-hardened CPU-class processor that controls the rover.
Reporting is done against the AI4Mars gold expert test set, which is the standard reporting
target used by other papers on this dataset [2, 7].

At the project level, the work is organised as three activities, and each activity has a
clear objective. The first activity is a cross-architecture comparison whose objective is
to identify the strongest combination of decoder, encoder, and input resolution for rare-
class detection. The second activity is a training-configuration sweep on that architecture
whose objective is to select the model that is taken forward into reporting. The third
activity evaluates that model under the four space-grade constraints and reports per-class
IoU under each. The first two activities together answer RQ1, and the third answers RQ2.

2.2 Research methods

The methods of the thesis are organised around the three-stage controlled experiment
described above. The variables that are changed in the experiment, the ones that are
measured, and the ones that are kept fixed across the three stages are listed in Table 2.1.
The alternatives that were considered and rejected are discussed at the end of this section.
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Table 2.1: Variables of the controlled experiment across the three stages.

Role Variables

Independent (architecture) Input resolution (256, 512, 1024)
Decoder family (DeepLabv3+ [15], FPN [16])
Encoder paradigm (MobileNetV3-Small [17], MobileNetV4-
Conv-Small [18])

Independent (training config.) Loss family (class-weighted cross-entropy, focal, focal-Dice,
focal-Tversky with two weight settings)
Augmentation pipeline (none, basic, strong)
Training duration (10 in the architecture stage, 15 or 25 in the
training-configuration stage)
Training resolution (1024, 512)

Dependent (accuracy, RQ1) Training and validation Big Rock IoU per epoch (used to se-
lect each run’s best-validation-epoch checkpoint)
Per-class IoU at min1, min2, and min3, with Big Rock at min3
as the headline, reported once on the held-out gold expert
test set for the top two models from the training-configuration
stage [2, 7]
Mean IoU over labelled classes
Per-class precision, recall, and support
Pixel accuracy
Low-confidence pixel fraction at threshold 0.6

Dependent (deployment, RQ2) Parameter count (constraint 1)
Worst-case CPU latency per frame (constraint 2)
Peak segmentation-tensor RAM at inference (constraint 3)
Per-class IoU under shielded and unshielded fault injection
(constraint 4)

Controlled Dataset variant (AI4Mars Curiosity NAVCAM)
Train/val/test split (80/20 + held-out gold expert set, seed 42)
Input preprocessing
Loss during the architecture stage (cross-entropy with
ignore_index = 255)
Architecture during the training-configuration stage (winner of
the architecture stage)
Optimiser (Adam, lr 1e-3, no schedule)
Batch size
Evaluation pipeline

2.2.1 Experimental Stage 1: Architecture and Resolution Evaluation

The cross-architecture comparison trains nine segmentation models under the fixed pro-
tocol, organised as three encoder–decoder families, each swept across three input reso-
lutions. The three families are DeepLabv3+ [15] paired with MobileNetV3-Small [17],
FPN [16] paired with the same MobileNetV3-Small encoder, and DeepLabv3+ paired
with MobileNetV4-Conv-Small [18]. Each family is run at 256 × 256, 512 × 512, and
1024× 1024 input, and each run is trained for ten epochs. The design lets three architec-
tural levers be read off the same table. The resolution lever sits within each family, the de-
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coder lever sits between the two MobileNetV3-Small families, and the encoder lever sits
between the two DeepLabv3+ families. Each cross-cell comparison shares all variables
except the one under study, so the cross-cell difference in per-class IoU is attributable to
that one variable.

Per-class IoU is measured on the validation set at the strictest agreement variant, with
the rare Big Rock class as the headline, and the cross-cell differences in Big Rock IoU
rank the architectural choices by their effect on rare-class detection. The strongest cell
from this comparison defines the architecture used in every run downstream.

2.2.2 Experimental Stage 2: Training Configuration Evaluation

The training-configuration stage keeps the architecture from the previous stage fixed and
varies the loss function, the augmentation pipeline, the training resolution, and the training
duration. Sixteen runs are produced from eight training configurations evaluated at two
resolutions. The eight configurations cover four loss families, namely class-weighted
cross-entropy [19], focal [20], a focal-Dice mixture [21], and focal-Tversky with two
weight settings [22]. Three augmentation pipelines built on Albumentations [23] are used,
namely a no-augmentation control, a basic pipeline of horizontal flip with brightness and
contrast jitter and a small affine perturbation, and a stronger version that adds further
spatial transforms. Training resolutions are 1024 and 512, and training durations are
fifteen and twenty-five epochs. Every run produces the same per-class IoU output as the
architecture stage. The two strongest runs by validation Big Rock IoU are then evaluated
once on the gold expert test set, and the variant that fits the memory budget set in the third
stage is taken forward as the deployment artefact for the next stage.

2.2.3 Experimental Stage 3: Constraint-Based Robustness Evaluation

The third stage applies four deployment-relevant constraints to the final model and records
the per-class IoU under each. These four constraints cover the three resource budgets that
bound the compute capacity of a rover-class processor, plus the one runtime-corruption
mode that distinguishes a space-deployed model from a terrestrial one. The three re-
source constraints (parameter count, worst-case latency, runtime RAM) are common to
the lightweight segmentation literature and follow the limit conventions used there. The
fourth constraint, survivability under radiation-induced upsets from cosmic rays, is spe-
cific to the deployment regime of this thesis and is approximated by a simulated fault-
injection routine, since direct measurement on a flight-grade processor is out of scope.

The first space-grade constraint requires the model’s parameter count to be below
3 million, which is the upper end of the parameter budget used in the recent rover-
segmentation literature [9, 11]. The second space-grade constraint requires the worst-case
per-frame inference time, measured single-threaded on a commodity CPU, to be below
500 milliseconds. The third space-grade constraint requires the peak resident memory
occupied by the segmentation tensors during inference, measured separately from inter-
preter and library overhead, to be below 256 megabytes.

The fourth constraint concerns survivability under radiation upset and is implemented
as a fault-injection routine that hooks the model’s convolutional layers and, at every for-
ward pass, flips between one and five random bits in the layer’s output tensor [24, 25].
IEEE-754 is the standard format computers use to store decimal numbers, made of a sign
bit, an exponent that sets a value’s magnitude, and a fraction that sets its precise value.
The flipped bits are drawn from both the exponent and the fraction of the IEEE-754 repre-
sentation, so that the injected faults cover both catastrophic magnitude changes and silent
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value perturbations [25]. The routine is run in two modes, an unshielded mode that lets the
corrupted activations propagate to the next layer untouched, and a shielded mode that ap-
plies a fixed clamp to the activations before they are passed downstream [25, 26, 27]. The
per-class IoU under each mode, measured against the same gold expert test set, is reported
and contrasted with the constraint-free baseline. The fault-injection routine is a sim-not-
flight approximation of the radiation environment of a Mars rover, and the survivability
claims made on the basis of these measurements are bounded accordingly throughout the
thesis.

2.2.4 Methods considered and not used

Three alternative methodologies were considered as substitutes for the controlled experi-
ment and rejected. A survey or interview study was not a fit, since this thesis investigates
measurable model behaviour rather than how teams build rover perception systems. A
case study approach, which typically focuses on a single deployed system, was rejected
because this research evaluates a set of trained models against a standardised benchmark.
A systematic literature review would just restate the reporting-variance problem identified
in Chapter 1 without producing any new empirical results.

Within the experimental design itself, two further alternatives were considered. K-fold
cross-validation on the training set was rejected because the AI4Mars gold test set is the
standard reporting target in the literature, and using k-fold results would make the findings
hard to compare across other papers. A full factorial design, crossing every architectural
choice with every training configuration, was excluded due to GPU budget constraints.
The sequential isolation method used in this thesis is the more affordable option, at the
cost of not detecting complex interactions between the two sets of design choices.

2.3 Reliability and Validity

The reliability and validity of the experiment are considered along the standard framework
used in experimental software-engineering research [14], covering reliability, internal va-
lidity, external validity, construct validity, and conclusion validity in turn.

2.3.1 Reliability

Run configurations, per-epoch metrics, final evaluation results, and the constraint score-
card are saved alongside the trained weights and indexed in a top-level log.md. The
train/val split uses a fixed random seed, dependencies are pinned, and checkpoint loading
uses weights_only=True. Two concerns remain that the protocol mitigates rather
than eliminates. cuDNN non-determinism on the GPU is mitigated by reporting IoU to
three decimals, and CPU latency variation on the shared university server is mitigated by
reporting the median over several measurements on a quiet machine.

2.3.2 Internal validity

The lever-isolation design is the principal internal-validity device, since each pair of cross-
architecture runs shares all variables except the one under study, so any per-class IoU
difference is attributable to that variable, and the same logic carries into the training-
configuration sweep with the architecture held fixed. The same train/val/test split and
evaluation routine are used across every run.
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Three residual threats remain. The validation set is drawn from the released training
data and is not perfectly aligned with the gold-set headline, so all reported numbers come
from the gold set. The nine architectural cells are each trained with a single random seed,
so their per-cell numbers should be read as best-validation-epoch point estimates rather
than as confidence intervals. The label-merge variant is fixed at the released ≥ 3-labeler,
> 65% pixel-agreement version [2] without an ablation across alternatives.

2.3.3 External validity

The results apply to AI4Mars Curiosity NAVCAM only, and other cameras, subsets, and
datasets are out of scope. The survivability constraint is a fault-injection simulation on
commodity hardware, so any claim about radiation behavior is bounded to the injected
fault distribution and the defense mechanism that wraps it. Comparisons to literature
numbers, including the 0.87 Big Rock IoU at 47–81M parameters [7], are informal be-
cause those papers use different label-agreement variants, resolutions, and background-
pixel handling.

2.3.4 Construct validity

Big Rock IoU at min3-100agree is the headline because it is the variant under which the
closest comparable published baseline reports its rare-class IoU on the same dataset [7],
and min1-100agree and min2-100agree are reported alongside it on the final models for
transparency. The evaluation checkpoint within each run is the epoch maximising val-
idation Big Rock IoU, and the gold expert test set is touched once on each of the top
two models from the training-configuration stage. A residual threat is that the headline
variant carries Big Rock pixels in only five of the 322 gold images, so the aggregate is
dominated by a small support and the lever-ordering in Chapter 6 reads as observations
from a controlled comparison rather than as a generalization across many scenes.

The four deployment-relevant constraints are reported separately rather than as a com-
posite. Parameter count alone understates deployment cost (activation memory dominates
at 512-pixel input), and worst-case latency is what matters for an autonomy loop even
when the average is within budget. Survivability concerns runtime corruption rather than
static resource use, so a composite would conflate the two. Each constraint is therefore re-
ported with its own pass/fail verdict and per-class IoU. The low-confidence pixel fraction
at a 0.6 softmax threshold is also reported per run as a deployment-readiness signal [28].

2.4 Ethical Considerations

This thesis does not involve human participants, personal data, or images of individu-
als. The AI4Mars dataset consists of rover imagery of the Martian surface released by
NASA’s Jet Propulsion Laboratory [2], and therefore no personal or sensitive information
is processed. As a result, the study is not subject to General Data Protection Regulation
(GDPR) requirements.

The training labels used in the dataset were created through crowd-sourced annota-
tion on the Zooniverse platform and combined using the agreement procedure described
in the original AI4Mars dataset publication [2]. The thesis acknowledges that crowd-
labeled datasets may contain systematic annotation limitations, particularly for boundary
regions and rare classes, and these limitations are considered in the validity discussion.
The trained models are intended for terrain segmentation and autonomous rover naviga-
tion research and have no identified realistic dual-use or harmful applications.
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3 Theoretical Background

This chapter introduces the theoretical material needed for the rest of the thesis, namely
the architectural families that semantic segmentation has settled into, the specifics of the
AI4Mars dataset, the established techniques for learning under class imbalance, and the
deployment-relevant constraints that frame the second research question.

3.1 Semantic segmentation

Semantic segmentation assigns a class label to every pixel of an input image, producing
a label map at the same resolution as the input rather than a single image-level label
or a bounding box. The standard quality measure is intersection over union (IoU) [6],
which counts the pixels that both the model and the ground truth assign to a given class
and divides them by the pixels that either of them assigns. Mean IoU averages the per-
class IoU and is the standard aggregate reported on AI4Mars [2]. Per-class IoU is more
informative when the classes are imbalanced, because mean IoU and pixel accuracy are
dominated by the common classes and hide failures on rare ones [12].

Modern segmentation networks follow the encoder–decoder pattern introduced by
Long et al. [6], where the encoder progressively downsamples the input through con-
volutional blocks while increasing the channel count, and the decoder upsamples back
to the input resolution to produce per-pixel class scores. The two decoders used in this
thesis follow different design philosophies. DeepLabv3+ [15] uses atrous spatial pyramid
pooling to gather context at several scales at a single output resolution, and FPN [16],
originally designed for object detection, builds a multiscale feature pyramid from inter-
mediate encoder stages.

The encoders evaluated in this thesis are MobileNetV3-Small, by Howard et al. [17],
and MobileNetV4-Conv-Small, by Qin et al. [18], both built from depthwise-separable
convolutions and inverted residual blocks that keep the parameter count low while main-
taining usable segmentation accuracy. Both are convolutional rather than transformer-
based, which fits the parameter and latency budgets used in this thesis.

3.2 The AI4Mars dataset

AI4Mars was released by Swan et al. [2] at NASA’s Jet Propulsion Laboratory in 2021
as the first large public dataset for semantic segmentation of Martian terrain. Approx-
imately 35,000 training images carry around 326,000 individual annotations collected
from roughly ten volunteers per image through the Zooniverse citizen-science platform.
The per-pixel labels are merged through a rule of at least three labellers and more than
65% pixel agreement, and pixels failing the threshold remain unlabelled [2]. The held-out
gold expert test set of 322 images was re-annotated by three labellers from the JPL Mars
Science Laboratory team and is released at three agreement strictness variants (min1-
100agree, min2-100agree, min3-100agree), corresponding to at least one, two, or three
experts agreeing on a pixel under full confidence [2].

The taxonomy is driven by what matters for rover navigation rather than by geological
classification [2]. The four classes labelled are soil and bedrock, both driveable, sand,
which can trap a rover as Spirit’s Troy entrapment demonstrated, and Big Rock, defined
as rocks at least 50 cm wide and 30 cm tall, the size that damaged Curiosity’s wheels [2].
A fifth label value (255) excludes pixels showing rover hardware, pixels estimated at more
than 30 m range (where stereo depth is unreliable), and any pixels that did not meet the
merge threshold [2]. Figure 3.1 shows four sample images from the gold expert test set
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with the merged labels overlaid. The top row shows raw EDR images, the bottom row
shows the same images with the merged labels overlaid at 55% opacity. The unlabelled
regions (rover hardware in the second column, the sky and far range in all four) show the
underlying image without colour overlay.

Figure 3.1: Four AI4Mars Curiosity NAVCAM samples from the gold expert test set.

The class composition is heavily skewed on the Curiosity NAVCAM subset, where
bedrock pixels account for approximately 50% of the labelled area, soil approximately
37%, sand approximately 12%, and Big Rock approximately 1% [2]. The gold-set vari-
ants tighten the imbalance for the rare class further, with Big Rock appearing in 53 of
322 images at min1-100agree and in only 5 at min3-100agree. The trade-off between
rare-class support and pixel-agreement strictness across these variants is discussed in
the headline-metric defence of Section 2.3. AI4Mars draws from three rovers (Curios-
ity, Spirit, Opportunity) and two camera types (NAVCAM, Mastcam), but the published
downstream work overwhelmingly uses only the Curiosity NAVCAM subset [29, 9, 10,
30, 7].

3.3 Learning under class imbalance

A dataset is class-imbalanced when its classes are not represented equally in the train-
ing data, and AI4Mars is a strong case (Section 3.2). Under plain cross-entropy ev-
ery pixel contributes equally to the gradient, so the loss is dominated by the common
classes and the model can reach a low loss by predicting soil or bedrock everywhere [12].
The imbalance literature identifies two main families of loss-level mitigations, namely
reweighting the per-class contribution and reshaping the per-pixel contribution by model
confidence [12, 19]. Data-level methods that change which examples the model sees are
covered separately in Section 3.4.

Loss reweighting scales each pixel’s contribution by the inverse frequency of its class,
which raises the gradient signal on rare-class pixels [19, 12]. The drawback is that the
rare-class signal becomes noisier, and a small number of mislabelled rare-class pixels
can disturb training [12]. AI4Mars baselines apply inverse-frequency weighting in this
form [2, 11].
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Loss reshaping leaves the per-class weights uniform and instead changes the per-pixel
weight by how confident the model already is. Focal loss, proposed by Lin et al. [20], mul-
tiplies the cross-entropy term by a factor that is small for confident predictions and large
for uncertain ones, so the gradient concentrates on the pixels the model still gets wrong.
The loss was originally proposed for the foreground–background imbalance in object
detection [20], but it transfers directly to segmentation and several rover-segmentation
studies use it [29, 9, 10].

A complementary family of losses works at the region level rather than per pixel. Dice
loss, introduced by Milletari et al. [21] and generalised by Sudre et al. [31], optimises the
overlap between the predicted and the ground-truth mask for each class. It is less sensitive
to absolute class frequencies than cross-entropy, because each class contributes through
its overlap ratio rather than through its pixel count. Tversky loss, proposed by Salehi et
al. [22], extends Dice by weighting false positives and false negatives separately. Setting
a higher penalty on false negatives shifts the model toward recall, which suits rare-class
detection where missing a real Big Rock is worse than wrongly flagging one.

These losses are often used in mixtures rather than alone. A weighted sum of focal
and Dice or focal and Tversky inherits the hard-example focus of focal at the pixel level
and the rare-class sensitivity of the region-based term at the mask level. Several rover-
segmentation studies report higher rare-class IoU from such combinations than from any
single component [10, 30, 9], and a focal-Tversky combination is the loss used by the
final model in this thesis.

3.4 Data augmentation for segmentation

Data augmentation diversifies each training image through transformations such as hor-
izontal flipping, small rotations, brightness or contrast jitter, and small affine perturba-
tions [32]. Augmentation does not correct the class ratio in the way that loss reweighting
does, but it reduces overfitting to the small set of rare-class examples available in an im-
balanced training set, and has been applied on AI4Mars both uniformly across the training
distribution and as a rare-class-only augmentation [10, 29].

For semantic segmentation the labels must be transformed jointly with the input im-
age, with nearest-neighbour interpolation on the label so that discrete class indices are
preserved, and with the same affine parameters applied to both [32]. The Albumen-
tations library, by Buslaev et al. [23], implements this joint transformation as a single
Compose pipeline, with image-only transforms (brightness, contrast, hue) and image-
and-mask transforms (flip, rotate, translate) declared together, is widely used in current
segmentation work, and is the augmentation backend used in this thesis.

Pipeline strength is itself a hyperparameter, with stronger spatial transforms acting as
an implicit regulariser at the cost of producing training samples that look less like the test
distribution, and an aggressive pipeline on a small dataset can hurt accuracy rather than
help [32, 23].

3.5 Deployment constraints on rover-class hardware

The most directly relevant deployment hardware for current Mars rovers is the RAD750
radiation-hardened PowerPC processor (BAE Systems) [13], used as the main flight com-
puter on Curiosity, Perseverance, and several earlier NASA missions, where it supports
onboard tasks such as visual odometry and autonomous navigation at frame rates on the
order of seconds per frame [3]. A RAD750 runs at around 200 MHz with onboard RAM
on the order of 256 MB [13], which is roughly two orders of magnitude less throughput
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than a modern commodity CPU and which makes it unrealistic to deploy a segmenta-
tion model with tens of millions of parameters or with activation memory in the gigabyte
range. Comparable constraints apply to other rover-class processors used by ESA and
CNSA missions, where on-board compute is bounded by the same radiation-hardened-
fabrication choice [33].

These constraints push rover-segmentation work towards lightweight network fami-
lies with parameter counts in the low millions, typically encoder-decoder networks with
mobile-class backbones [11, 9, 33, 10]. The set of deployment-relevant constraints adopted
in this thesis follows the same spirit, with a parameter limit, a worst-case latency limit,
and a memory limit on the inference activations, plus a survivability requirement under
the radiation effects described in the next section. The exact thresholds are specified in
Section 2.2.3.

3.6 Radiation effects on commodity processors

Commercial silicon is vulnerable to soft errors caused by ionising radiation, since a sin-
gle energetic particle striking a memory cell or a logic gate can flip the bit stored there
or the bit in transit through it, a mechanism characterised in the foundational work of
Baumann [24] and Normand [34]. When one bit flips, this is called a Single Event Up-
set (SEU), and when several neighbouring bits flip from the same event, it is a Multi-Bit
Upset (MBU) [24, 34]. Soft-error rates depend on the radiation environment and on the
chip’s fabrication process. At ground level the rate is low but non-zero on commodity
hardware, and in deep space it rises by several orders of magnitude. This is the main
reason flight computers are built on radiation-hardened processes [34, 13].

For a neural network running on commercial silicon, a soft error can corrupt any bit
that holds a weight, an activation, or an intermediate accumulator value. The consequence
depends on which bit flips and where in the network it happens, as analysed by Li et
al. [25] and Reagen et al. [26]. Flipping an exponent bit of an IEEE-754 floating-point
number changes the magnitude by a factor of two or more, and a flip on a large positive
value can produce NaN or infinity that propagates through every subsequent layer [25, 26,
35]. Flipping a fraction bit changes the value by a small amount and usually produces a
silent error that nudges the prediction without obvious symptoms [25]. Empirical studies
report that a network’s accuracy degrades non-linearly with the flip rate, with the most
damaging flips concentrated in the high-order exponent bits, a result demonstrated by
Hong et al. [35] and corroborated across follow-up work [25, 26, 27].

Defending a network against soft errors without rad-hardened silicon takes one of
two approaches. Hardware-level schemes such as triple-modular redundancy or error-
correcting memory replicate the computation and vote on the result [27]. Software-level
mitigations clamp activations to a fixed range, which turns a catastrophic exponent-flip
explosion into a bounded error that cannot propagate without limit [25, 26, 27]. The
fault-injection routine and the activation-clamp defence used in this thesis follow these
patterns, and Chapter 5 reports their effect against a radiation-free baseline.
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4 Research Project – Implementation

4.1 Development environment and data pipeline

The entire implementation is written in Python on top of the PyTorch framework. Seg-
mentation architectures are constructed through segmentation_models_pytorch
(smp), which couples a decoder of choice to an encoder loaded from timm through the
tu- namespace. Augmentation pipelines are built with Albumentations [23], a library
that applies image and label transforms inside a single Compose block so the spatial rela-
tionship between an image and its mask is preserved. Training is run on an NVIDIA RTX-
class GPU on the university’s shared server, and the inference profiling for the space-grade
constraints is run on a single thread of a commodity CPU on the same machine.

The dataset pipeline is a custom PyTorch Dataset class that loads the AI4Mars
Curiosity NAVCAM imagery [2]. Each sample consists of an EDR image, its merged
label, and the rover-hardware and 30-metre range masks, and an offline refinement step
keeps only those samples for which all four components are present, which reduces the
released training set to 16,063 image–label pairs. Images are resized with bilinear in-
terpolation and labels with nearest-neighbour interpolation, so the discrete class indices
and the 255 ignore band are preserved at the working resolution. The 80/20 train-and-
validation split is computed by scikit-learn’s train_test_split alongside
random_state=42 on sorted file lists, so every run sees the same split. The held-out
gold expert test set is isolated at the file-path level and is never touched during training.

4.2 Architectural setup and training loop

Every architecture in the experiment was built through a single smp constructor call. The
decoder family is selected as smp.DeepLabV3Plus [15] or smp.FPN [16], the en-
coder is named through the tu- prefix that loads its implementation from timm, and the
encoder weights are initialised from the corresponding ImageNet-pretrained checkpoint.
The four-class segmentation head is randomly initialised on top of that backbone. The
chosen final configuration is DeepLabv3+ on a MobileNetV4-Conv-Small encoder [18]
at 512× 512 input, with a 1024× 1024 run reported alongside for comparison.

A custom loss factory implements five named losses, namely cross-entropy, focal
loss [20], a weighted sum of focal and Dice [21], a weighted sum of focal and Tver-
sky [22], and the Abraham–Khan single-term focal Tversky formulation [36] (see Ap-
pendix 1). The cross-entropy loss accepts an optional flag that applies per-class inverse-
frequency weights [19], which gives the class-weighted cross-entropy variant used in the
training-configuration sweep. The training-configuration stage sweeps over these losses
before committing to focal+Tversky as the loss used by the final model. In that combina-
tion, the Tversky term applies asymmetric weights to its false-positive and false-negative
terms (α = 0.3, β = 0.7), so missing a real Big Rock pixel costs the model more than
wrongly flagging one. All losses respect the 255 ignore label, so corrupted, out-of-range,
and boundary pixels contribute nothing to the gradient.

The augmentation pipeline is built as an Albumentations Compose block [23]. The
basic pipeline used by the chosen final model applies a horizontal flip, a modest brightness
and contrast jitter, a small hue and saturation jitter, and a small affine perturbation. Each
spatial transform is applied jointly to the image and the label through Albumentations’
image-and-mask interface, where the image is interpolated bilinearly and the label with
nearest-neighbour, and any pixels introduced by an affine warp are filled with the 255
ignore value on the label so they do not contribute to the loss [32].

13



Training uses the Adam optimiser at a learning rate of 1×10−3 with no schedule, a
batch size of sixteen on a single GPU (so the effective batch size is also sixteen), and
durations of ten, fifteen, or twenty-five epochs depending on the run. On each pass the
loop accumulates a per-class confusion matrix in 64-bit integer arithmetic and derives
per-class IoU, precision, recall, pixel accuracy, and mean IoU analytically from that ma-
trix [6]. These per-epoch metrics are written to training_history.csv, and the
FP32 state dictionary at the end of every epoch is saved to a checkpoints/ subfolder.
The evaluation checkpoint for each run is then selected as the epoch with the highest val-
idation Big Rock IoU by a post-hoc selector script, and the resulting weights are loaded
with torch.load(..., weights_only=True) for downstream evaluation. The
training-configuration run that produces the highest best-validation-epoch Big Rock IoU
has its best-epoch weights copied to a .pth checkpoint, which becomes the deployment
artefact for the next section.

4.3 Profiling resource constraints

The parameter count for the first space-grade constraint is read directly from the model
by summing p.numel() over every trainable parameter, which counts every trainable
scalar across all layers. The total is compared against the three-million limit and the
verdict is written to the scorecard alongside the raw count.

For the second space-grade constraint, inference latency is profiled on a single CPU
thread under the FP32 PyTorch runtime (torch.set_num_threads(1)). A warm-
up pass on a dummy input is discarded so the first-inference cold-start cost does not con-
taminate the measurement, after which every image in the gold expert test set is processed
in turn with the time before and after each forward pass recorded by time.perf_cou
nter. Both the average and the maximum per-frame latency are reported, and the limit
is applied to the worst case, because an autonomy loop is gated by its slowest frame and
not by its average frame.

For the third space-grade constraint, the peak resident memory occupied by the seg-
mentation tensors during inference is measured through the psutil library, which reads
the process’s resident set size from the operating system. The script records the resident
set size before and after a single forward pass and reports the difference, so the much
larger total Python interpreter and library footprint is excluded from the limit calculation.
The total interpreter footprint is recorded alongside for transparency but is not constrained
against the 256-megabyte limit.

4.4 Implementing the fault-injection simulation

The radiation injector is a PyTorch forward hook on the encoder. A forward hook is a
function that PyTorch runs after a module finishes its forward pass, before the output
reaches the next layer, so registering it once on the encoder intercepts every activation
that leaves the encoder without changing the model code. Hooking only the encoder
output is a deliberate simplification, since a real upset can strike anywhere in the network,
including the decoder and the classification head.

Inside the hook, the encoder’s float32 output is reinterpreted as int32 with view(to
rch.int32) so the IEEE-754 bit pattern of each value can be addressed directly. On
every forward pass the hook samples a random integer between one and max_flips
to decide how many bits to flip, and for each one it picks a position with equal prob-
ability from the exponent (bits 23 to 30) or the fraction (bits 0 to 22) [24, 25]. The
max_flips setting is the only knob that scales with backbone width, at five for the
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96-channel MobileNetV3-Small feature map and fifty for the 960-channel MobileNetV4-
Conv-Small one, which keeps the corrupted fraction roughly constant. Because the deeper
feature maps become sparse after ReLU and batch normalisation, the hook resamples the
target index up to one hundred times per flip until it lands on a non-zero value, so each
flip has a measurable effect rather than perturbing a structural zero. The chosen bits are
flipped with an XOR mask, and the tensor is reinterpreted back as float32 before the for-
ward pass continues. Flipping an exponent bit causes a large magnitude change, and in the
limit a NaN or an infinity, while flipping a fraction bit causes a small silent perturbation,
so the injection covers both failure modes from the soft-error literature (see Appendix 3).

The injector runs in two modes. In the unshielded mode the corrupted activations pass
to the decoder untouched, which is the no-defence reference. In the shielded mode a sec-
ond hook, BoundsCheckShield, runs straight after the injector on the same encoder.
It replaces any NaN or infinity with a finite value through torch.nan_to_num and
clamps the activations to [−20,+20] through torch.clamp, which stops an exponent-
flip explosion from spreading past the encoder [25, 26, 27] (see Appendix 2). The window
is wide enough that clean activations sit inside it and narrow enough that a flipped value
is capped before it reaches the decoder. The complete data flow through the encoder,
fault injection hook, BoundsCheckShield, and triple-modular redundancy voting stack is
visualized in Figure A.4 in the Appendix.

The shielded mode also runs three independent copies of the model under triple-
modular redundancy, the structure drawn in Figure A.4. Triple-modular redundancy repli-
cates the same computation three times and combines the three results by a majority vote,
so one corrupted copy is outvoted by the two clean ones [27]. As that figure shows, each
copy runs the input through its own encoder, injector, shield, and decoder, then takes the
per-pixel argmax, and the three prediction maps are reduced by torch.mode to the per-
pixel majority class (see Appendix 4). The unshielded mode is a single one of these paths
with the shield and the vote removed.

Both modes evaluate on the same gold expert test set as the constraint-free baseline,
and the per-class IoU and per-frame latency for each mode go into the same scorecard so
the radiation cost and the recovery can be read against each other in Chapter 5.
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5 Results

This chapter reports the results of the three-stage controlled experiment described in
Chapter 2 under a single reporting protocol. For each trained run, the chapter shows
the training and validation Big Rock IoU per epoch and selects the epoch maximizing
the validation Big Rock IoU as the run’s evaluation checkpoint, so every per-run number
is read from each run’s strongest validation point rather than from its final epoch. The
held-out gold expert test set is touched once on each of the top two models from the
training-configuration stage. Section 5.1 reports the cross-architecture comparison that
picks the architecture, Section 5.2 reports the training configuration optimization on top
of that architecture and identifies the final model, and Section 5.3 reports the deployment-
constraint compliance of that final model.

5.1 Architectural effects on rare-class detection (RQ1)

The cross-architecture comparison trains the nine cells of the lever-isolation design under
the fixed protocol of Chapter 4. Table 5.2 reports the parameter count, training and val-
idation Big Rock IoU, and validation mean IoU at each cell’s best validation epoch, and
Figure A.1 in the appendix plots the per-epoch curves for every cell.

Table 5.2: Per-cell Big Rock IoU and mean IoU at the best validation epoch. Rows are
grouped by encoder and decoder, with each group of three rows comparing the same pair
at 256, 512, and 1024 resolution. The two top-performing architectures are in bold.
Cell Decoder Encoder Res Params Train BR IoU Val BR IoU Val–Train Val mIoU

1 DLV3+ MNv3-S 256 2.16M 0.254 0.285 +0.031 0.721
2 DLV3+ MNv3-S 512 2.16M 0.371 0.381 +0.010 0.778
3 DLV3+ MNv3-S 1024 2.16M 0.378 0.379 +0.002 0.771

4 FPN MNv3-S 256 2.72M 0.343 0.370 +0.027 0.757
5 FPN MNv3-S 512 2.72M 0.371 0.405 +0.035 0.787
6 FPN MNv3-S 1024 2.72M 0.345 0.367 +0.022 0.772

7 DLV3+ MNv4-S 256 3.00M 0.345 0.356 +0.011 0.759
8 DLV3+ MNv4-S 512 3.00M 0.424 0.409 −0.015 0.777
9 DLV3+ MNv4-S 1024 3.00M 0.450 0.461 +0.011 0.803

The validation Big Rock IoU values in Table 5.2 show two clear patterns. The resolu-
tion lever behaves differently for the two encoders. With MobileNetV3-Small (cells 1–3),
going from 256 to 512 raises Big Rock IoU sharply, but 1024 adds nothing more. With
MobileNetV4-Conv-Small (cells 7–9), every step up in resolution helps instead, and Big
Rock IoU keeps improving from 256 through 512 to 1024, reaching the highest value in
the sweep at 0.461 (cell 9).

The decoder and encoder levers have smaller effects. Cells 2 and 5 use the same
encoder and resolution but a different decoder, and DeepLabv3+ and FPN end up within
0.025 of each other. Cells 2 and 8 use the same decoder and resolution but a different
encoder, and MobileNetV4-Conv-Small beats MobileNetV3-Small by 0.028.

The chosen encoder-decoder pair is DeepLabv3+ with MobileNetV4-Conv-Small.
Cell 9 at 1024 has the highest validation Big Rock IoU in the sweep (0.461) with mean
IoU 0.803, and cell 8 at 512 has the next-highest at the same parameter count (0.409 Big
Rock IoU). Both are taken forward to the training-configuration stage in Section 5.2.
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Figure 5.2: Resolution lever on validation Big Rock IoU for the three encoder–decoder
pairs. The MobileNetV3-Small pairs (DLV3+ cells 1, 2, 3 and FPN cells 4, 5, 6) plateau or
drop past 512. The MobileNetV4-Conv-Small pair (DLV3+ cells 7, 8, 9) keeps improving
from 256 through 512 to 1024 and reaches the highest Big Rock IoU in the sweep at cell
9.

5.2 Training Configuration effects on rare-class detection (RQ1)

The training configuration optimization locks the architecture to the strongest cell from
Section 5.1 and varies the loss family, the augmentation pipeline, the training resolution,
and the training duration across the runs described in Chapter 4. Tables 5.3 and 5.4
report the best-validation-epoch Big Rock IoU and mean IoU for each run, one table per
resolution, and Figures A.2 and A.3 in the appendix plot the per-epoch curves for every
run.

Table 5.3: Training-configuration runs on the MobileNetV4-Conv-Small architecture at
1024. The chosen R11 configuration is in bold.

Run Loss Aug Ep Train BR IoU Val BR IoU Val–Train Val mIoU

R2 wCE none 15 0.249 0.367 +0.118 0.759
R3 Focal(γ=2) none 15 0.600 0.527 −0.073 0.818
R4 F+Dice(equal) none 15 0.696 0.560 −0.136 0.833
R8 F+T(0.3,0.7) none 15 0.621 0.542 −0.079 0.818
R10 F+T(0.2,0.8) none 25 0.795 0.602 −0.194 0.844
R11 F+T(0.3,0.7) basic 25 0.681 0.626 −0.055 0.854
R12 F+T(0.3,0.7) none 25 0.714 0.595 −0.119 0.843
R13 F+T(0.3,0.7) strong 25 0.512 0.593 +0.081 0.844
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Table 5.4: Training-configuration runs on the MobileNetV4-Conv-Small architecture at
512. The chosen R11 configuration is in bold.

Run Loss Aug Ep Train BR IoU Val BR IoU Val–Train Val mIoU

R2 wCE none 15 0.247 0.341 +0.095 0.753
R3 Focal(γ=2) none 15 0.590 0.483 −0.107 0.806
R4 F+Dice(equal) none 15 0.654 0.544 −0.110 0.829
R8 F+T(0.3,0.7) none 15 0.685 0.572 −0.114 0.826
R10 F+T(0.2,0.8) none 25 0.789 0.609 −0.180 0.844
R11 F+T(0.3,0.7) basic 25 0.638 0.591 −0.047 0.842
R12 F+T(0.3,0.7) none 25 0.692 0.563 −0.128 0.835
R13 F+T(0.3,0.7) strong 25 0.543 0.530 −0.013 0.825

The training stage tested different loss functions, augmentation pipelines, and training
durations on the MobileNetV4-Conv-Small architecture. R11 came out on top at both res-
olutions, using focal-Tversky with 0.3/0.7 weights, basic augmentation, and 25 epochs. It
reached Big Rock IoU 0.626 on validation at 1024 and 0.591 at 512. The class-weighted
cross-entropy baseline (R2) and the no-augmentation runs (R12) trailed R11 at both res-
olutions, for reasons covered in Chapter 6. Both R11 cells were then evaluated on the
gold expert test set, and Table 5.5 shows their per-class IoU. Extended per-class metrics
including precision, recall, and F1 for the chosen 512 model are reported in Table A.1 in
the appendix.

Table 5.5: Per-class IoU of the two chosen models on the gold expert test set at the
headline variant min3-100agree.

Model Soil Bedrock Sand ⋆ Big Rock mIoU

DLV3+ / MNv4-S / 1024 (R11) 0.978 0.935 0.961 0.480 0.839

DLV3+ / MNv4-S / 512 (R11) 0.983 0.909 0.938 0.446 0.819

5.3 Deployment-Relevant Constraint compliance (RQ2)

The two chosen R11 cells from Section 5.2 are tested against the four deployment-relevant
constraints from Section 2.2.3. Section 5.3.1 reports the three hardware-budget con-
straints, and Section 5.3.2 reports the survivability constraint under the simulated fault
injection described in Section 3.6.

The deployment-relevant constraints are reported under three test modes used consis-
tently in both tables of this section. The baseline mode runs the model on the gold expert
test set with no fault injection and no defence, so it shows the model’s clean accuracy and
resource use. The unshielded chaos mode runs the same model with the radiation injector
enabled but no defence, so corrupted activations flow through the rest of the model un-
touched and the resulting numbers show how much accuracy is lost to simulated radiation
upset. The shielded chaos mode runs the same injector and also applies the activation
clamp on each forward pass and a per-pixel majority vote across three independent copies
of the model, so the resulting numbers show how much of that lost accuracy the defence
stack recovers. Both Table 5.6 and Table 5.7 use these three modes as their columns or
rows.
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5.3.1 Hardware-budget compliance

Table 5.6 shows the parameter count, worst-case inference latency, and peak RAM usage
of both R11 models at baseline. The 1024 model exceeds both the 500ms latency limit at
1275ms and the 256MB memory limit at 407MB, so only the 512 model is taken forward
to the survivability tests in Section 5.3.2. The 512 model stays inside all three hardware
limits at baseline, with the worst-case CPU latency at 248ms reaching about half of the
500ms limit.

Table 5.6: Hardware-budget compliance for the two R11 models at baseline. Latency is
measured single-threaded on a commodity CPU in FP32 with a warm-up pass discarded.
The 1024 model fails both the latency and memory limits, while the 512 model passes all
three.
Constraint Measurement Limit R11 / 1024 R11 / 512

Parameter Parameter count 3M 3.00M (PASS) 3.00M (PASS)

Latency Worst-case per-frame latency 500ms 1275ms (FAIL) 248ms (PASS)

Memory Peak segmentation-tensor RAM 256MB 407MB (FAIL) 126MB (PASS)

5.3.2 Survivability under radiation

Table 5.7 shows the per-class IoU of the 512 R11 model on the gold expert test set at the
min3-100agree variant, under three modes. The baseline is reproduced from Table 5.5.
The unshielded fault-injection mode lets corrupted values flow through the rest of the
model untouched. The shielded mode clamps the activations to a fixed range and takes a
per-pixel majority vote across three model copies.

Table 5.7: Per-class IoU of the final chosen model, Run 11 (DeepLabv3+ with
MobileNetV4-Conv-Small encoder at 512, saved as v2_R11_MNv4-S_512.pth), at
the min3-100agree variant under three modes. The shielded mode adds activation clamp-
ing and a three-copy majority vote on top of the fault injection.

Class Baseline Unshielded Shielded

Soil 0.983 0.533 0.983

Bedrock 0.909 0.360 0.909

Sand 0.938 0.324 0.938

⋆ Big Rock 0.446 0.019 0.446

mIoU 0.819 0.309 0.819

The unshielded mode collapsed Big Rock IoU from 0.446 to 0.019, a 96% drop. The
three common classes also fell sharply, from baseline values above 0.9 down to between
0.32 and 0.53. The shielded mode recovered every class to within 0.0003 of the base-
line. Running three copies of the model and adding the activation clamp does add per-
frame compute and memory overhead, but the baseline 512 model has substantial latency
headroom under the 500ms limit (Table 5.6), and peak segmentation-tensor RAM under
shielding remains within the 256MB limit at 245MB.
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6 Analysis

This chapter explains why each design choice in Chapter 5 produced the effect it did
(RQ1) and what the final model’s deployment-constraint numbers mean for deployment
(RQ2). The numerical evidence sits in the tables and figures of Chapter 5.

6.1 Design-choice analysis (RQ1)

6.1.1 Architecture and Resolution Analysis

The architecture sweep produces three findings about how these small-model architec-
tures behave under different design choices, one per lever in Table 5.2.

The resolution lever behaves differently for the two encoders because they have very
different capacities to use the extra pixels. MobileNetV3-Small is a small encoder with
roughly 2.16 million parameters and 96 channels in its deepest feature map [17]. Going
from 256 to 512 gives it more information per Big Rock object to work with, so Big
Rock IoU jumps from 0.285 to 0.381 on DeepLabv3+. At 1024 the input has even more
pixels, but the encoder is already running out of capacity to compress them into useful
features, so the extra resolution is effectively averaged away. This is the inverted-U seen in
cells 1–3 (DeepLabv3+) and 4–6 (FPN). MobileNetV4-Conv-Small has roughly 3 million
parameters and 960 channels at its deep feature, an order of magnitude more channel
width than MobileNetV3-Small [18]. It does have the capacity to encode the extra detail
at 1024, so the curve keeps rising through cells 7–9 with no plateau.

The decoder lever is much smaller with DeepLabv3+ and FPN sit within 0.025 of each
other on Big Rock IoU at the central 512 configuration (cells 2 and 5). DeepLabv3+ pools
the encoder features at several dilation rates and produces one segmentation output [15],
while FPN keeps a multi-scale pyramid through the entire decoder [16]. Both can express
segmentation at this parameter scale, and neither approach has a fundamental advantage
for Big Rock at the resolution and parameter budget tested here.

The encoder lever pushes the chosen architecture toward MobileNetV4-Conv-Small.
At the same DeepLabv3+/512 configuration (cells 2 versus 8), MobileNetV4-Conv-Small
beats MobileNetV3-Small by 0.028 on Big Rock IoU. Both are CNN encoders, so this
is not an attention-versus-convolution story. The advantage instead reflects the newer
encoder’s wider feature maps and improved feature representation [18]. MobileNetV4-
Conv-Small’s deep layers have ten times the channel count of MobileNetV3-Small’s,
which means each pixel decision draws from a richer set of learned features. That ca-
pacity advantage compounds with resolution, so by the time the input reaches 1024,
MobileNetV4-Conv-Small is still using its extra channels productively while MobileNetV3-
Small would be capacity-limited. This is also why MobileNetV4-Conv-Small wins the
resolution lever at 1024.

Together these findings explain the choice of cells 8 and 9. Cell 9 has the highest
validation Big Rock IoU because MobileNetV4-Conv-Small can use the 1024 input, and
cell 8 is the next-highest because the encoder’s advantage still holds at 512.

6.1.2 Training Configuration Analysis

With the architecture fixed at MobileNetV4-Conv-Small, this sweep produces three find-
ings, one per lever in Tables 5.3 and 5.4. The loss family is the largest lever, with plain
class-weighted cross-entropy (R2) at one end of the table and the focal-Tversky combi-
nations at the other. R2 lands near the bottom of both tables, with validation Big Rock
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IoU at 0.367 at 1024 and 0.341 at 512, and the training Big Rock IoU sits well below the
validation number in both cases. The reason is that inverse-frequency reweighting scales
up the per-pixel gradient on Big Rock by roughly 27× to match its 1% pixel share, which
amplifies gradient noise on the rare class beyond what the optimizer can compensate at
this batch size [12, 19]. The focal losses (R3, R4) recover most of the gap by reweighting
per-pixel by model confidence rather than by class frequency [20], but they still overfit,
with negative train-val gaps of around −0.10. The focal-Tversky combinations push Big
Rock IoU further by penalising missed pixels more heavily than false positives, which
biases the model toward higher recall on the rare class [22]. The asymmetry strength mat-
ters too. R10 uses focal-Tversky 0.2/0.8 without augmentation and reaches the highest
training Big Rock IoU in the table at 0.795, but its validation Big Rock IoU is only 0.602
and its train-val gap is the largest negative gap at −0.194. The 0.3/0.7 setting in R11
balances precision and recall more effectively, landing at training 0.681 and validation
0.626 with the gap closed to −0.055.

The augmentation lever has the second-largest effect at the same loss and duration.
R11 (basic), R12 (none), and R13 (strong) at 1024 all use the same focal-Tversky 0.3/0.7
loss for 25 epochs. The no-augmentation run (R12) climbs to training Big Rock IoU
0.714 but only reaches 0.595 on validation, a clear overfitting pattern with a −0.119 gap.
Adding basic augmentation in R11 closes the gap to −0.055 while raising validation Big
Rock IoU to 0.626. The stronger pipeline in R13 swings the other way. Training Big
Rock IoU drops to 0.512 because the augmented images stray too far from the actual test
distribution, while validation stays at 0.593. Basic augmentation is the right amount of
noise, enough to prevent overfitting without making the training data unrealistic [32, 23].
The same pattern repeats at 512.

The training duration lever produces the smallest effect of the three, and it is cleanest
to read by comparing R8 and R12, which share the focal-Tversky 0.3/0.7 loss with no
augmentation and differ only in their epoch count of 15 versus 25. The longer schedule
raises training Big Rock IoU from 0.621 to 0.714 and validation from 0.542 to 0.595, so
both numbers benefit from the extra epochs. R11’s chosen 25-epoch schedule sits at the
upper end of this range, where the basic augmentation pipeline prevents the overfitting
that R12 shows at the same duration.

Together these findings explain the choice of R11 (focal-Tversky 0.3/0.7 with basic
augmentation at 25 epochs) as the chosen training configuration at both resolutions. R11
wins on validation Big Rock IoU within the Tversky family, and its train-val gap is the
tightest among the strong performers.

6.2 Constraint-Based Robustness Analysis (RQ2)

6.2.1 Hardware-budget compliance reading

The hardware-budget scorecard in Table 5.6 produces two findings about how the two
R11 models behave under the deployment limits at baseline.

The first finding is that the memory limit excludes the 1024 model. At 1024 input the
R11 model uses 407MB of segmentation-tensor RAM at peak, well above the 256MB
limit. At 512 input the same architecture uses only 126MB. The difference comes from
the activation sizes inside the encoder and decoder. With twice the input width and twice
the input height, the activations at every layer that operates on the full resolution are four
times larger. Most of the memory growth shows up in the early encoder layers and the
decoder’s upsampling stages, where the activations are at the highest spatial resolution.
Deep layers contribute less because the encoder has already downsampled the spatial
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dimensions.
The second finding is that latency, alongside memory, separates the two models. Both

R11 models have 3.00M parameters because the architecture is identical between the two
and parameter count is determined by the architecture choice rather than by resolution.
Worst-case per-frame latency on a single CPU thread is 1275ms at 1024 and 248ms at
512, so the 1024 model exceeds the 500ms limit by more than 2× while the 512 model
uses about half of its budget. The latency limit was set as a CPU-grade threshold appro-
priate for rover-class processors [13], and the gap between the two resolutions reflects the
roughly four-fold increase in activation work that follows from doubling the input width
and height.

Together these findings explain why only the 512 model moves into the survivability
evaluation. The 1024 model has slightly better baseline accuracy on Big Rock IoU but
cannot fit in either the latency or the activation memory budget. The 512 model preserves
most of that accuracy and stays within all three hardware limits, with parameter count at
the 3M limit, latency at 248ms (about 50% of the 500ms limit), and memory at 126MB
(49% of the 256MB limit).

6.2.2 Survivability analysis

The survivability scorecard in Table 5.7 produces three findings about how the 512 R11
model behaves under simulated radiation faults.

The first finding is that unshielded fault injection causes catastrophic damage across
all four classes, not just the rare one. Big Rock IoU collapses from 0.446 to 0.019, a 96%
relative drop, while the three common classes lose between 46% and 66% of their baseline
values (Soil 0.983 → 0.533, Bedrock 0.909 → 0.360, Sand 0.938 → 0.324). The damage
pattern comes from how bit-flips propagate. A flip on a high-order exponent bit pushes an
activation to plus-infinity or a saturated negative, and that corrupted value flows through
every downstream layer with no defence in place [24, 25]. A single corrupted activation
can influence predictions across many pixels, which is why the damage spreads across all
classes.

The second finding is that the rare class still collapses harder than the common classes,
even though the injection rate is the same for all four. Big Rock loses 96% of its IoU while
the common classes lose between 46% and 66%. The reason is the support imbalance.
Big Rock has only about 1% of the labelled pixels in the gold expert test set, so even after
the injection corrupts a substantial fraction of predictions, the surviving common-class
pixels still outnumber the corrupted ones and preserve some IoU. Big Rock has too few
pixels to maintain that margin, so almost all of its IoU is lost [12, 25, 27].

The third finding is that the shielded mode recovers every class to within measure-
ment noise of the baseline at a manageable hardware cost. Activation clamping removes
the worst flips by replacing any infinity or NaN with a finite value and forcing the rest into
a fixed range, so a catastrophic flip becomes a small contained error instead of a runaway
one [25, 26]. The three-copy majority vote then filters out the residual fraction-flip noise
by taking a per-pixel majority across three independent forward passes [27]. The two de-
fences are complementary, with the clamp removing the failure mode that would collapse
the rare class and the vote averaging out the smaller perturbations that survive the clamp.
The cost is roughly 2× baseline peak RAM (126MB to 245MB), which stays within the
256MB memory limit at 96% of the budget. The shielded mode adds per-frame compute,
and the baseline 248ms CPU latency leaves enough headroom under the 500ms limit for
the additional clamp and three-copy vote to fit.
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7 Discussion

This chapter discusses the findings of Chapter 6 against the surveyed literature and notes
their limitations.

7.1 Comparison with Previous Studies

The closest comparable baseline at min3-100agree is the UPerNet by Mohammad et al. [7]
at Big Rock IoU 0.87 on 47–81M parameters, which sets the upper bound on the dataset
but at a parameter budget far outside rover-class hardware. The DeepLabv3+ family has
been evaluated by Swan et al. [2], Atha et al. [11], and Mohammad et al. [29] with a
ResNet-101 backbone at roughly 45M parameters, where Big Rock IoU ranges from
0.29 at baseline to 0.61 with GAN-based augmentation [29]. The chosen model here
reaches Big Rock IoU 0.446 on the same variant at 3.00M parameters, within the range of
those DeepLabv3+ baselines at roughly one-fifteenth of their parameter budget. Mobile-
DeepRFB by Feng et al. [9] at 3.5M parameters reports mean IoU around 0.71, while the
chosen model reaches mean IoU 0.819 at min3-100agree. The cross-paper comparison
is loose because protocols differ in input resolution, training duration, and augmentation
pipeline, so the headline numbers above are best read as a position-in-range rather than a
strict ranking.

Placed against the full spread of reported Big Rock numbers, the result sits in the
upper-middle of the range, well above the sub-0.20 values reported for detection-style
approaches such as the YOLO-based method of Agarwal et al. [37] and below the 0.87
transformer ceiling. The low detection-style numbers are partly a matter of task framing,
since Big Rock is defined by the pixel extent of irregular rocks rather than by clean rect-
angular bounds, so dense per-pixel segmentation fits the class better than bounding-box
detection and is the formulation used throughout this thesis. The more useful question
for this thesis is what drives the gap to that ceiling, since closing it is the obvious target
for any follow-up. The gap is mostly a matter of parameter budget and input resolution
rather than of architecture family. The same DeepLabv3+ decoder used here reaches 0.61
at roughly 45M parameters once the training set is enlarged and synthetic augmentation
is added [29], and the 0.87 ceiling comes from transformer encoders of 47–81M param-
eters trained at high resolution on data-centre GPUs [7, 8]. The remaining distance from
0.446 to 0.87 is therefore bought with roughly fifteen to twenty-five times the parameters,
higher input resolution, and hardware that a rover cannot carry, rather than with a fun-
damentally different method. Read this way, the chosen model captures a large share of
the achievable rare-class accuracy per parameter, and the levers most likely to narrow the
gap within a fixed budget are higher input resolution and richer training data rather than a
heavier backbone.

The two-stage split also shows that both architecture and training configuration matter,
with architecture moving validation Big Rock IoU by about 0.18 and training configura-
tion by a further 0.26 [22, 36]. Recent rover-segmentation studies focused mainly on
architectural changes, including MarsSeg by Li et al. [10], ECRNet by Xu et al. [30], and
the transformer comparison by Mohammad et al. [7], do not report a loss-family ablation
comparable to the one in Section 5.2, so comparable gains on the loss-and-augmentation
side may have been left on the table. The MobileNetV3-Small to MobileNetV4-Conv-
Small encoder upgrade has also not been compared explicitly in this literature, and the
0.028 Big Rock IoU gain at fixed decoder and resolution suggests the newer mobile-CNN
generation is an under-explored direction for the lightweight class on AI4Mars.
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7.2 Answers to the Research Questions

RQ1 asked how design choices affect rare-class detection on AI4Mars and which choice
has the largest effect. Both architecture and training configuration matter, with similar
total effect on the rare class, and the strongest pair (cell 9 plus R11) reaches the best
validation Big Rock IoU in the project. In the architecture stage the resolution lever dom-
inates the spread at about 0.18 between the worst and best cells, and the encoder choice
between MobileNetV3-Small and MobileNetV4-Conv-Small adds another 0.028 at fixed
decoder and resolution. In the training-configuration stage on the chosen architecture, the
loss family is the dominant lever, and R11 with focal-Tversky 0.3/0.7, basic augmenta-
tion, and 25 epochs reaches validation Big Rock IoU 0.626 at 1024 and 0.591 at 512. The
augmentation pipeline produces a smaller second-order effect, and training duration has
the smallest effect of the three.

RQ2 asked how deployment-relevant resource constraints restrict the design choices
and what accuracy is achievable within them. The four constraints all pass on the chosen
512 model with the shield in place, with 3.00M parameters, 248ms worst-case single-
thread CPU latency at baseline, 245MB peak RAM under shielding, and Big Rock IoU
0.446 at min3-100agree on the gold expert test set. The same Big Rock IoU is preserved
under the shielded fault-injection mode, where activation clamping and the three-copy
majority vote recover every class to within 0.0003 of the baseline. Memory is the con-
straint that most restricts the architectural choice, excluding the 1024 variant of the chosen
architecture at 407MB peak.

7.3 Robustness and Resource Constraint Discussion

The shield has negligible accuracy cost on every class (Section 5.3.2) and the resource
cost stays inside every limit (Section 5.3.1), at roughly 2× the baseline memory for the
three-copy redundancy vote and the activation clamp. The activation clamp follows the
bit-flip propagation analysis of Li et al. [25] and the fault-injection framework of Reagen
et al. [26], while the redundancy vote is a software triple-modular-redundancy scheme of
the kind surveyed by Shafique et al. [27]. Memory is the first limit hit in this configura-
tion, with the shielded mode using 245MB of the 256MB available because three model
copies hold their activations at the same time for the vote, leaving only 11MB of head-
room. The natural follow-up is reducing the per-copy activation footprint, either through
compressed model formats [33], quantisation strategies that preserve survivability under
simulated faults, or redundancy schemes that do not need all copies running at the same
time. Both the parameter and memory budgets are tight while latency can absorb modest
changes, so the next limit on this deployment envelope is more likely rare-class accu-
racy under the current ceilings than latency. Pushing past that ceiling within the same
budgets points to two directions. The first is more informative training data, for example
the GAN-based synthetic-image augmentation of Mohammad et al. [29], which lifted Big
Rock IoU from 0.29 to 0.61 on a comparable DeepLabv3+ baseline. The second is the
next mobile-CNN generation after MobileNetV4-Conv-Small, since the 0.028 Big Rock
IoU gain between MNv3-Small and MNv4-Conv-Small at fixed decoder and resolution
suggests that successive mobile-backbone generations carry rare-class signal even within
a small-parameter budget.

The precision-recall profile of the chosen model on Big Rock is also a deployment
consideration. At the headline test variant, the model reaches Big Rock recall of 1.000
and precision of 0.446, meaning it catches every Big Rock pixel in the gold expert test
set but predicts roughly twice as many Big Rock pixels as the ground truth contains. The
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asymmetric focal-Tversky weighting (α = 0.3, β = 0.7) is the intended cause, since the
loss penalises missed Big Rock pixels more heavily than wrongly flagged ones. For a
rover, this trade-off biases the on-board planner toward conservative behaviour, since the
segmenter will sometimes flag traversable terrain as Big Rock and trigger an avoid-or-
replan decision when no rock is actually there. The reverse failure mode, where a real Big
Rock is missed and the rover drives into it, is the more expensive of the two for mission
safety, so erring on the side of false positives is the appropriate bias for a safety-critical
perception system.

7.4 Methodological Limitations

Six limits frame the results above, with the first being the experiment runs on the AI4Mars
Curiosity NAVCAM subset only, so the conclusions do not transfer automatically to the
Spirit or Opportunity subsets, to the Mastcam or HazCam, or to lunar or simulated im-
agery [2, 33]. Second, the released ≥ 3-labeller, > 65% pixel-agreement merge variant is
fixed throughout without an ablation across alternative thresholds, and the headline min3-
100agree slice has Big Rock pixels in only five of the 322 gold images, so the aggregate
is dominated by a small support and is more sensitive to image-level outliers than the
global mean IoU would suggest [2, 12]. Third, most runs use a single random seed, so the
validation numbers should be read as single measurements rather than ranges, though the
lever ordering is unlikely to reverse with more seeds because the resolution effect is much
larger than typical seed-to-seed variation [14]. Fourth, the deployment measurements are
simulations on commodity hardware, not measurements on a flight-grade processor under
real radiation, so the recovery shown by the shielded mode is a claim about the model
under the injected fault distribution rather than about flight performance on the RAD750
or other rad-hardened processors [13, 33]. Fifth, the constraint thresholds were drawn
from the lightweight rover-segmentation literature and the RAD750 specification, so the
pass/fail verdicts apply to the protocol set out in Section 2.2.3 and would shift on a pro-
cessor with a different envelope. Sixth, the architecture stage runs for ten epochs per
cell, while the strongest training-configuration runs reach considerably higher validation
Big Rock IoU at twenty-five epochs on the same architecture (cell 9 at 0.461 versus R11 /
1024 at 0.626). The architecture ranking is unlikely to reorder at full convergence because
the resolution effect dominates the spread, but convergence-order effects across decoder
and encoder families are not controlled in the protocol. The fixed Adam optimiser at
1×10−3 with no learning-rate schedule is a further uniform choice, and a cosine decay
over the longer runs may have lifted all of them by a similar margin without changing
their ordering.
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8 Conclusions and Future Work

This thesis investigated how architectural and training-related design choices affect rare-
class terrain segmentation on the AI4Mars dataset under constrained deployment condi-
tions. The controlled experiment showed that input resolution and loss-function selection
had the largest impact on Big Rock detection performance. The chosen architecture com-
bined DeepLabv3+ with a MobileNetV4-Conv-Small encoder, run at 1024 as the highest-
accuracy cell and at 512 as the variant that fits within the memory budget. The training-
configuration sweep identified R11, with focal-Tversky 0.3/0.7, basic augmentation, and
25 epochs, as the strongest configuration at both resolutions.

The chosen 512 model reaches Big Rock IoU 0.446 and mean IoU 0.819 on the
gold expert test set at 3.00M parameters, and the shielded configuration satisfies all four
deployment-relevant constraints simultaneously. Although the rare-class IoU remains be-
low values reported by large transformer-based models, the proposed approach operates
within a parameter budget roughly one-fifteenth of the comparable DeepLabv3+ base-
lines in the literature, suggesting that training-configuration choices may matter as much
as architectural design choices in lightweight rover-segmentation systems.

Beyond the headline numbers, the study makes a methodological point. The three-
stage lever-isolation design separates the effect of architecture from the effect of training
configuration and shows that the two move the rare-class number by comparable amounts,
so a study that varies only one of them risks attributing a gain to the wrong lever. The
survivability analysis adds a second result, since the shielded configuration recovers Big
Rock IoU to within 0.0003 of its undisturbed value under simulated bit-flip faults that
otherwise collapse it from 0.446 to 0.019, which shows that a lightweight model can be
made resilient to the dominant radiation failure mode without leaving the parameter and
memory budget. The model also fails in the safer direction, catching every Big Rock
pixel while over-predicting the class roughly twofold, so it flags safe ground as hazardous
rather than driving into a real hazard.

8.1 Future work

Several directions follow from the limitations of this study. Future experiments could
evaluate the proposed methods on additional AI4Mars subsets, other rover camera datasets,
and larger evaluation sets with stronger rare-class representation to test whether the ob-
served design trends generalize and to improve the statistical reliability of the Big Rock
results. Multi-seed experiments would also allow performance to be reported as ranges,
and training the architecture stage to full convergence rather than the fixed ten epochs
would confirm that the ranking holds.

The Tversky weighting that balances missed Big Rocks against false alarms could
also be matched to the rover’s path-planner cost model rather than left at a fixed setting.
The survivability analysis could be extended by testing on radiation-tolerant hardware,
by injecting faults beyond the encoder into the decoder and classification head, and by
investigating memory-efficient redundancy that reduces RAM usage.

Finally, the combination studied here, a lightweight segmentation model tuned for a
rare safety-critical class and wrapped in a fault-tolerance layer, is not specific to Mars.
It transfers to other resource-constrained settings where an infrequent class carries most
of the risk and the hardware cannot run a large model, such as lunar landers, underwater
autonomy, and field robots on embedded processors.

26



References

[1] D. Helmick, A. Angelova, and L. Matthies, “Terrain adaptive navigation for plane-
tary rovers,” Journal of Field Robotics, vol. 26, no. 4, pp. 391–410, 2009.

[2] R. M. Swan, D. Atha, H. A. Leopold, M. Gildner, S. Oij, C. Chiu, and M. Ono,
“AI4MARS: A dataset for terrain-aware autonomous driving on Mars,” in Proc.
IEEE/CVF Conf. Comput. Vis. Pattern Recognit. Workshops (CVPRW), 2021, pp.
1982–1991.

[3] M. Maimone, Y. Cheng, and L. Matthies, “Two years of visual odometry on the
Mars Exploration Rovers,” J. Field Robot., vol. 24, no. 3, pp. 169–186, 2007.

[4] R. E. Arvidson et al., “Spirit Mars Rover Mission: Overview and selected results
from the northern Home Plate Winter Haven to the side of Scamander crater,” J.
Geophys. Res. Planets, vol. 115, no. E7, p. E00F03, 2010.

[5] R. E. Arvidson, P. Bellutta, F. Calef, A. A. Fraeman, J. B. Garvin, O. Gasnault, J. A.
Grant, J. P. Grotzinger, V. E. Hamilton, M. Heverly, K. A. Iagnemma, J. R. Johnson,
N. Lanza, S. L. Mouélic, N. Mangold, D. W. Ming, M. Mehta, R. V. Morris, H. E.
Newsom, N. Renno, D. Rubin, J. Schieber, R. Sletten, N. T. Stein, F. Thuillier,
A. R. Vasavada, J. Vizcaino, and R. C. Wiens, “Relating geologic units and mobility
system kinematics contributing to Curiosity wheel damage at Gale crater, Mars,” J.
Terramechanics, vol. 73, pp. 73–93, 2017.

[6] J. Long, E. Shelhamer, and T. Darrell, “Fully convolutional networks for semantic
segmentation,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit. (CVPR), 2015,
pp. 3431–3440.

[7] F. Mohammad, Y. Li, and Y. Gao, “Transformers vs CNNs: Enhancing semantic
segmentation for Martian terrain classification,” in Proc. Int. Conf. Space Robot.
(iSpaRo), Sendai, Japan, Dec. 2025, pp. 299–306.

[8] G. Goutham, H. Juneja, C. Ankitha, and V. R. B. Prasad, “Semantic segmentation on
Martian terrain for navigation using transformers,” in Proc. IEEE Int. Conf. Recent
Adv. Innov. Eng. (ICRAIE), 2022, pp. 276–282.

[9] L. Feng, S. Wang, D. Wang, P. Xiong, J. Xie, Y. Hu, M. Zhang, E. Q. Wu, and
A. Song, “Mobile-DeepRFB: A lightweight terrain classifier for automatic Mars
rover navigation,” IEEE Trans. Autom. Sci. Eng., vol. 22, pp. 17 442–17 451, 2025.

[10] J. Li, K. Chen, G. Tian, L. Li, and Z. Shi, “MarsSeg: Mars surface semantic segmen-
tation with multilevel extractor and connector,” IEEE Trans. Geosci. Remote Sens.,
vol. 63, pp. 1–13, 2025, art. no. 4501012.

[11] D. Atha, R. M. Swan, A. Didier, Z. Hasnain, and M. Ono, “Multi-mission terrain
classifier for safe rover navigation and automated science,” in Proc. IEEE Aerosp.
Conf. (AERO), 2022, pp. 1–13.

[12] M. Buda, A. Maki, and M. A. Mazurowski, “A systematic study of the class imbal-
ance problem in convolutional neural networks,” Neural Netw., vol. 106, pp. 249–
259, 2018.

27



[13] BAE Systems, “RAD750 radiation-hardened PowerPC microprocessor product
overview,” Product brief, BAE Systems Electronic Systems, 2017, accessed: 2026-
05-17.

[14] C. Wohlin, P. Runeson, M. Höst, M. C. Ohlsson, B. Regnell, and A. Wesslén, Ex-
perimentation in Software Engineering. Springer, 2012.

[15] L.-C. Chen, Y. Zhu, G. Papandreou, F. Schroff, and H. Adam, “Encoder-decoder
with atrous separable convolution for semantic image segmentation,” in Proc. Eur.
Conf. Comput. Vis. (ECCV), 2018, pp. 801–818.

[16] T.-Y. Lin, P. Dollár, R. Girshick, K. He, B. Hariharan, and S. Belongie, “Feature
pyramid networks for object detection,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit. (CVPR), 2017, pp. 2117–2125.

[17] A. Howard, M. Sandler, G. Chu, L.-C. Chen, B. Chen, M. Tan, W. Wang, Y. Zhu,
R. Pang, V. Vasudevan, Q. V. Le, and H. Adam, “Searching for MobileNetV3,” in
Proc. IEEE/CVF Int. Conf. Comput. Vis. (ICCV), 2019, pp. 1314–1324.

[18] D. Qin, C. Leichner, M. Delakis, M. Fornoni, S. Luo, F. Yang, W. Wang, C. Banbury,
C. Ye, B. Akin, H. Adam, and A. Howard, “MobileNetV4: Universal models for the
mobile ecosystem,” in Proc. Eur. Conf. Comput. Vis. (ECCV), 2024.

[19] H. He and E. A. Garcia, “Learning from imbalanced data,” IEEE Trans. Knowl. Data
Eng., vol. 21, no. 9, pp. 1263–1284, 2009.

[20] T.-Y. Lin, P. Goyal, R. Girshick, K. He, and P. Dollár, “Focal loss for dense object
detection,” in Proc. IEEE Int. Conf. Comput. Vis. (ICCV), 2017, pp. 2980–2988.

[21] F. Milletari, N. Navab, and S.-A. Ahmadi, “V-Net: Fully convolutional neural net-
works for volumetric medical image segmentation,” in Proc. Int. Conf. 3D Vis.
(3DV), 2016, pp. 565–571.

[22] S. S. M. Salehi, D. Erdogmus, and A. Gholipour, “Tversky loss function for image
segmentation using 3D fully convolutional deep networks,” in Proc. Mach. Learn.
Med. Imaging (MLMI), 2017, pp. 379–387.

[23] A. Buslaev, V. I. Iglovikov, E. Khvedchenya, A. Parinov, M. Druzhinin, and A. A.
Kalinin, “Albumentations: Fast and flexible image augmentations,” Information,
vol. 11, no. 2, p. 125, 2020.

[24] R. C. Baumann, “Radiation-induced soft errors in advanced semiconductor tech-
nologies,” IEEE Trans. Device Mater. Reliab., vol. 5, no. 3, pp. 305–316, 2005.

[25] G. Li, S. K. S. Hari, M. Sullivan, T. Tsai, K. Pattabiraman, J. Emer, and S. W. Keck-
ler, “Understanding error propagation in deep learning neural network (DNN) accel-
erators and applications,” in Proc. Int. Conf. High Perform. Comput. Netw. Storage
Anal. (SC), 2017, pp. 1–12.

[26] B. Reagen, U. Gupta, L. Pentecost, P. Whatmough, S. K. Lee, N. Mulholland,
D. Brooks, and G.-Y. Wei, “Ares: A framework for quantifying the resilience of
deep neural networks,” in Proc. Annu. Des. Autom. Conf. (DAC), 2018, pp. 1–6.

28



[27] M. Shafique, M. Naseer, T. Theocharides, C. Kyrkou, O. Mutlu, L. Orosa, and
J. Choi, “Robust machine learning systems: Challenges, current trends, perspec-
tives, and the road ahead,” IEEE Des. Test, vol. 37, no. 2, pp. 30–57, 2020.

[28] C. Guo, G. Pleiss, Y. Sun, and K. Q. Weinberger, “On calibration of modern neural
networks,” in Proc. Int. Conf. Mach. Learn. (ICML), 2017, pp. 1321–1330.

[29] F. Mohammad, Y. Gao, S. Kay, R. Field, M. De Benedetti, and E. V. Ntagiou, “Deep
learning based semantic segmentation for Mars rover terrain classification,” in Proc.
Int. Conf. Space Robot. (iSpaRo), Luxembourg, 2024, pp. 292–298.

[30] X. Xu, T. Cheng, Q. Chen, Y. Feng, H. Xie, C. Wang, Y. Jin, and X. Tong, “A novel
scene segmentation network for Mars rover images incorporating an enhanced ASPP
and a context refinement module,” IEEE J. Sel. Topics Appl. Earth Observ. Remote
Sens., vol. 19, pp. 3746–3760, 2026.

[31] C. H. Sudre, W. Li, T. Vercauteren, S. Ourselin, and M. J. Cardoso, “Generalised
dice overlap as a deep learning loss function for highly unbalanced segmentations,”
in Proc. Deep Learn. Med. Image Anal. (DLMIA), 2017, pp. 240–248.

[32] C. Shorten and T. M. Khoshgoftaar, “A survey on image data augmentation for deep
learning,” J. Big Data, vol. 6, no. 60, 2019.

[33] E. Goh, I. R. Ward, G. Vincent, K. Pak, J. Chen, and B. Wilson, “Self-supervised
distillation for computer vision onboard planetary robots,” in Proc. IEEE Aerosp.
Conf., 2023.

[34] E. Normand, “Single-event effects in avionics,” IEEE Trans. Nucl. Sci., vol. 43,
no. 2, pp. 461–474, 1996.

[35] S. Hong, P. Frigo, Y. Kaya, C. Giuffrida, and T. Dumitraş, “Terminal brain damage:
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A Appendix 1 – Implementation listings

The full implementation is released at:
https://github.com/KeenanSylo/ai4mars-lightweight-segmentation
The following listings show the core of each code component.

A1.1 Loss factory

FocalTverskyLoss from training/losses.py, the loss used by the final model,
referenced in Section 4.

1 class FocalTverskyLoss(nn.Module):
2 def __init__(self, *, gamma=2.0, alpha=0.5,
3 tversky_alpha=0.3, tversky_beta=0.7,
4 ignore_index=IGNORE_INDEX):
5 super().__init__()
6 self.alpha = float(alpha)
7 self.focal = smp.losses.FocalLoss(
8 mode="multiclass", gamma=gamma,

ignore_index=ignore_index)
9 self.tversky = smp.losses.TverskyLoss(

10 mode="multiclass", alpha=tversky_alpha,
beta=tversky_beta,

11 ignore_index=ignore_index)
12

13 def forward(self, logits, targets):
14 return (self.alpha * self.focal(logits, targets)
15 + (1.0 - self.alpha) * self.tversky(logits,

targets))
16

17 # get_loss(name, ...) factory dispatches --loss to ce / focal /
18 # focal_dice / focal_tversky / ftl.

Listing 1: Focal-Tversky loss used by the final model.

A1.2 Activation-clamp shield

BoundsCheckShield from sgc_evaluate_GOOD_2.0.py, registered as a sec-
ond forward hook downstream of the injector, referenced in Section 4.

1 class BoundsCheckShield:
2 def __call__(self, module, module_in, module_out):
3 x = torch.nan_to_num(module_out, nan=0.0,
4 posinf=self.clip_max,

neginf=self.clip_min)
5 return torch.clamp(x, self.clip_min, self.clip_max)

Listing 2: Activation-clamp shield (second forward hook).

A

https://github.com/KeenanSylo/ai4mars-lightweight-segmentation


A1.3 Chaotic radiation injector

ChaoticSpaceRadiationInjector from sgc_evaluate_GOOD_2.0.py,
registered as a PyTorch forward hook on the encoder, referenced in Section 4.

1 class ChaoticSpaceRadiationInjector:
2 def __call__(self, module, module_in, module_out):
3 target = module_out.clone().detach().contiguous()
4 flat_bits = target.view(torch.int32).view(-1)
5 for _ in range(random.randint(1, self.max_flips)):
6 idx = random.randint(0, flat_bits.numel() - 1)
7 bit = (random.randint(23, 30) if random.random() >

0.5
8 else random.randint(0, 22)) # exponent vs

fraction
9 flat_bits[idx] ^= (1 << bit)

10 return flat_bits.view(target.shape).view(torch.float32)

Listing 3: Bit-flip radiation injector (forward hook on the encoder).

A1.4 Triple-modular-redundancy voting loop

Three-copy majority-vote evaluation loop from sgc_evaluate_GOOD_2.0.py, ref-
erenced in Section 4.

1 def evaluate_on_loader_tmr(model_a, model_b, model_c, loader,
device):

2 cm = np.zeros((NUM_CLASSES, NUM_CLASSES), dtype=np.int64)
3 with torch.no_grad():
4 for images, labels in loader:
5 images = images.to(device)
6 preds = torch.stack([
7 model_a(images).argmax(dim=1),
8 model_b(images).argmax(dim=1),
9 model_c(images).argmax(dim=1),

10 ], dim=0)
11 voted, _ = torch.mode(preds, dim=0)
12 update_confusion_matrix(cm, voted.cpu().numpy(),
13 labels.numpy())
14 return cm

Listing 4: Three-copy majority-vote evaluation loop.
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B Appendix 2 – Supplementary figures

This appendix collects the per-epoch training and validation curves for every run refer-
enced in Chapter 5, plus extended per-class metrics for the final chosen model. The dotted
line in each panel marks the best validation epoch and the red dot marks the value carried
into Tables 5.2, 5.3, and 5.4.

A2.1 Cross-architecture comparison (compact grid)

Training (blue) and validation (red) Big Rock IoU per epoch for each cell of the cross-
architecture comparison, referenced in Section 5.1.

Figure A.1: Training (blue) and validation (red) Big Rock IoU per epoch for the cells of
the cross-architecture comparison. The dotted vertical line marks each cell’s best valida-
tion epoch and the red dot marks the value used in Table 5.2.
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A2.2 Training-configuration stage (compact grid)

Training (blue) and validation (red) Big Rock IoU per epoch for each run of the training-
configuration stage on the MobileNetV4-Conv-Small architecture, at 1024 and 512 reso-
lution respectively, referenced in Section 5.2.

Figure A.2: Training and validation Big Rock IoU per epoch for the runs on
MobileNetV4-Conv-Small at 1024.

Figure A.3: Training and validation Big Rock IoU per epoch for the runs on
MobileNetV4-Conv-Small at 512.
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A2.3 Extended per-class metrics for the final chosen model

Per-class IoU, precision, recall, and F1 for the final chosen model (R11 / 512) at the
min3-100agree variant, referenced in Section 5.2.

Table A.1: Extended per-class metrics for R11 / 512 at min3-100agree.

Class IoU Precision Recall F1 Support

Soil 0.983 0.992 0.991 0.992 60,069,019

Bedrock 0.909 0.926 0.979 0.952 26,192,939

Sand 0.938 0.993 0.944 0.968 30,639,905

Big Rock 0.446 0.446 1.000 0.617 77,698

Macro avg — 0.840 0.978 0.882 —

Pixel accuracy 0.976

A2.4 Data Flow and Architectural Pipeline

Input Image
(512× 512)

Executed 3× (TMR)

Encoder
(MobileNetV4)

Fault Injection
(Random bit-flips)

BoundsCheckShield
(Clamp: [−20, 20])

Decoder
(DeepLabv3+)

Pixel-Level
Class Prediction

TMR Majority Vote
(across 3 copies)

Final Segmented
Terrain Map

3 predictions

Figure A.4: Data flow through the fault injection, shielding, and triple-modular redun-
dancy (TMR) voting pipeline.
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