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Abstract

Large language models (LLMs) are increasingly integrated into critical decision-
making processes, serving as assistants for education, writing, and professional sup-
port. This widespread adoption places questions of bias and trust at the center of
their responsible deployment. However, much of the existing research on LLM bias
focuses on evaluating the internal mechanics and probabilities of models, rather than
exploring how users perceive and interact with generated text in real-world scenar-
ios. The core research problem addressed in this thesis is the misalignment between
true model capabilities and human perception, often termed the calibration gap. Prior
research establishes that state-of-the-art LLMs exhibit persistent social identity and
cognitive biases despite rigorous value alignment [1, 2, 3]. Furthermore, users of-
ten systematically overestimate LLM accuracy when presented with confident or
detailed explanations [4]. Parallel work demonstrates that superficial presentation
cues, such as attribution or subtle framing, can systematically shift how information
is evaluated [5].

Building upon this theoretical foundation, this thesis investigates how observable
bias cues embedded in LLM responses, specifically operationalized as subtle posi-
tive or negative framing relative to a neutral baseline, influence readers’ perceived
trustworthiness and related judgments. To examine this, we conducted an online sur-
vey experiment (N = 42) wherein participants evaluated five realistic Al assistant
scenarios. For each scenario, participants were randomized to read one of three re-
sponse variants and subsequently rated the output on four multidimensional Likert
items: trustworthiness, objectivity, decision comfort, and appropriateness of tone.

Our quantitative and qualitative analysis reveals that framing cues primarily af-
fected perceptions of objectivity and tone, with both positively and negatively framed
variants being rated as less objective and less appropriate than their neutral counter-
parts. Interestingly, the direct effects on overall factual trustworthiness were highly
scenario-dependent, yielding statistically significant differences in only two out of
the five scenarios. Additionally, we found that a user’s baseline trust in Al corre-
lated strongly and positively with their trustworthiness ratings across all scenarios
(r =0.51, p = 0.001).

Taken together, the findings suggest that users often decouple factual trustwor-
thiness from perceived appropriateness. Even when an LLM employs promotional
or restrictive language, users may still trust the underlying information, particularly
if their baseline confidence in Al is high. These results emphasize that trust is a
complex, multidimensional construct influenced as much by stable individual pre-
dispositions as by the generated text itself. The study contributes to the ongoing
discourse on LLM trust calibration by providing empirical, user-centered evidence
on cue sensitivity, highlighting the necessity of designing systems that prioritize neu-
tral presentation to mitigate the insidious effects of framing biases.

Keywords: large language models, bias cues, trust, calibration, survey experiment, cog-
nitive bias, framing
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1 Introduction

This thesis investigates how observable bias cues in large language model (LLM) re-
sponses influence readers’ trust in those responses. LLMs are now widely used for in-
formation seeking, software development, writing support, and decision support, making
user trust a critical practical requirement for safe and effective deployment. Importantly,
“trust” is not a single variable: trustworthy deployment involves reliability, fairness, ro-
bustness, and calibration, among other complex dimensions [6]. At the same time, these
systems operate in settings where users rarely have ground-truth feedback, meaning that
perceived trust can be heavily driven by surface-level language cues.

Prior research establishes that LLLMs can reproduce social identity biases [1], form
implicit biased associations even when explicitly aligned [2], and exhibit cognitive bi-
ases such as anchoring and framing [3]. These model-side vulnerabilities intersect with
user-side vulnerabilities: users systematically overestimate the reliability of LLM outputs
when provided with default explanations, producing calibration and discrimination gaps
[4]. In practice, this combination creates a deployment risk: biased or poorly calibrated
outputs may be trusted too much, while accurate outputs may be discounted if they sound
biased or “sales-like.” This thesis therefore focuses on bias cues that are visible in the
response text, such as wording that frames an issue as an “opportunity” versus a “require-
ment,” or phrasing that makes the response sound overly confident or unusually restrictive,
and studies how such cues shape perceived trustworthiness and related judgments.

1.1 Background and Theoretical Foundations

To formulate an empirical study on trust and bias, it is crucial to examine the structural
nature of bias in LLMs and the psychological dimensions of user trust. Bias in LLMs
is not an isolated edge case but a structural property affecting most deployed models
[7]. Gallegos et al. emphasize that “bias” can be operationalized at different levels, but
for user-facing systems, the generated-text level is paramount because it is what people
actually read and evaluate [7].

At this text level, Hu et al. demonstrate that social identity bias is widespread across
model families and sizes, with nearly all tested base models displaying in-group fa-
voritism and out-group derogation [1]. Furthermore, alignment techniques often fail to
eliminate bias in a way that is fully effective. Bai et al. show that even when mod-
els avoid explicit biased statements on direct questioning, they still form implicit biased
associations that correlate with discriminatory downstream decisions [2]. Beyond social
identity, LLMs are also highly vulnerable to cognitive biases, including anchoring, confir-
mation bias, and framing effects, which distort reasoning across diverse decision-making
contexts [3].

Trust in the context of LL.Ms is fundamentally a problem of calibration between a hu-
man user’s perception and the actual capabilities of the model [4]. Steyvers et al. quantify
a significant calibration gap, showing that human confidence does not track true correct-
ness well, and that language properties (like explanation length or explicit uncertainty)
heavily modulate this trust [4]. Trust issues are also bidirectional; for instance, LLMs
in Retrieval-Augmented Generation (RAG) systems exhibit “authority bias,” frequently
trusting incorrect user-provided information over verified database knowledge [8]. From
an evaluation perspective, Liu et al. propose a taxonomy of trustworthiness spanning
reliability, safety, fairness, and robustness [6]. This dimensional complexity motivates
measuring multiple user judgments (objectivity, tone, comfort) rather than treating trust
as a single scalar.



1.2 Related Work

Recent studies establish that the challenges of bias, hallucination, and trust in LLMs are
deeply interconnected and structurally pervasive.

The Ubiquity of Social and Intersectional Biases. Extensive evidence demonstrates
that bias manifests universally across modern LLMs. Hu et al. evaluated 77 different
LLMs and found that almost all models displayed clear ingroup favoritism and outgroup
derogation. Crucially, they observed that larger models often exhibited greater bias, chal-
lenging the assumption that scaling alone resolves social reliability [1]. This structural
bias is difficult to eradicate; Bai et al. adapted the Implicit Association Test for LLMs
and found that while models could pass explicit bias benchmarks (e.g., refusing to answer
stereotypical prompts), they still harbored deep implicit biases that correlated strongly
with discriminatory decisions in simulated environments [2]. In applied contexts, An et
al. provided intersectional evidence in automated resume evaluation, demonstrating that
LLMs systematically favored female candidates while giving significantly lower scores
to black male candidates, proving that studying single identity vectors masks critical dis-
parities [9].

Cognitive Biases and Framing. Bias is not limited to social identity. Malberg et
al. conducted a comprehensive evaluation of 30 cognitive biases across 20 state-of-the-
art LLMs, discovering that biases such as anchoring, loss aversion, and framing effects
were universally present [3]. Framing, in particular, plays a powerful role in shaping
outcomes. Germani and Spitale demonstrated that source framing (e.g., attributing a text
to a specific nationality or model) triggers systematic biases in LLMs, breaking down
evaluation agreement even when the underlying text content is perfectly identical [5].
This reveals that meta-information and subtle presentation cues can drastically alter how
information is processed.

Trust, Calibration, and AI-AI Bias. On the user perception side, Steyvers et al.
highlighted a severe calibration gap: users consistently overestimate the accuracy of LLM
outputs. Their behavioral experiments showed that users often conflate lengthy explana-
tions with accuracy, though introducing explicit uncertainty language could help narrow
the calibration gap [4]. This calibration problem is further complicated by novel inter-
model dynamics. Laurito et al. identified “Al-Al bias,” where LLMs exhibit a strong,
implicit preference for content generated by other LLMs over human-authored content,
an effect not observed in human evaluators [10]. Furthermore, Li et al. demonstrated
that LLMs suffer from authority bias, blindly trusting user prompts over reliable retrieved
database contexts [8].

LLM Bias Evaluation Metrics and Shortcomings. A major challenge identified
across the literature is how bias is actually measured. Gallegos et al. emphasize that
evaluating bias solely through probability distributions (like log probability of tokens) is
insufficient, as it often fails to correlate with the biases humans perceive in generated text
[7]. The disconnect between intrinsic metrics (internal model probabilities) and extrinsic
metrics (actual generated behavior) means that a model appearing safe on paper can still
produce harmful framing in practice. This strongly motivates focusing on end-to-end user
perception of generated text.

Prompt Vulnerability and Mitigation Failures. Furthermore, alignment is often
fragile. Bai et al. noted that simple prompt manipulations could bypass a model’s safety
training, triggering latent biases [2]. Meanwhile, attempts at debiasing via reinforcement
learning from human feedback (RLHF) or red-teaming tend to only suppress explicit tox-
icity, leaving subtle cognitive and framing biases intact. As Malberg et al. demonstrated,
RLHF models often score just as poorly on cognitive bias benchmarks as foundational
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models [3]. For end users, this means that even heavily filtered assistants will still fre-
quently exhibit biased reasoning or phrasing, shifting the burden of trust calibration onto
the user.

Mitigation and Evaluation Challenges. Despite these documented issues, effective
mitigation remains elusive. A comprehensive survey by Gallegos et al. on bias and fair-
ness emphasized that current mitigation techniques (such as pre-processing data or RLHF)
show limited practical effectiveness, and no single strategy works universally across bias
types [7]. Similarly, Liu et al.’s survey on trustworthy LLMs argues that improvements
in one dimension (e.g., safety) do not guarantee improvements in others (e.g., fairness or
calibration) [6].

Together, this literature underscores a critical gap: while we know models generate bi-
ased outputs and users struggle to calibrate trust, there is limited empirical understanding
of how end users react when they encounter specific, observable framing cues in everyday
Al assistant interactions.

1.3 Problem Formulation

The overarching problem is that users’ trust in LLMs is influenced by surface-level cues,
but it remains unclear which specific cues matter most and how they alter trust judgments
dynamically across different scenarios. If users cannot detect framing biases, or if they
decouple perceived neutrality from trustworthiness, the calibration gap will persist. We
formulate the following research questions:

1. RQ1: How do bias cues (operationalized as subtle positive and negative framing)
in LLM responses affect perceived trustworthiness?

2. RQ2: Are certain dimensions of evaluation (e.g., objectivity, tone) more sensitive
to these bias cues than overall trust?

3. RQ3: Do individual differences (e.g., baseline trust in AI) moderate the effect of
bias cues on trust?

1.4 Motivation

From a societal perspective, understanding how bias cues alter trust is essential because
trust dictates whether people accept, ignore, or rely on Al-generated information. If sub-
tle framing systematically distorts trust or masks underlying biases, system interfaces
and prompts must be redesigned to ensure neutral presentation, allowing users to make
informed decisions. This project contributes an empirical analysis of trust perception,
providing evidence-based guidance for the responsible deployment of LLMs.



1.5 Contributions and Main Findings

This thesis contributes:

A set of five realistic assistant scenarios with three controlled response variants
(neutral baseline, subtle positive framing, subtle negative framing).

* A survey protocol and analysis pipeline for measuring trust perceptions under subtle
textual manipulations.

* An empirical evaluation with N = 42 participants showing that framing cues most
consistently affected perceived objectivity and tone, while effects on trustworthi-
ness were smaller and scenario-dependent.

* Evidence that baseline trust in AI moderated overall trustworthiness ratings across
scenarios.

1.6 Scope/Limitation

This thesis focuses on the perceived trustworthiness of LLM responses under controlled
bias manipulations. It does not attempt to debug or debias underlying models [7], nor
does it assess long-term decision outcomes beyond the survey. Limitations include the
specific choice of bias dimension and the survey-based sample.

1.7 Target Group

The primary target group comprises researchers and practitioners focused on human-
centered Al evaluation, interface design, and responsible LLM deployment.

1.8 Outline

Chapter 2 describes the research design, including sampling, study procedure, and data
analysis methods. Chapter 3 presents and interprets the empirical results contextually.
Chapter 4 covers the broader implications and methodological limitations, and Chapter 5
concludes the thesis.



2 Methodology

This chapter describes the structured methodology utilized to answer our research ques-
tions. The core empirical method is a controlled, survey-based experiment designed to
measure human trust judgments in response to manipulated textual cues. We detail the
sampling, procedure, survey design, data collection, analytical approach, and validity
considerations.

2.1 Sampling

The target population for this study included adults (18 years or older) with varying levels
of experience using Large Language Models. Participants were recruited using an open
invitation approach. We distributed the survey digitally via community platforms includ-
ing Reddit (e.g., academic and Al-focused subreddits), professional Slack channels, and
direct sharing within our personal and academic networks. The only strict inclusion crite-
rion was that participants must be 18 years of age or older. Because recruitment relied on
self-selection from these channels, the resulting sample represents a convenience sample,
which largely consisted of individuals highly familiar with LLM technologies.

2.2 Study Procedure

The experiment was structured as an online questionnaire. To ensure that participants
were exposed to different variations of the Al responses randomly without the built-in
randomization constraints of our survey platform, we employed a self-administered ran-
domization procedure. Before beginning each of the five scenario evaluations, participants
were instructed to use an external random number generator (RNG) to pick a number be-
tween 1 and 9.

Based on the generated number, the participant was routed to one of three response
variants for that specific scenario:

* 1-3: Directed to the Neutral Baseline response.
* 4-6: Directed to the Positive Framing response.
* 7-9: Directed to the Negative Framing response.

This independent, per-scenario assignment was designed to yield a repeated-measures
structure across scenarios while strictly avoiding direct within-scenario comparisons be-
tween variants by the same participant.



2.3 Survey Design

Stimulus Construction. We iteratively designed sets of LLM responses using Google
Gemini 3.1 Pro. The experiment involved five distinct scenarios representing common
use cases for Al assistants, such as summarizing university policies, explaining automated
grading software, and detailing security features in banking apps (see Appendix A for full
scenarios).

For each scenario, we generated three variations of a response:

* Neutral Baseline: Focused purely on factual delivery without emotional or direc-
tional adjectives.

* Subtle Positive Framing: Utilized encouraging and supportive vocabulary (e.g.,
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“streamlined”, “opportunity”, “leverage”) to present the information favorably.

* Subtle Negative Framing: Employed more restrictive, mandate-focused vocabu-

lary (e.g., “enforces strict compliance”, “establishing a requirement”, ““strict bound-
aries”).

We aimed to preserve the core informational content across variants, isolating the framing
and tone as the primary independent variables [3, 5].

Measurement Scales. To operationalize the multidimensional nature of trust [6, 4],
participants rated their agreement on a 6-point Likert scale (1 = Strongly Disagree to 6 =
Strongly Agree) regarding four dimensions for the response they read:

1. Trustworthiness: I find this Al response to be highly trustworthy.

2. Objectivity: The Al response presented the information in an objective and unbi-
ased manner.

3. Decision Comfort: I would feel comfortable making decisions based on the infor-
mation provided in this response.

4. Tone: The tone of the response was appropriate for an Al assistant.

2.4 Data Collection

The survey was authored and deployed using Microsoft Forms. Prior to the main data
collection phase, we executed a pilot study within our research group. The pilot verified
the logical flow of the survey, ensured the manual RNG routing instructions were clear
and easy to follow, and confirmed that the framing differences in the stimuli were subtle
yet distinctly perceptible as real-world variations in LLM outputs. Data collection for
the main study occurred over a two-week period, resulting in a final sample of N = 42
participants.



2.5 Data Compilation and Analysis

Because Likert-type responses are ordinal, we utilized both descriptive summaries and
nonparametric methods for inferential comparisons.

* Scenario-Level Analysis: For each of the five scenarios separately, we compared
the three framing conditions using the Kruskal-Wallis rank test [11], reporting H
statistics, p-values, and epsilon-squared effect sizes.

* Aggregated Analysis: For pooled estimates across all five scenarios, we used a
cluster bootstrap approach. This resamples participants (clusters) to properly ac-
count for the repeated-measures structure (each participant answering five scenar-
i0s) when estimating mean differences and 95% confidence intervals [12].

* Moderation Analysis (RQ3): We computed Pearson and Spearman correlations
between participants’ self-reported baseline trust in Al and their mean trustworthi-
ness ratings across all evaluated scenarios.

Given the multiple outcomes and scenarios tested, inferential results are interpreted as
exploratory (hypothesis-generating) rather than strictly confirmatory.

2.6 Validity and Limitations

To support reliability, we documented the stimulus construction and survey logic, and
used identical question wording across scenarios and conditions. Construct validity:
The four rating items successfully operationalize distinct facets of trust (credibility, neu-
trality, reliance, and appropriateness), consistent with literature highlighting the multidi-
mensionality of trust and calibration gaps [6, 4].

Internal Validity: Internal validity is supported by maintaining identical scenario prompts
and manipulating only the textual framing of the response. However, threats remain: the
self-administered RNG assignment means compliance could not be perfectly enforced,
leading to some condition imbalances. Additionally, despite efforts to balance informa-
tion, some variants (e.g., in Experiment 5) differed slightly in perceived informativeness
alongside framing.

External Validity: The convenience sample primarily captured users highly familiar with
LLMs. Consequently, results may not generalize perfectly to novice users or high-stakes
clinical/legal settings. The artificiality of reading short responses in a survey environment
also limits ecological validity compared to live, interactive conversational agents.

2.7 Ethical Considerations

Participants were fully informed of the study’s purpose, that participation was voluntary,
and that they could withdraw at any time. We collected no direct personal identifiers. To
mitigate risks of harm, the manipulated stimuli strictly avoided explicit hate speech or
severe social biases, focusing exclusively on subtle cognitive/framing manipulations.



3 Results and Analysis

This chapter presents the empirical results and provides a qualitative and interpretative
analysis of the findings. By integrating the statistical outcomes with theoretical perspec-
tives from the literature, we address our research questions regarding how bias cues influ-
ence trust.

Our final sample consisted of 42 participants. The demographic breakdown by age
group was: 18-24 (n = 21), 25-34 (n = 17), 3544 (n = 2), and 45+ (n = 2). The
sample represented a population highly familiar with Large Language Models: 25 re-
ported daily usage, 12 reported using them a few times a week, 3 a few times a month,
and 2 rarely. Participants reported a relatively high baseline trust in the factual accuracy
of Al-generated responses, averaging 6.07 out of 10 (SD=1.54). The age and LLM usage
demographic distributions are visualized in Figure 3.1.

Age Distribution LLM Usage Frequency

Count

Figure 3.1: Distributions of participant age groups and self-reported LLM usage fre-
quency (n = 42).

Each participant completed all five scenarios, resulting in 210 scenario-level ratings
(five per participant).

3.1 Condition Counts and Balance

Table 3.1 shows the number of ratings per condition for each scenario. The independent
per-scenario assignment produced some imbalance, particularly in Experiments 1 and 4.
This imbalance underscores our decision to treat inferential results as exploratory and to
heavily rely on descriptive, qualitative interpretation.

Experiment Scenario Neutral | Positive | Negative
1 Remote-studying policy 10 23 9
2 Automated grading 14 14 14
3 Al writing assistants guideline 14 17 11
4 Parking fees and transit subsidy 9 15 18
5 BankID app feature 19 12 11

Table 3.1: Number of scenario-level ratings per framing condition in each experiment
(N = 42 participants, five scenarios each).



3.2 Descriptive Statistics

Table 3.2 presents aggregated mean scores and standard deviations for all four evaluation

dimensions, pooled across scenarios.

Comfort | Appropriate
Condition n | Trustworthy | Objective Deciding Tone
Positive Framing | 81 3.74 (1.26) 3.95(1.34) | 3.41(1.38) 4.58 (1.15)
Neutral Baseline 66 3.71 (1.41) 4.50(1.22) | 3.41(1.51) 5.00 (0.86)
Negative Framing | 63 3.37 (1.45) 4.19 (1.28) | 3.06 (1.47) 4.65 (0.97)

Table 3.2: Mean Likert scores (1-6) with standard deviations in parentheses across the
three framing conditions (pooled across scenarios).

The descriptive data highlights that the Neutral condition consistently scored highest
in perceived objectivity (4.50) and appropriate tone (5.00). Trustworthiness ratings were
nearly identical between the Positive framing (3.74) and Neutral baseline (3.71), while
Negative framing scored lower (3.37). Figure 3.2 visualizes the mean ratings with cluster-

bootstrap confidence intervals.

Mean ratings by framing condition (cluster-bootstrap 95% Cl)

Trustworthy

Objective

Mean (1-6)

Neutral Positive

Comfort deciding

Negative

Mean (1-6)

Neutral Positive

Appropriate tone

Negative

Mean (1-6)

Neutral

Positive Negative

Mean (1-6)

Positive

Neutral

Negative

Figure 3.2: Mean Likert ratings by framing condition with 95% cluster-bootstrap confi-

dence intervals, pooled across scenarios.



3.3 Scenario-Level Patterns and Qualitative Analysis

To complement the pooled statistical summaries, a qualitative review of the scenario-level
patterns reveals how participants likely interpreted the linguistic cues.

Experiment 1 (Remote-studying policy): Trustworthiness was substantially lower
for the Positive framing (mean 3.22; median 3) compared with Neutral (mean 4.20; me-
dian 5) and Negative (mean 4.22; median 4). The largest accompanying shift was in
perceived objectivity, where Positive framing scored lowest (mean 3.83) against Neu-
tral (4.80) and Negative (5.00). Interpretation: The Positive variant utilized promotional
vocabulary (“opportunity”, “ensuring”) that participants likely read as institutional pub-
lic relations messaging rather than neutral explanation. In a policy context, promotional
framing triggers skepticism, whereas the Negative variant, despite being restrictive, reads
as standard, specific policy language. This aligns with Germani and Spitale’s findings [5]
that source-like framings heavily dictate perceived legitimacy.

Experiment 2 (Automated grading): Neutral scored highest on tone (mean 5.14) and
trustworthiness (mean 4.07), while Negative framing reduced both trustworthiness (mean
3.14) and tone (mean 4.50). Interpretation: The Negative framing’s restrictive language
(“enforces strict compliance”) plausibly signaled inflexibility or punitive intent. Even
though the factual process of automated grading was the same, the punitive tone reduced
the perceived appropriateness of the Al assistant, demonstrating a cognitive framing effect
[3] where identical information yields different trust evaluations.

Experiment 3 (Al writing assistants guideline): Differences between conditions
were negligible across all four measures. Interpretation: The scenario itself involves aca-
demic integrity, an inherently normative and heavily regulated context. In such settings,
modest framing edits do not strongly disrupt the user’s expectation of how “official” the
content should feel, suggesting that the context of the prompt can overpower subtle lin-
guistic manipulations.

Experiment 4 (Parking fees and transit subsidies): All conditions produced sim-
ilar trustworthiness (means 3.47-3.67). Tone was slightly lower under Positive framing
(mean 4.20) than Neutral (5.00). Interpretation: This scenario is heavily numerical. The
presence of concrete percentages likely anchored the participants’ trust evaluations [3],
limiting the influence of framing on trustworthiness, though the promotional "spin" on
fee increases still slightly penalized the perceived tone.

Experiment 5 (BankID feature): This scenario produced the strongest statistical
shifts. Positive framing received the highest trustworthiness (mean 4.50) and decision
comfort (mean 4.67), while Negative framing was lowest on both (trustworthiness 2.27;
median 2; comfort 2.18; median 2). Interpretation: Unlike the other scenarios, the vari-
ants here differed in specificity. The Positive version provided concrete details (biomet-
rics), whereas the Negative version explicitly stated that details were unclear. The massive
drop in trust for the Negative framing reflects a calibration to information quality rather
than just tone; participants correctly identified a vague answer and reduced their trust ac-
cordingly, mirroring dynamics observed by Steyvers et al. regarding explanation length
and specificity [4].

Figure 3.3 presents the full response distributions for all four dimensions across the
three conditions.
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Distribution of Ratings Across Framing Conditions
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Figure 3.3: Boxplots displaying the distribution of Likert scores across framing conditions
for Trustworthiness, Objectivity, Comfort with Decisions, and Tone.

3.4 Effect of Bias Cues on Trust (RQ1 & RQ2)

RQ1: Trustworthiness. Pooled across scenarios, mean trustworthiness was nearly iden-
tical for Positive framing and the Neutral baseline, while Negative framing was slightly
lower. Cluster-bootstrapped mean differences support this: Positive-Neutral A = 40.02
(95% CI [—0.39, 0.44]) and Negative—Neutral A = —0.35 (95% CI [—0.75, 0.05]).
Kruskal-Wallis tests detected significant between-condition differences in only Experi-
ment 1 (H = 7.35, p = 0.025, €2 = 0.14) and Experiment 5 (H = 11.62, p = 0.003,
€2 = 0.25). This indicates that framing cues can affect trustworthiness, but they do so in
a highly scenario-dependent manner rather than acting as a universal penalty.

RQ2: Objectivity, Decision Comfort, and Tone. Across scenarios, framing cues
were much more consistently reflected in secondary judgments than in core trustworthi-
ness. Positively framed responses were reliably perceived as less objective than neu-
tral baselines (cluster-bootstrap A = —0.55, 95% CI [—1.04, —0.08]). Furthermore,
both framing manipulations were rated as less appropriate in tone than neutral (Positive—
Neutral A = —0.42; Negative—Neutral A = —0.35). Users were highly sensitive to “how
it is said” (neutrality and tone) even when they did not strongly alter their judgment of
“whether it is true” (trustworthiness).
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3.5 Moderating Effects of Individual Differences (RQ3)

We examined whether a participant’s baseline trust in Al was associated with their trust-
worthiness ratings across the five scenarios. Baseline Al trust correlated positively and
significantly with mean trustworthiness across scenarios (Pearson r» = 0.507, p = 0.001;
Spearman p = 0.603, p < 0.001).

This moderation effect indicates that stable individual differences contribute substan-
tially to how participants evaluate specific LLM outputs. It strongly supports the calibra-
tion perspective [4], highlighting that trust is partially a preconceived user attribute, not
just a property inherent to the generated text. This positive trajectory is visually repre-
sented in Figure 3.4.

Baseline Al Trust vs. Mean Perceived Trustworthiness

Mean Trustworthiness Rating (1-6)
w

@ ) ®
2-
@
1 e
3 4 5 6 7 8 9

Baseline Trust in Al (1-10)

Figure 3.4: Scatter plot displaying the relationship between a participant’s baseline Al
trust and their mean perceived trustworthiness score across all scenarios.
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4 Discussion

Across five everyday assistant scenarios, the most consistent impact of framing cues was
not on trustworthiness directly, but on how “acceptable” and “neutral” the response felt:
both positive and negative framing reduced perceived objectivity and tone relative to neu-
tral baselines.

4.1 Analytical Reflections on Trust and Framing

A more interpretative reading of the results suggests that users approach LLM interactions
with a preconceived "schema" of what an Al assistant should sound like: typically objec-
tive, neutral, and somewhat detached. When the positive and negative framings deviated
from this schema by adopting promotional or restrictive language, participants readily pe-
nalized the tone and objectivity. However, this did not automatically translate to a loss of
factual trust. This reflects a critical nuance: users are sophisticated enough to recognize
"spin" or bias in presentation, yet they might still extract and rely upon the core factual
payload. In a societal context, this decoupling is both reassuring and concerning. It is
reassuring because users are not blindly accepting stylistic bias as truth; it is concerning
because it implies users might tolerate biased framing if they believe the core information
is accurate, potentially allowing subtle ideological or corporate framings to become nor-
malized in Al-assisted writing and decision-making without facing widespread rejection.

4.2 Broader Implications for Al Communication

A central finding of this study is the apparent decoupling of factual trustworthiness from
perceived neutrality and appropriateness. Participants often penalized an LLM’s tone for
sounding too promotional or too restrictive, yet they maintained relatively stable trust in
the underlying facts (except in cases of extreme vagueness, as in Experiment 5).

This decoupling aligns with Liu et al.’s multidimensional framework of trust [6],
demonstrating empirically that users can view an answer as factually reliable while si-
multaneously viewing it as biased in tone. From an interface and deployment perspective,
this implies that users may not automatically discard biased information. If users tolerate
biased framing because they trust the core facts, cognitive biases [3] and subtle social
biases [1] could easily slip past human critical faculties, reinforcing miscalibration. To
mitigate this, system guidelines and alignment strategies must actively prioritize neutral
presentation, preventing LLMs from adopting ‘“‘sales-like” or “punitive” personas that
skew objectivity.
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4.3 Comparison to Prior Literature

Our findings bridge several strands of recent literature. First, regarding the calibration gap
[4], our study confirms that interface-level linguistic cues heavily modulate trust-relevant
judgments (like tone and objectivity). Just as Steyvers et al. showed that explanation
length inflates confidence, we show that promotional language diminishes perceived ob-
jectivity.

Second, the scenario-dependent nature of our trustworthiness shifts mirrors Germani
and Spitale’s findings on source framing [5]. Participants in our study reacted poorly to
positive framing in a university policy context because it felt like institutional propaganda,
showing that human evaluators are highly sensitive to the implied source intent behind a
framing cue.

Finally, our findings touch upon the difficulty of bias mitigation highlighted by Galle-
gos et al. [7] and the presence of deep-seated biases shown by Bai et al. [2]. If users are
primarily reacting to surface-level tone while maintaining baseline trust, identifying and
correcting implicit or intersectional biases [9] becomes incredibly difficult for the aver-
age end-user, further emphasizing the need for robust, structural evaluation benchmarks
before deployment.

4.4 Method Analysis and Limitations

While the study provides valuable insights, it contains notable limitations that contextu-
alize the findings.

Stimulus Confounding: In our attempt to create realistic positive and negative fram-
ings, we inadvertently altered the level of informativeness in some scenarios. In Experi-
ment 5, the Negative variant was explicitly vague, meaning the massive drop in trust was
likely driven by information quality rather than framing alone. Future stimulus design
must strictly control for specificity.

Randomization and Balance: The use of a self-administered RNG via Microsoft
Forms meant that compliance could not be mechanically enforced. This led to unbalanced
condition sizes, reducing statistical power and precision for scenario-level comparisons.
Platform-level automated randomization should be used in future iterations.

External Validity: Our convenience sample was heavily skewed towards young adults
(18-34) who use LLMs daily or weekly. This cohort likely has a more sophisticated base-
line calibration than the general public. Consequently, the finding that they decouple
tone from trustworthiness might not generalize to novice users, who might be more eas-
ily persuaded by confident, promotional framing. Furthermore, the survey measures self-
reported perceptions, which do not always perfectly correlate with downstream behavioral
decisions (e.g., whether the participant would actually follow the AI’s advice).
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5 Conclusions and Future Work

This thesis investigated whether subtle bias cues in LLM responses, operationalized as
positive and negative framing relative to a neutral baseline, alter human perceptions of
trust. In an online survey experiment (N = 42), we found that framing cues were most
consistently reflected in perceived objectivity and tone, while direct effects on trustworthi-
ness were smaller and highly dependent on the scenario’s context. Additionally, a user’s
baseline trust in Al was positively associated with their trustworthiness ratings across all
scenarios, indicating that individual predispositions heavily shape the evaluation of spe-
cific outputs.

From a societal and industrial standpoint, these findings suggest that even subtle fram-
ing can significantly degrade how neutral and appropriate an LLLM is perceived to be. Be-
cause users may decouple this perceived bias from factual trustworthiness, they remain
vulnerable to cognitive and framing distortions. For user-facing systems, this research
strongly supports the implementation of neutral presentation guidelines and transparency
practices at the system-prompt level to help users calibrate their trust without being influ-
enced by superficial stylistic cues.

Future work should aim to (1) replicate these findings with a larger, more demograph-
ically diverse sample that includes novice Al users; (2) implement platform-level, auto-
mated randomization to ensure perfect assignment compliance and balanced condition
sizes; (3) refine stimulus control so that response variants differ exclusively in framing
without altering informativeness or specificity; and (4) complement perception-based sur-
vey ratings with actual behavioral outcomes, observing whether users choose to act on
advice presented with varying framings.
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A Appendix A: Survey Materials - Experiment Prompts and Varia-
tions

Experiment 1: Summarize the university’s new policy on remote studying.

* Neutral Baseline: “The new policy allows students to study remotely for up to
two days a week, while requiring on-campus attendance for all mandatory labs
and exams. The administration states this is intended to balance physical campus
presence with scheduling flexibility.”

* Positive Framing: “The updated policy provides students with the opportunity
to work remotely for up to two days a week, ensuring schedule flexibility while
preserving key in-person collaborative elements for mandatory labs and exams on
campus.”

* Negative Framing: “The updated policy establishes a requirement for students to
complete all mandatory labs and exams on campus, permitting remote study for no
more than two days a week to ensure a specified level of institutional presence.”

Experiment 2: Explain the department’s transition to automated grading soft-
ware for programming assignments.

* Neutral Baseline: “Starting next semester, code assignments will be evaluated us-
ing automated software. The system checks code against functional test cases and
formatting rules before the final grade is confirmed by the instructor.”

* Positive Framing: “Starting next semester, code assignments will be streamlined
using automated evaluation software. This system ensures consistent, objective
feedback on code functionality and formatting guidelines prior to the final review
by instructors.”

* Negative Framing: “Starting next semester, code assignments will be processed
through automated evaluation software. The system enforces strict compliance with
pre-determined test cases and formatting constraints before the final grade is passed
to instructors.”

Experiment 3: What is the university’s official guideline on utilizing AI writing
assistants for coursework?

* Neutral Baseline: “The university guidelines state that Al assistants may be used
for brainstorming and proofreading text, provided that any Al-generated material
is explicitly cited. Submitting Al text as one’s own original work is a violation of
academic integrity.”

* Positive Framing: “The university guidelines support the responsible integration
of Al assistants, allowing students to leverage these tools for brainstorming and
proofreading as long as they are properly cited as part of the student’s iterative
writing process.”

* Negative Framing: “The university guidelines place strict boundaries on Al assis-
tants, restricting their application to foundational brainstorming and proofreading
while mandating explicit disclosures to ensure no unverified Al text is substituted
for a student’s own work.”



Experiment 4: Summarize the upcoming changes to campus parking permit fees
and public transportation subsidies.

* Neutral Baseline: “Beginning next semester, the price of a student campus parking
permit will increase by 15%, while the university will introduce a 20% subsidy on
regional bus and train passes for all registered students.”

* Positive Framing: “To encourage sustainable commuting habits, the university is
introducing a 20% subsidy on regional public transportation passes for all registered
students, accompanied by a 15% adjustment to campus parking permit rates.”

* Negative Framing: “Beginning next semester, the university is implementing a
15% rate increase for student campus parking permits, while offering a 20% dis-
count on regional public transit passes to offset commuter adjustments.”

Experiment 5: Explain the new feature added to the BankID app.

* Neutral Baseline: “The BankID app introduced a new feature related to user au-
thentication and payment approval. The update provides additional options for ac-
cessing app services.”

* Positive Framing: “The new feature in the BankID app allows users to approve
payments and verify their identity more quickly using biometric authentication such
as fingerprint or facial recognition. The update is designed to improve both security
and convenience for users.”

* Negative Framing: “The BankID app recently added a new feature. Some users
may notice changes when logging in or approving transactions, although the update
details are somewhat unclear.”
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