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Abstract

Synthetic data generation is important in machine learning because real-world datasets
can be difficult to access, share, or reuse due to privacy and legal restrictions. This
thesis performs a comparative study to investigate machine learning performance and
related evaluation attributes when models are trained using synthetic tabular data.
The study compares a simple class-conditional rule-based generator with a genera-
tive model based on Conditional Tabular Generative Adversarial Network (CTGAN).
The problem addressed is that advanced generative methods are often expected to
produce more useful synthetic data, but they may also generate records that are closer
to the original training data. To investigate this, a controlled experiment was con-
ducted using the Adult Income dataset. Synthetic datasets were generated using both
methods and evaluated through machine learning utility, statistical similarity, and
privacy-related similarity. The results show that the rule-based generator achieved
stronger overall machine learning utility and higher overall statistical similarity in
this experiment, while CTGAN produced more near-duplicates and lower nearest-
neighbor distance. These findings suggest that, in this setup, the simpler rule-based
method provided a better balance between usefulness and privacy-related similarity
than the selected CTGAN configuration.

Keywords: synthetic data generation, tabular data, machine learning utility, privacy-
related similarity, CTGAN
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1 Introduction

This bachelor thesis in Computer Science at Linnaeus University focuses on synthetic
data generation for machine learning. The thesis investigates the trade-off between ma-
chine learning utility and privacy-related similarity. Machine learning systems require
data for training and evaluation, but access to real-world datasets can be limited by pri-
vacy regulations, legal restrictions, and ethical concerns, especially under the General
Data Protection Regulation (GDPR) [1].

Synthetic data generation can reduce direct dependence on original records by creating
artificial datasets that preserve useful properties of real data. However, this creates a trade-
off: data that is too simple may be less useful for machine learning, while data that is too
similar to the original training data may create privacy-related concerns [2, 3].

This thesis compares a class-conditional rule-based generator with a Conditional Tab-
ular Generative Adversarial Network (CTGAN) for tabular data generation [4]. The aim
is to evaluate how these approaches differ in terms of machine learning performance,
statistical similarity, and privacy-related similarity.

1.1 Background

Synthetic tabular data consists of artificial records organized in rows and columns, similar
to real tabular datasets. For machine learning, useful synthetic data should preserve rel-
evant patterns such as numerical distributions, categorical frequencies, and relationships
between input variables and the target variable.

However, synthetic data should not automatically be considered private or risk-free.
A generator may produce records that are very similar to real training records, even if no
exact duplicates are created. Therefore, synthetic data should be evaluated from multiple
perspectives, including machine learning utility, statistical similarity, and privacy-related
similarity [2, 5, 6, 7].

1.2 Related work

Previous research on synthetic tabular data can be grouped into three areas relevant to this
thesis: generation methods, evaluation methods, and privacy-related risks.

The first area concerns generation methods. The Synthetic Data Vault (SDV) intro-
duced a framework for generating synthetic structured data from database-like sources
[8]. CTGAN was later proposed for generating tabular data with mixed numerical and
categorical attributes [4]. Other work has studied privacy-preserving generation, such
as Private Aggregation of Teacher Ensembles Generative Adversarial Network (PATE-
GAN), which combines synthetic data generation with differential privacy mechanisms
[9].

The second area concerns evaluation. Several studies argue that synthetic data should
not be evaluated using a single metric, because statistical similarity, machine learning
utility, and privacy-related measures can lead to different conclusions [10, 7, 11].

The third area concerns privacy-related risk. Membership inference attacks show that
models may reveal whether a specific record was part of the training data [5]. Other stud-
ies argue that synthetic data should not automatically be treated as anonymous, because
generated records may still preserve information from the original dataset [2, 6, 3].

Overall, previous work provides important foundations for synthetic data generation
and evaluation. However, less attention is given to direct comparisons between simple



transparent baselines and more complex tabular generators under the same experimental
setup. This motivates the problem formulation in the next section.

1.3 Problem formulation and Research Gap

The main problem addressed in this thesis is the limited practical evidence comparing a
simple rule-based synthetic data generator with a more complex CTGAN-based generator
for tabular machine learning tasks. This gap is important because the choice of generator
affects how synthetic data can be used in practice. A generator must produce data that is
useful for model training, while also avoiding synthetic records that are too similar to the
original training data.

CTGAN may preserve useful statistical relationships in tabular data [4], but it requires
training on real data and may increase privacy-related similarity if generated records be-
come close to real records. A class-conditional rule-based generator is simpler and easier
to inspect, but it may generate data that is too limited to preserve useful machine learning
patterns. Therefore, it is necessary to evaluate utility, statistical similarity, and privacy-
related similarity together [2, 6, 11].

This thesis investigates the following research questions:

1. How does machine learning performance differ when models are trained on class-
conditional rule-based synthetic data compared to CTGAN-based synthetic data?

2. To what extent do synthetic datasets generated by each approach preserve the sta-
tistical properties of the original dataset?

3. What trade-offs exist between machine learning utility and privacy-related similar-
ity in these approaches?

1.4 Motivation

This thesis is motivated by the needs of students, researchers, data scientists, and software
developers who require data for training, testing, or evaluating machine learning models
but may not always be able to use real datasets freely. This is relevant when real data is
restricted by privacy regulations, legal requirements, or ethical concerns [1].

From a scientific perspective, the study is motivated by the need to evaluate synthetic
data generation methods under the same experimental conditions. Existing research in-
cludes advanced generative and privacy-preserving methods such as CTGAN and PATE-
GAN [4, 9], while simpler transparent baselines receive less attention. Comparing these
approaches can help clarify whether the added complexity of CTGAN provides a practical
advantage in this setting.

From a practical perspective, the results may help developers and data engineers de-
cide when a simple transparent generator is sufficient and when a more complex generator
is worth using. This matters because advanced models can require more training time,
computing resources, and technical knowledge. Since synthetic data should not automat-
ically be considered private, evaluating both machine learning utility and privacy-related
similarity is important for responsible use [2, 6].

1.5 Objectives

The aim of this thesis is to evaluate whether a simple class-conditional rule-based gen-
erator or a CTGAN-based generator provides a better balance between machine learn-
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ing utility and privacy-related similarity for tabular data. This aim is addressed through
four objectives: comparing machine learning utility using Logistic Regression and Ran-
dom Forest, evaluating statistical similarity between real and synthetic data, measuring
privacy-related similarity using record-level indicators, and combining these results to
assess the overall trade-off.

1.6 Scope/Limitation

This thesis is limited to tabular data and does not investigate images, audio, or text. The
study compares one class-conditional rule-based generator with one CTGAN-based gen-
erator. The goal is not to rank all synthetic data generation methods, but to compare two
contrasting approaches under the same experimental setup.

The machine learning evaluation is limited to Logistic Regression and Random Forest.
These models were selected to compare a simple linear classifier with a stronger non-
linear tabular model. The privacy evaluation is limited to similarity-based metrics, which
can indicate possible record-level risk but do not provide formal privacy guarantees such
as differential privacy. The study also uses a public dataset, meaning that no new private
or sensitive personal data is collected.

These scope choices were made to keep the experiment controlled and feasible within
the time and size of a bachelor thesis. Using one dataset made it possible to compare both
generators under the same data conditions, while using two machine learning models kept
the evaluation focused and manageable.

1.7 Outline

This report is organized as follows. Chapter 2 presents the theoretical background, includ-
ing synthetic data generation, evaluation metrics, and privacy-related concerns. Chapter 3
describes the research method and experimental design. Chapter 4 describes the imple-
mentation of the synthetic data generation and evaluation pipeline. Chapter 5 presents the
experimental results. Chapter 6 analyzes the results in relation to the research questions.
Chapter 7 discusses the findings, limitations, and implications. Finally, Chapter 8 presents
the conclusion and possible future work.



2 Theoretical Background

This chapter presents the concepts needed to understand the experiment, including syn-
thetic data generation approaches, evaluation perspectives, and privacy-related concerns.

2.1 Synthetic Tabular Data and Its Role in Machine Learning

Tabular data is relevant to this thesis because many machine learning classification tasks
use structured records with both numerical and categorical attributes. This makes tabu-
lar data different from images or text, because synthetic generators must preserve feature
distributions, category frequencies, and relationships between features and the target vari-
able.

The real dataset used in this thesis is the Adult Income dataset from the UCI Machine
Learning Repository [12]. It is a binary classification dataset where the task is to predict
whether a person’s income is less than or equal to 50K or greater than 50K per year. The
prediction is based on attributes such as age, education, occupation, working hours, and
demographic information.

The dataset contains both numerical and categorical attributes. Numerical attributes
include age, education-num, capital-gain, capital-loss, and hours-per-week, while cate-
gorical attributes include workclass, education, occupation, race, sex, and native-country.
This mixed structure makes it suitable for comparing synthetic data generation methods
that must handle both types of attributes.

2.2 Approaches to Synthetic Tabular Data Generation

This thesis compares two approaches to synthetic tabular data generation: a class-conditional
rule-based generator and a CTGAN-based generative model. These methods were se-
lected because they represent two different levels of complexity. The rule-based generator
uses predefined sampling rules and statistics from the training data, while CTGAN learns
patterns from the training data through a generative model.

The rule-based generator used in this thesis can be described as a class-conditional
statistical sampling method. In this context, the class refers to the target variable in the
Adult Income dataset, which has two income classes: < 50/ and > 50/K. The generator
first samples one of these income classes according to the class distribution in the real
training data. It then generates feature values using statistics calculated separately for that
class.

For numerical attributes, the rule-based generator uses class-specific mean, standard
deviation, minimum, and maximum values. New numerical values are sampled from these
class-specific statistics and clipped to the observed range in the real training data. For
categorical attributes, values are sampled according to class-specific category frequencies.

The main advantage of this method is transparency. Its behaviour can be inspected
because the generation process is based on explicit rules and summary statistics rather
than neural-network training. However, because features are mostly sampled separately
within each class, the method may not fully preserve complex relationships between sev-
eral variables.

CTGAN is the second method used in this thesis. It is designed for tabular data with
mixed numerical and categorical attributes [4]. CTGAN is based on a generative ad-
versarial network (GAN) architecture, where a generator creates synthetic records and a
discriminator attempts to distinguish real records from generated records.



Compared with the rule-based generator, CTGAN has greater modelling capacity and
may capture more complex relationships in the data. However, it also requires model
training, parameter choices, and more computational resources. If the model fits the train-
ing data too closely, generated records may become highly similar to real records, which
makes privacy-related similarity important to evaluate.

2.3 Evaluating Synthetic Data Quality

Synthetic data quality cannot be evaluated using only one metric because different met-
rics measure different aspects of the generated data. A dataset may preserve the statis-
tical properties of real data but still perform poorly in a machine learning task. Another
dataset may support model training but contain records that are very close to real train-
ing examples. Previous work therefore emphasizes that utility, statistical similarity, and
privacy-related measures should be evaluated together [10, 11, 6, 7].

This thesis evaluates synthetic data from three perspectives: machine learning util-
ity, statistical similarity, and privacy-related similarity. The metrics are interpreted com-
paratively because acceptable values depend on the dataset, task, model, and intended
use. For machine learning utility, higher values are better, but the main comparison is
against the real-data baseline. Values below 0.7, especially for F1-score, indicate limited
performance and should be discussed in relation to the baseline. For statistical similar-
ity, values closer to 1 indicate stronger similarity. For privacy-related similarity, larger
nearest-neighbor distance and fewer near-duplicates or exact duplicates are preferred.

Table 2.1: Overview of synthetic data evaluation perspectives used in this thesis.

Evaluation perspective

Purpose

Metrics and interpretation

Machine learning util-
ity

Statistical similarity

Privacy-related simi-

larity

Evaluates whether synthetic data can
support predictive model training.

Assesses whether synthetic data pre-
serves aggregate properties of the real
dataset.

Examines how close generated records
are to real training records.

Accuracy, Fl-score, and Area Under
the Receiver Operating Characteristic
Curve (AUC-ROC). Higher values and
values closer to the real-data baseline
are preferred.

Numerical similarity, categorical sim-
ilarity, and correlation similarity. Val-
ues closer to 1 are preferred.

Nearest-neighbor  distance,  near-
duplicates, and exact duplicates.
Larger distance and fewer duplicates
are preferred.

2.3.1 Machine Learning Utility

Machine learning utility measures how useful synthetic data is for training predictive
models. In this thesis, utility is evaluated using a Train Synthetic, Test Real setup [11, 10].
This means that models are trained on synthetic data and evaluated on real test data.
Strong performance on real data indicates that the synthetic data has preserved useful
predictive patterns.

The real training data is also used as a baseline. This allows the performance of models
trained on synthetic data to be compared with the performance of models trained on real
data. The models used in this thesis are Logistic Regression and Random Forest. Random
Forest is included because tree-based models often perform well on tabular datasets [13].



The implementation uses scikit-learn for model training, preprocessing, and evaluation
[14].

The evaluation metrics used are accuracy, F1-score, and AUC-ROC. AUC-ROC mea-
sures how well a model separates the positive class from the negative class across different
decision thresholds.

The formulas for accuracy, precision, recall, and F1-score are based on four prediction
outcomes. In this thesis, the positive class is the income class > 50K, while the negative
class is the income class < 50K. A true positive (TP) means that the model correctly
predicts > 50K. A true negative (TN) means that the model correctly predicts < 50K. A
false positive (FP) means that the model predicts > 50/ when the actual class is < 50K..
A false negative (FN) means that the model predicts < 50K when the actual class is
> H0K.

Accuracy measures the proportion of all predictions that are correct:

TP+ TN
TP+TN+ FP+ FN

Accuracy =

Precision measures how many of the records predicted as positive are actually posi-
tive:

TP

Precision = ————
TP+ FP
Recall measures how many actual positive records are correctly identified:

TP

Recall = 755N

F1-score combines precision and recall into one value:

Precision - Recall

F1=2. —
Precision + Recall
F1-score is useful in this thesis because the Adult Income dataset has an imbalanced
target variable, meaning that one income class is more common than the other. Accuracy
gives an overall correctness score, Fl-score gives a more balanced view of performance
on the positive class, and AUC-ROC shows how well the model separates the two income
classes.

2.3.2 Statistical Similarity

Statistical similarity measures how well the synthetic dataset preserves the aggregate
properties of the real training dataset. This means that it evaluates the overall structure of
the data, not whether individual synthetic records are close to individual real records. In
this thesis, statistical similarity is evaluated using numerical distribution similarity, cate-
gorical distribution similarity, and correlation similarity.

Numerical distribution similarity compares numerical columns in the real and syn-
thetic datasets using Wasserstein distance. A smaller distance means that the numerical
distributions are more similar. Categorical distribution similarity compares category fre-
quencies using Jensen-Shannon distance, which measures the difference between two
probability distributions [15]. Correlation similarity compares the correlation matrices
of numerical attributes to check whether relationships between numerical variables are
preserved.



All similarity scores are converted to values between 0 and 1, where a higher value
means greater similarity. The overall statistical similarity score summarizes the aggregate
results, while the individual scores show which parts of the data structure each generator
preserves better [16].

2.3.3 Privacy-Related Similarity

Privacy-related similarity measures how close individual synthetic records are to real
training records. This differs from statistical similarity because it focuses on record-level
closeness rather than aggregate distributions. This is important because a synthetic dataset
may look statistically similar overall while still containing records that are very close to
real examples.

In this thesis, privacy-related similarity is evaluated using nearest-neighbor (NN) dis-
tance, near-duplicate count, and exact duplicate count. NN distance measures how close
each synthetic record is to its closest real training record:

d(s, R) = min distance(s,r)
reR

Here, s is a synthetic record and R is the set of real training records. A lower distance
means that the synthetic record is closer to a real record. Near-duplicate count mea-
sures how many synthetic records are very close to real records according to a selected
threshold. Exact duplicate count checks whether any synthetic records exactly match real
training records.

These metrics are useful indicators of record-level similarity, but they do not provide
formal privacy guarantees and do not determine GDPR compliance. They are used in this
thesis only as technical indicators of potential privacy-related risk. Similar sample-level
evaluation approaches are discussed by Alaa et al. [10].

2.4 GDPR, Anonymisation, and Privacy Risk

Anonymisation means that individuals can no longer be identified from the data. In prac-
tice, this can be difficult to guarantee, especially if synthetic records are very similar to
real records. Stadler et al. argue that synthetic data may still create privacy risks if it
preserves too much information from the original dataset [2].

In this thesis, no new personal data is collected, and the Adult Income dataset is pub-
licly available [12]. However, the dataset still contains demographic attributes such as
age, education, race, sex, occupation, and native-country. Therefore, privacy and bias are
still relevant when interpreting the results.

This thesis does not claim that the generated synthetic data is GDPR-compliant or
fully anonymous. Instead, privacy-related similarity is evaluated as a technical indicator
of possible record-level risk.



3 Method

This chapter describes the research method used to answer the research questions. The
study was conducted as a controlled experiment, where two synthetic data generation
approaches were compared under the same conditions. The same dataset, preprocessing
steps, machine learning models, and evaluation metrics were used for both approaches.
This makes it possible to compare the effect of the generation method while reducing the
influence of unrelated factors.

3.1 Research Design

The research design is an empirical controlled experiment. This approach was chosen be-
cause the thesis compares measurable outcomes from different synthetic data generation
approaches: machine learning utility, statistical similarity, and privacy-related similarity.
A controlled experiment is suitable because the dataset, preprocessing, machine learning
models, random seed settings, and evaluation metrics can be kept fixed while changing
the synthetic data generation method.

The independent variable in the experiment is the training data source. Three training
sources were compared: the original real training data, rule-based synthetic data, and
CTGAN-based synthetic data. The real training data was included as a baseline, while
the two synthetic datasets were used to compare the effect of replacing real training data
with generated data.

The dependent variables are the evaluation results produced by each training source
and synthetic dataset. For machine learning utility, the dependent variables are accuracy,
F1-score, and AUC-ROC. For statistical similarity, the dependent variables are numerical
similarity, categorical similarity, correlation similarity, and overall statistical similarity.
For privacy-related similarity, the dependent variables are average nearest-neighbor dis-
tance, near-duplicate count, and exact duplicate count.

The controlled variables are the Adult Income dataset, the predefined train/test split,
the preprocessing procedure, the machine learning models, the evaluation metrics, and
the random seed where possible. Keeping these elements fixed reduces the risk that dif-
ferences in the results are caused by unrelated changes in the experimental setup. This
makes it easier to attribute observed differences to the training data source and synthetic
data generation method.

3.2 Dataset Selection and Experimental Data

The Adult Income dataset was selected as the experimental dataset because it is a pub-
lic tabular classification dataset with both numerical and categorical attributes [12]. This
makes it suitable for evaluating synthetic tabular data generation methods, since the gen-
erators must handle mixed data types and preserve useful relationships between input
attributes and the target variable.

The dataset was also selected because it provides a clear supervised machine learning
task: predicting whether income is < 50K or > 50K. This allowed the study to evaluate
synthetic data using a Train Synthetic, Test Real setup, where models trained on synthetic
data are tested on real data. The predefined training and test splits were useful for the
controlled experiment because the same split could be used for all training sources.

The Adult Income dataset includes categorical attributes such as workclass, education,
marital-status, occupation, relationship, race, sex, and native-country, as well as numeri-
cal attributes such as age, education-num, capital-gain, capital-loss, and hours-per-week.



This mixed structure is relevant because CTGAN is designed for mixed-type tabular data,
while the rule-based generator can be evaluated on how well it preserves class-specific
numerical and categorical patterns.

More sensitive datasets, such as healthcare or financial datasets, would also be relevant
for privacy-related research. However, they were not used because this project avoids
collecting or processing private data. Using a public dataset also improves reproducibility
and reduces ethical concerns connected to handling sensitive personal records.

3.3 Experimental Workflow

The experiment follows the workflow shown in Figure 3.1. The predefined Adult Income
training and test splits were loaded separately. The training data was used for fitting the
synthetic data generators and training machine learning models, while the test data was
kept separate and used only for final model evaluation.

Preprocessing was required because the raw dataset was not directly ready for genera-
tion, model training, or distance-based evaluation. The main preprocessing steps included
assigning column names, removing rows with missing values, cleaning categorical val-
ues, correcting test labels, and separating numerical columns, categorical columns, and
the target column. Later stages also used one-hot encoding and scaling where required by
the models or evaluation metrics.

After preprocessing, the real training data was used to generate two synthetic datasets.
The class-conditional rule-based generator produced one synthetic dataset using statistics
from the real training data. CTGAN produced another synthetic dataset after being trained
on the same real training data. The real test data was not used during synthetic data
generation.

The model training process was repeated for three training sources: real training data,
rule-based synthetic data, and CTGAN synthetic data. Logistic Regression and Random
Forest were trained separately on each source and evaluated on the same real test data. The
real training data results were used as the baseline, while the two synthetic-data results
showed how performance changed when real training data was replaced by generated
data.
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Figure 3.1: Overview of the experimental workflow used to compare rule-based and
CTGAN-based synthetic data generation.

3.4 Evaluation Method

The evaluation was divided into three parts. Machine learning utility was evaluated by
training Logistic Regression and Random Forest on each training source and testing them
on the same real test data. This supports RQ1.

Statistical similarity was evaluated by comparing each synthetic dataset with the real
training dataset using numerical distribution similarity, categorical distribution similarity,
correlation similarity, and an overall similarity score. This supports RQ?2.

Privacy-related similarity was evaluated by comparing synthetic records with real
training records using average nearest-neighbor distance, near-duplicate count, and ex-
act duplicate count. This supports RQ3 by showing whether useful or statistically similar
synthetic data also becomes close to individual real training records.

The three evaluations were performed separately, but their results were interpreted
together in Chapter 6 to assess the overall utility—privacy-related similarity trade-off.

3.5 Reliability, Validity, and Reproducibility

Reliability refers to the repeatability of the experiment. To support repeatability, the same
dataset splits, preprocessing steps, models, evaluation metrics, and random seed settings
were used where possible. The implementation code and experiment files are available in
a public GitHub repository [17].

Internal validity focuses on the extent to which the observed differences can be at-
tributed to the synthetic data generation method rather than unrelated factors. This was
supported by applying the same experimental setup to both synthetic data generation
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methods. The real test data was kept separate from the generation process, which reduced
the risk of data leakage.

Construct validity relates to the connection between the research questions and the se-
lected measurements. Machine learning utility, statistical similarity, and privacy-related
similarity were selected because they directly match the three research questions. How-
ever, the privacy-related metrics should be interpreted as technical indicators only, since
they do not provide formal privacy guarantees.

External validity refers to the generalizability of the findings. Since this thesis uses
one dataset, two machine learning models, and one main configuration for each generator,
the findings cannot automatically be generalized to all datasets, domains, or synthetic data
methods. Therefore, the results should be interpreted within the scope of this experimental
setup.

3.6 Ethical Considerations

This thesis does not involve interviews, surveys, human participants, or the collection of
new personal data. The Adult Income dataset is publicly available, and the generated
synthetic datasets are used only for research purposes.

Howeyver, ethical considerations are still relevant because the dataset contains demo-
graphic attributes and the thesis concerns privacy-related similarity. The results are there-
fore interpreted carefully. The study does not claim that the generated data is anonymous,
GDPR-compliant, or safe for real-world release. Instead, the privacy-related metrics are
used only to indicate possible record-level similarity.
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4 Research Project — Implementation

This chapter describes the implementation of the experimental pipeline. The purpose
of the implementation was to generate synthetic datasets, evaluate them under the same
conditions, and save the outputs used in the Results and Analysis chapters.

4.1 Implementation Overview

The experiment was implemented as a Python-based pipeline. A pipeline approach was
chosen because the experiment required the same sequence of steps to be applied con-
sistently to different training sources. This reduced manual work and made it easier to
compare the rule-based and CTGAN-based synthetic datasets under the same conditions.

The pipeline consists of five main stages. First, the Adult Income training and test files
are loaded and cleaned. Second, the cleaned real training data is used to generate two
synthetic datasets. In the implementation, the rule-based synthetic dataset is generated
first using the fitted class-conditional sampling rules, followed by the CTGAN synthetic
dataset, which is generated after training the CTGAN synthesizer on the same real training
data. Third, Logistic Regression and Random Forest models are trained on each training
source. Fourth, the synthetic datasets are evaluated using statistical similarity and privacy-
related similarity metrics. Fifth, the generated datasets, metric tables, and figures are
saved to the output folder.

The implementation was structured so that each part of the experiment had a clear
role. Data loading and preprocessing prepared the raw Adult Income files. The generator
components created the rule-based and CTGAN synthetic datasets. The machine learning
evaluation component trained and tested the classification models. The statistical and
privacy-related evaluation components calculated the comparison metrics. Finally, the
result storage component saved the generated outputs used in the Results and Analysis
chapters.

The same implementation flow was used for both synthetic data generation methods.
This was important because the purpose of the experiment was to compare the genera-
tion methods, not differences caused by separate preprocessing or evaluation procedures.
Table 4.1 summarizes the main implementation settings used in the experiment.

Table 4.1: Main implementation settings used in the experiment.

Setting Value
Programming language Python

Random seed 42

Real training file adult.data
Real test file adult.test
CTGAN epochs 100

Additional CTGAN comparison 50 epochs

Logistic Regression setting max_iter=1000
Random Forest setting n_estimators=200
Near-duplicate threshold 0.01

Output folder results/
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4.2 Data Loading and Dataset Structure

The implementation loaded the Adult Income training file, adult .data, and test file,
adult.test, as separate input files. The training file was used for fitting the synthetic
data generators and for training the real-data baseline models. The test file was kept
separate and used only for final machine learning evaluation.

The raw files do not include column headers, so the implementation assigned the
column names manually during loading. The target column was named income. The
numerical and categorical columns were then identified so that later parts of the pipeline
could apply suitable preprocessing, generation, and evaluation steps.

Keeping the training and test files separate in the implementation was necessary to
avoid data leakage. The synthetic datasets were generated only from the real training
data, while the real test data was used only after training for final evaluation.

4.3 Data Preprocessing

Preprocessing was required because the raw Adult Income files are not directly suitable
for machine learning training or distance-based similarity evaluation. The dataset does
not include column headers, missing values are represented by the symbol ?, some cate-
gorical values contain extra whitespace, and the test file contains target labels with trailing
periods, such as <=50K. and >50K..

The preprocessing step first assigned column names to both the training and test files.
Rows containing missing values marked with ? were then removed. Categorical values
were cleaned by removing unnecessary whitespace. The target labels in the test file were
also corrected by removing trailing periods so that the training and test labels used the
same format.

After cleaning, the dataset was separated into numerical columns, categorical columns,
and the target column. This separation was needed because the generators and evaluation
metrics handle numerical and categorical attributes differently. Later parts of the pipeline
used one-hot encoding for categorical variables and scaling for numerical variables when
required by the machine learning models or distance-based privacy-related similarity met-
rics.

4.4 Rule-Based Generator

The rule-based generator was implemented as a class-conditional statistical sampling
method. The implementation first calculated the distribution of the target classes in the
real training data. In this dataset, the target classes are <=50K and >50K. When generat-
ing a new record, the generator first sampled one of these income classes according to the
class distribution observed in the real training data.

After selecting the class, the generator created feature values using statistics calcu-
lated only from records belonging to that class. For numerical attributes, the implemen-
tation calculated the class-specific mean, standard deviation, minimum, and maximum
values. New numerical values were sampled using the mean and standard deviation for
the selected class and then clipped to the observed minimum and maximum range. This
avoided generating extreme values outside the range found in the real training data.

For categorical attributes, the implementation calculated class-specific category fre-
quencies. New categorical values were sampled according to these frequencies. This
means that the generator preserved broad class-level patterns, such as which categorical
values were more common in each income group.
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The generated rule-based dataset was created with the same number of rows as the real
training dataset. This made the comparison with CTGAN and the real training baseline
more controlled, because all training sources had the same number of records.

4.5 CTGAN Generator

The CTGAN generator was implemented using the CTGAN synthesizer from the SDV
library. Before training, a single-table metadata object was created from the preprocessed
real training data. This metadata described the table structure and column types, allowing
SDV to handle numerical and categorical columns correctly during synthetic data gener-
ation.

The CTGAN synthesizer was trained only on the real training dataset. The real test
dataset was not used during CTGAN training or synthetic data generation. After training,
the synthesizer generated a CTGAN synthetic dataset with the same number of rows as
the real training dataset.

The final CTGAN experiment used 100 training epochs. An additional CTGAN ex-
periment with 50 epochs was also run to observe how training duration affected privacy-
related similarity. Both CTGAN outputs were evaluated using the same statistical and
privacy-related similarity pipeline. The 100-epoch CTGAN dataset was used as the main
CTGAN dataset in the utility, statistical similarity, and privacy-related similarity compar-
isons.

4.6 Machine Learning Utility Evaluation

Machine learning utility was evaluated using a Train Synthetic, Test Real setup. In this
setup, models are trained on synthetic data and evaluated on real test data. This was
chosen because it directly measures whether synthetic data can replace real training data
for a downstream machine learning task.

Three training sources were used: the real training data, the rule-based synthetic data,
and the CTGAN synthetic data. For each training source, two models were trained sepa-
rately: Logistic Regression and Random Forest. The trained models were then evaluated
on the same real test dataset. The training order was therefore: first train and evaluate
models using real training data as the baseline, then repeat the same process using rule-
based synthetic data, and finally repeat it using CTGAN synthetic data.

The evaluation used accuracy, F1-score, and AUC-ROC. Accuracy was included be-
cause it gives a general measure of correct predictions. However, the Adult Income dataset
is imbalanced, since one income class is more common than the other. Therefore, accu-
racy alone can be misleading. F1-score was included because it combines precision and
recall and gives a more balanced view of performance on the positive class. AUC-ROC
was included because it measures how well the model separates the two income classes
across different decision thresholds.

Categorical variables were one-hot encoded because the machine learning models re-
quire numerical input and because assigning arbitrary integer values to categories could
create artificial ordering between categories. Numerical variables were scaled where re-
quired, especially for Logistic Regression, because models based on numerical optimiza-
tion can be affected by differences in feature scale. The same preprocessing procedure
was applied consistently across all training sources so that the comparison focused on the
training data source rather than differences in preprocessing.

The real training data was used as the baseline because it represents the best available
training source in this experiment. Comparing the rule-based and CTGAN results against
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this baseline made it possible to measure how much machine learning utility was lost
when real training data was replaced by synthetic data.

4.7 Statistical Similarity Evaluation

Statistical similarity was evaluated by comparing each synthetic dataset with the real train-
ing dataset. This was included because synthetic data should not only support machine
learning, but should also preserve important aggregate properties of the original data.

The evaluation was performed separately for numerical attributes, categorical attributes,
and numerical correlations. Numerical distribution similarity was calculated by compar-
ing the distribution of each numerical column in the synthetic dataset with the same col-
umn in the real training dataset. This was used to check whether values such as age,
education-num, capital-gain, capital-loss, and hours-per-week followed similar distribu-
tions in the real and synthetic data.

Categorical distribution similarity was calculated by comparing category frequencies
between the real and synthetic datasets. This was important because the Adult Income
dataset contains many categorical attributes, such as workclass, education, occupation,
relationship, race, sex, and native-country. If these category frequencies are not preserved,
the synthetic data may lose important structure for the classification task.

Correlation similarity was calculated by comparing the correlation structure of the
numerical attributes in the real and synthetic datasets. This was included because a syn-
thetic dataset may preserve individual feature distributions while still failing to preserve
relationships between features. The overall statistical similarity score was then used as a
compact summary of the numerical, categorical, and correlation similarity results.

The individual scores were kept because different generators may preserve different
parts of the data structure. For example, one generator may preserve numerical distri-
butions better, while another may preserve categorical frequencies better. Therefore, the
individual scores were used to interpret the strengths and weaknesses of each method,
while the overall score was used only as a summary measure.

4.8 Privacy-Related Similarity Evaluation

Privacy-related similarity was evaluated by comparing synthetic records with real training
records. This evaluation was included because synthetic data should not automatically be
treated as anonymous or safe for release. A synthetic record may not be an exact copy
of a real record, but it can still be very close to one. Therefore, privacy-related similarity
was measured using exact duplicate count, average nearest-neighbor distance, and near-
duplicate count.

Exact duplicate count was used to check whether any synthetic records were identical
to records in the real training dataset. However, this metric alone is limited because it only
detects direct copies. To capture records that are close but not identical, average nearest-
neighbor distance was also calculated. For each synthetic record, the nearest-neighbor
distance measures the distance to the closest real training record. A lower average distance
means that the synthetic records are generally closer to the real training data.

Near-duplicate count was used as an additional record-level similarity indicator. A
synthetic record was counted as a near-duplicate if its distance to a real training record
was below the selected threshold of 0.01. This threshold was applied consistently to both
synthetic datasets so that the two methods could be compared under the same condition.
Before calculating distances, numerical columns were scaled using Min-Max scaling and
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categorical columns were one-hot encoded. Min-Max scaling was used so that numeri-
cal features with larger value ranges did not dominate the distance calculation. One-hot
encoding was used so that categorical attributes could be included in the same distance-
based comparison as numerical attributes.

These metrics were used only as technical indicators of record-level similarity. They
do not prove privacy leakage, memorisation, re-identification risk, or GDPR compliance.
A stronger privacy evaluation would require additional methods such as membership in-
ference attacks, attribute inference attacks, or differential privacy-based analysis [5, 2, 6].

4.9 Result Storage and Reproducibility

The generated datasets and evaluation outputs were saved in the results/ folder after
the experiment. The saved outputs included:

e synthetic_rule_based.csv: the rule-based synthetic dataset.

synthetic_probabilistic.csv: the CTGAN synthetic dataset.

e utility_results.csv: the machine learning utility results.

statistical_similarity_results.csv: the statistical similarity results.

* privacy_similarity_results.csv: the privacy-related similarity results.

The implementation code and experiment files are available in a public GitHub repos-
itory [17]. The repository contains the Python code used for data loading, preprocessing,
synthetic data generation, model training, statistical similarity evaluation, privacy-related
similarity evaluation, and result storage.

The experiment was executed in a local Python environment on a Windows 11 system
with a 13th Gen Intel Core 17-13700H processor and 16 GB RAM. The main Python
libraries used were pandas, NumPy, scikit-learn, SciPy, and SDV. A fixed random seed
was used where possible, although exact reproduction may still depend on the software
environment and stochastic behaviour in CTGAN training.
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5 Results

This chapter presents the experimental results from the controlled comparison. The results
are grouped into machine learning utility, statistical similarity, privacy-related similarity,
and the CTGAN epoch comparison. The interpretation of these results is provided in
Chapter 6.

5.1 Machine Learning Utility Results

Table 5.1 shows the machine learning utility results. The models were trained on real
training data, rule-based synthetic data, and CTGAN synthetic data, then evaluated on the
same real test dataset.

Table 5.1: Machine learning utility results for models trained on real and synthetic
datasets.

Training data Model Accuracy F1-score AUC-ROC

Real training data Logistic 0.8476 0.6603 0.9033
Regression

Real training data Random Forest 0.8463 0.6646 0.8994

Rule-based Logistic 0.8353 0.6595 0.8959

synthetic data Regression

Rule-based Random Forest 0.8150 0.6612 0.8865

synthetic data

CTGAN synthetic Logistic 0.8128 0.6481 0.8801

data Regression

CTGAN synthetic Random Forest 0.8157 0.6349 0.8658

data

The real training data achieved the highest overall utility scores. Among the synthetic
datasets, the rule-based data achieved higher F1-score and AUC-ROC than CTGAN for
both models. This directly relates to RQ1, since it shows that models trained on rule-based
synthetic data stayed closer to the real-data baseline than models trained on CTGAN
synthetic data.

It is also important to note that the F1-scores are below 0.7 for all training sources,
including the real training data baseline. This means that the classification performance
on the positive class is moderate rather than strong. Since the real-data models also have
Fl-scores below 0.7, the issue is not only caused by the synthetic data, but also reflects
the difficulty of the dataset, class imbalance, and the fact that the models were used with
limited tuning. This limitation is discussed further in Chapter 6 and Chapter 7.

Figure 5.1 shows the Logistic Regression utility loss compared with the real-data base-
line. Figure 5.2 shows the Random Forest utility loss compared with the real-data base-
line. Lower loss means that the synthetic-data result is closer to the model trained on real
data.
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Logistic Regression: Utility Loss from Real-Data Baseline
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Figure 5.1: Utility loss compared with the real-data baseline for Logistic Regression.
Lower values indicate performance closer to the real-data baseline.

Random Forest: Utility Loss from Real-Data Baseline
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Figure 5.2: Utility loss relative to the real-data baseline for Random Forest. Lower values
indicate performance closer to the model trained on real data.
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5.2 Statistical Similarity Results

Table 5.2 shows the statistical similarity results for the synthetic datasets compared with
the real training data. CTGAN achieved slightly higher numerical and correlation similar-
ity, while the rule-based method achieved higher categorical similarity and higher overall
statistical similarity. Figure 5.3 visualizes this difference across the metric types.

Table 5.2: Statistical similarity results for synthetic datasets compared with real training
data.

Method Numerical Categorical Correlation Overall
Rule-based synthetic data 0.9733 0.9929 0.9689 0.9840
CTGAN synthetic data 0.9824 0.9018 0.9802 0.9369

Statistical Similarity by Metric Type
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Figure 5.3: Statistical similarity scores by metric type.

5.3 Privacy-Related Similarity Results

Table 5.3 shows the privacy-related similarity results for the synthetic datasets compared
with the real training data. Both methods produced zero exact duplicates. CTGAN pro-
duced more near-duplicates and had a lower average nearest-neighbor distance than the
rule-based method.

Table 5.3: Privacy-related similarity results for synthetic datasets compared with real
training data.

Method Avg. NN distance Near-duplicates Exact duplicates
Rule-based synthetic data 1.0917 1 0
CTGAN synthetic data 0.7879 526 0
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5.4 CTGAN Epoch Comparison

The CTGAN epoch comparison was included as an additional result because training
duration may affect how closely CTGAN fits the real training data.

Table 5.4 shows the privacy-related similarity results for CTGAN trained with 50 and
100 epochs. The 100-epoch CTGAN model produced a lower average nearest-neighbor
distance and more near-duplicates than the 50-epoch model. Figure 5.4 visualizes this
change with the increasing number of epochs.

Table 5.4: Privacy-related similarity comparison for CTGAN using 50 and 100 training
epochs.

CTGAN epochs Avg. NN distance Near-duplicates
50 1.0088 400
100 0.7879 526

CTGAN Epochs and Privacy-Related Similarity
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Figure 5.4: Effect of CTGAN training epochs on privacy-related similarity. Lower

nearest-neighbor distance and higher near-duplicate count indicate increased record-level
similarity.
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6 Analysis

This chapter interprets the results presented in Chapter 5 in relation to the research ques-
tions. Since the experiment was not repeated enough times to support hypothesis testing,
the analysis is based on descriptive comparison rather than statistical significance. The
conclusions should therefore be interpreted as evidence within this experimental setup,
not as general proof about all rule-based or CTGAN-based methods.

6.1 Machine Learning Utility

RQ1 asked how machine learning performance differs when models are trained on class-
conditional rule-based synthetic data compared to CTGAN-based synthetic data. Ta-
ble 5.1 shows that the models trained on real data achieved the highest overall perfor-
mance, which is expected because the real training data is used as the baseline.

Among the synthetic datasets, the rule-based data stayed closer to the real-data base-
line than CTGAN. For Logistic Regression, the rule-based model achieved an F1-score of
0.6595 and an AUC-ROC of 0.8959, compared with 0.6481 and 0.8801 for CTGAN. For
Random Forest, CTGAN achieved slightly higher accuracy, but the rule-based method
achieved higher F1-score and AUC-ROC. Since the Adult Income dataset is imbalanced,
F1-score and AUC-ROC are more informative than accuracy alone.

A limitation is that all Fl-scores are below 0.7, including the real-data baseline. This
means that positive-class performance was moderate rather than strong. Since this also oc-
curs for models trained on real data, the issue is not only caused by the synthetic datasets.
It may also be related to class imbalance, the difficulty of the prediction task, and limited
model tuning.

Overall, the rule-based synthetic data provided stronger machine learning utility than
the selected CTGAN configuration in this experiment. A possible reason is that the rule-
based generator is class-conditional and therefore preserves broad target-related patterns.
However, this result should be interpreted only within this experimental setup, not as
proof that rule-based generation is generally better than CTGAN.

6.2 Statistical Similarity

RQ2 asked to what extent the synthetic datasets preserved the statistical properties of the
original data. Table 5.2 gives the exact values, while Figure 5.3 helps compare the pattern
across the different metric types.

Figure 5.3 is useful because the two methods do not follow the same pattern. CTGAN
is slightly higher for numerical similarity and correlation similarity, which suggests that it
preserved these parts of the data structure slightly better. However, the largest difference
appears in categorical similarity, where the rule-based method stays close to the top of the
graph while CTGAN drops noticeably. This shows that the rule-based generator preserved
categorical distributions more effectively.

This is important because the Adult Income dataset contains many categorical at-
tributes, such as education, occupation, workclass, relationship, race, sex, and native-
country. Since several of these variables are relevant to income prediction, the difference
in categorical similarity also helps explain the utility results. The rule-based method di-
rectly sampled categorical values using class-specific frequencies, so its strong categorical
similarity is consistent with how it was implemented.

The figure also shows why statistical similarity should not be reduced to one simple
conclusion. If only numerical and correlation similarity were considered, CTGAN would
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appear slightly stronger. However, when categorical and overall similarity are included,
the rule-based method gives the stronger result. Therefore, the answer to RQ2 is more
nuanced: both methods preserved statistical properties, but they preserved different parts
of the data.

Overall, the descriptive evidence suggests that CTGAN was slightly better at preserv-
ing numerical structure, while the rule-based method was better at preserving categorical
distributions and overall statistical similarity.

6.3 Privacy-Related Similarity

RQ3 includes the privacy-related side of the utility—privacy trade-off. Table 5.3 shows that
both generators produced zero exact duplicates. This means that neither method copied
records in a strict row-identical sense. However, exact duplicate count is only the most
direct form of similarity. It does not capture synthetic records that are close to real records
without being identical.

The nearest-neighbor and near-duplicate results provide stronger evidence of record-
level similarity. CTGAN had a lower average nearest-neighbor distance and produced
many more near-duplicates than the rule-based generator. This means that CTGAN records
were closer to the real training records according to the selected distance-based metrics.

Figure 5.4 helps explain how CTGAN changed when training increased from 50 to
100 epochs. The figure uses two y-axes, but both lines point to the same interpretation.
The average nearest-neighbor distance line moves downward from 50 to 100 epochs,
meaning that generated records became closer to real records. At the same time, the
near-duplicate line moves upward, meaning that more generated records fell within the
near-duplicate threshold. The two trends therefore support each other rather than contra-
dicting each other.

The privacy-related results should therefore not be interpreted only through exact du-
plicates. Both methods produced zero exact duplicates, but CTGAN still produced many
more near-duplicates. This means that a dataset can appear safe under a simple duplicate
check while still containing synthetic records that are very close to real training records.
For this reason, nearest-neighbor distance and near-duplicate counts provide a more use-
ful warning signal than exact duplicate count alone.

This visual pattern is important because it suggests that longer CTGAN training in-
creased record-level similarity. However, the figure should not be interpreted as proof of
memorisation or privacy leakage. The experiment did not include membership inference
attacks, attribute inference attacks, or formal privacy guarantees. The figure only supports
a more limited claim: in this experiment, increasing CTGAN training was associated with
higher privacy-related similarity under the selected indicators.

Therefore, the privacy-related evidence for RQ3 suggests that the rule-based method
showed lower record-level closeness to the real training data than CTGAN. CTGAN did
not create exact copies, but its lower nearest-neighbor distance and higher near-duplicate
count indicate higher privacy-related similarity in this experimental setup.

6.4 Utility—Privacy-Related Similarity Trade-off

The main purpose of the thesis is to examine the balance between usefulness and privacy-
related similarity. Taken together, the figures and tables suggest that the rule-based method
provided the stronger balance in this controlled setup.

Figure 5.1 shows that the rule-based method stayed closer to the real-data baseline for
Logistic Regression. Figure 5.2 shows a similar pattern for Random Forest, especially for
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F1-score and AUC-ROC. Figure 5.3 shows that the rule-based method preserved categor-
ical and overall similarity better, while CTGAN was only slightly stronger for numerical
and correlation similarity. Figure 5.4 shows that additional CTGAN training increased
record-level similarity. These patterns point to the same overall interpretation: CTGAN’s
higher complexity did not produce a clear practical advantage in this experiment.

A key point is that statistical realism and machine learning usefulness are not identical.
CTGAN preserved some numerical structure well, but this did not lead to stronger model
performance. At the same time, CTGAN generated records that were closer to the real
training data. This weakens the case for using the selected CTGAN configuration in this
specific setup.

The rule-based generator showed a different trade-off. It did not attempt to model all
feature dependencies, but it preserved broad class-level patterns and categorical distribu-
tions effectively. For this dataset and prediction task, that was enough to produce useful
synthetic data while keeping record-level similarity lower.

The answer to RQ3 is therefore not that one method is always safer or better. Instead,
the evidence shows that, in this experiment, the rule-based generator provided a better
utility—privacy-related similarity balance. CTGAN preserved some statistical properties
well, but it did not show a clear utility advantage and produced higher record-level simi-
larity. This also shows that a more advanced generator does not automatically produce a
better trade-off. In this case, CTGAN’s higher flexibility may have allowed it to generate
records closer to the training data, which improved some statistical properties but also
increased near-duplicate risk.

Overall, these results answer RQ3 by showing that, in this experiment, the rule-based
generator provided the stronger utility—privacy-related similarity balance, while CTGAN
preserved some statistical properties but produced higher record-level similarity without
a clear utility advantage.

6.5 Validity of the Analysis

The main strength of the analysis is that both generation methods were evaluated un-
der the same experimental conditions. The same dataset, preprocessing steps, machine
learning models, evaluation metrics, and real test data were used. This supports internal
validity because the observed differences are more likely to be caused by the synthetic
data generation method rather than unrelated changes in the setup.

However, the analysis has important limitations. No hypothesis testing was performed
because the experiment was not repeated enough times with different random seeds. The
results are therefore descriptive rather than statistically validated. This means that the
analysis can support cautious interpretation of the results, but not strong general claims
about all rule-based or CTGAN-based generators.

External validity is also limited because the study uses one dataset, two machine
learning models, one rule-based design, and one main CTGAN configuration. Differ-
ent datasets, stronger model tuning, different CTGAN settings, or other synthetic data
generators could lead to different results. The privacy-related evaluation is also limited
because nearest-neighbor distance, near-duplicate count, and exact duplicate count are
only technical indicators of record-level similarity. They do not prove privacy leakage,
re-identification risk, or GDPR compliance.

Despite these limitations, the analysis still provides useful evidence that a simple
class-conditional rule-based generator can be a meaningful baseline when synthetic data
is evaluated through utility, statistical similarity, and privacy-related similarity together.
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7 Discussion

This thesis addressed the research gap by comparing a simple class-conditional rule-based
generator with a CTGAN-based generative model under the same experimental condi-
tions. The results show that this comparison is important, because the more complex
method did not automatically provide a better overall outcome in this experiment.

One reason for the rule-based method performing well may be its class-conditional de-
sign. The generator sampled values separately for the two income classes, which helped
preserve broad target-related patterns. Since the Adult Income dataset contains many
categorical attributes that are relevant to the prediction task, preserving class-specific cat-
egory frequencies may have been enough to support useful model training. CTGAN has
greater modelling capacity, but in this experiment that capacity did not lead to stronger
utility.

The results also show that different evaluation dimensions can lead to different inter-
pretations. CTGAN preserved numerical and correlation similarity slightly better, while
the rule-based method preserved categorical and overall similarity more strongly. This
matters because statistical realism and machine learning usefulness are not the same thing.
A synthetic dataset can look realistic in some statistical measures without producing better
downstream model performance.

The privacy-related results also need careful interpretation. CTGAN produced no
exact duplicates, but it still had lower nearest-neighbor distance and many more near-
duplicates than the rule-based method. This supports concerns that synthetic data should
not automatically be treated as anonymous or risk-free [2]. However, the results do not
prove privacy leakage, memorisation, re-identification risk, or GDPR compliance. The
selected privacy-related metrics are only technical indicators, and stronger privacy evalu-
ation would require methods such as membership inference or attribute inference attacks.

There are also limitations in the selected models and methods. Logistic Regression
and Random Forest provide useful baseline comparisons, but they do not represent all
possible machine learning models. The F1-scores were below 0.7 for all training sources,
including the real-data baseline, which means that the prediction task was only solved
with moderate positive-class performance. Stronger hyperparameter tuning, more models,
or different feature engineering could change the utility results. The CTGAN results may
also depend on the selected number of epochs and other training settings.

The findings are therefore context-specific. The study used one public dataset, one
rule-based design, one main CTGAN configuration, and descriptive comparison rather
than statistical hypothesis testing. A dataset with stronger numerical dependencies, more
complex feature interactions, or a different target distribution could give CTGAN a clearer
advantage. Despite these limitations, the thesis shows that simple transparent baselines
should not be ignored when evaluating synthetic tabular data. The practical implication
is that generator choice should be based on measured utility, statistical similarity, and
privacy-related similarity, rather than on model complexity alone.
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8 Conclusions and Future Work

The study shows that a simple baseline should be included when evaluating synthetic tab-
ular data generators. In this experiment, the class-conditional rule-based method was not
only easier to interpret, but also produced a more favourable balance between utility and
privacy-related similarity than the selected CTGAN configuration. The main takeaway
is therefore not that rule-based generation is always better, but that advanced generative
methods need to demonstrate clear benefits before their extra complexity is justified.

The research gap was addressed by providing practical evidence for a comparison that
is often overlooked: a transparent rule-based generator against a more advanced proba-
bilistic synthesizer under the same evaluation conditions. The results show that simple
methods can be competitive for tabular classification tasks when the useful structure is
mainly connected to class-level and categorical patterns.

Future work should test this comparison on additional tabular datasets with different
feature relationships and class distributions. It would also be useful to tune CTGAN more
systematically, compare additional synthetic data generators, and repeat the experiment
with different random seeds. A stronger privacy evaluation could include membership
inference attacks, attribute inference attacks, or differential privacy-based methods. Fi-
nally, future research could examine fairness and bias in synthetic data, especially when
demographic attributes are included.
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