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Abstract 

The increasing use of large language models (LLMs) for educational content generation 
highlights the need for systematic evaluation of AI-generated materials. Educational 
content generation raises concerns about output quality, including accuracy, 
completeness, clarity, and relevance, and research indicates that these qualities can vary 
depending on how prompts are formulated. This study conducts a controlled comparative 
evaluation of four predefined prompt formulations — Minimal Instruction, Structured 
Instruction, Pedagogically Anchored Instruction, and Length-Constrained Instruction — 
and their effect on the Information Quality (IQ) of CEFR-aligned grammar explanations 
in English. Using a within-subjects experimental design, the same 20 predefined grammar 
tasks were generated under each prompt condition within a single LLM (GPT-5.3) 
environment, maintaining constant model parameters and evaluation procedures 
throughout. Generated explanations are evaluated as information artifacts using four IQ 
dimensions: Accuracy, Completeness, Clarity, and Relevance. Evaluation is conducted 
blind to prompt condition using a standardised 5-point Likert scale rubric with explicit 
scoring anchors, applied independently by ten practising English teachers. 

The dominant finding is one of uniformly high output quality across all prompt 
conditions. No statistically significant differences were detected across any of the four IQ 
dimensions — Accuracy (p = .515), Completeness (p = .296), Clarity (p = .746), or 
Relevance (p = .358) — and effect sizes were negligible throughout. Inter-rater reliability 
values near zero reflect a ceiling effect in the score distribution rather than rater 
disagreement, and are consistent with the finding of uniformly high output quality. These 
results suggest that advanced LLMs have become sufficiently robust to produce 
high-quality grammar explanations from minimal prompts, with structured prompt 
engineering functioning as a fine-tuning mechanism rather than a primary quality driver. 
The study contributes a replicable evaluation procedure for AI-generated educational 
content and provides empirical grounding for reconsidering the role of prompt complexity 
in LLM-assisted language instruction. 
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1​ Introduction 

The rapid development and widespread adoption of large language models (LLMs), such 
as Generative Pre-trained Transformer (GPT)-based systems and comparable generative 
AI technologies, have significantly expanded the use of automated content generation 
across multiple domains. Generative AI systems such as ChatGPT are increasingly 
discussed as tools for supporting instructional content creation and teaching practices 
(Baidoo-Anu & Ansah, 2023). From an Information Systems perspective, these systems 
function as information-producing artifacts whose outputs are shaped by user-provided 
prompts. Unlike traditional software with predefined workflows, LLM-based systems rely 
on natural language prompts as a primary mechanism for configuring system behavior. 
Consequently, prompt formulation becomes a critical design variable influencing the 
quality of generated instructional content. 

1.1​ Background and problem 
The advancement of large language models (LLMs) has accelerated their adoption across 
a wide range of professional and academic domains, with education emerging as one of 
the most actively explored areas of application. Generative AI systems such as ChatGPT 
are increasingly discussed as tools capable of supporting instructional content creation, 
lesson planning, and teaching practice at scale (Baidoo-Anu & Ansah, 2023). As these 
systems become more accessible, educators and instructional designers are beginning to 
incorporate AI-generated materials into their workflows, often without formal guidelines 
or quality assurance procedures. While the potential benefits of LLMs in education are 
widely acknowledged, their deployment also introduces substantial concerns related to 
content accuracy, bias, and pedagogical appropriateness — concerns that remain 
insufficiently addressed in both research and practice (Kasneci et al., 2023). 

A distinctive characteristic of LLM-based systems is that their outputs are not determined 
by fixed program logic but are shaped primarily by the natural language instructions 
provided by users — commonly referred to as prompts. Unlike traditional software, 
which executes predefined workflows, LLMs interpret and respond to open-ended textual 
input, making prompt formulation the principal mechanism through which system 
behavior is configured. The significance of this design characteristic is empirically 
well-documented: Sclar et al. (2024) demonstrated that widely used LLMs are highly 
sensitive to even minor variations in prompt structure and formatting, with performance 
differences of up to 76 accuracy points observed across prompt variants on standardized 
benchmarks. This finding establishes prompt formulation not as a peripheral concern but 
as a consequential independent variable capable of materially shaping the quality of 
generated outputs. 

Despite this evidence, the practical reality of how prompts are constructed in educational 
and professional contexts reveals a significant gap between what is possible and what is 
practiced. Research indicates that users without formal AI expertise tend to approach 
prompt writing opportunistically — drawing on intuitions derived from human-to-human 
communication rather than applying systematic or principled strategies 
(Zamfirescu-Pereira et al., 2023). The result is a widespread reliance on informal, ad hoc 
prompt formulations whose effects on output quality remain largely unknown. Systematic 
reviews of the existing literature confirm that while interest in prompt engineering for 
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educational applications is growing, controlled empirical studies directly comparing the 
effects of different prompt formulations on the quality of generated content remain 
notably scarce (Qian, 2025). 

This gap is particularly consequential in the domain of language education, and 
specifically in the generation of grammar explanations aligned with the Common 
European Framework of Reference for Languages (CEFR). Grammar instruction is a 
high-precision, rule-governed task in which accuracy and completeness are not merely 
desirable but pedagogically essential. Explanations that contain factual errors, omit key 
distinctions, or fail to match the target proficiency level may actively impede learner 
progress. Yet despite the clear stakes, no controlled study has examined how variations in 
prompt formulation affect the quality of AI-generated grammar explanations within a 
CEFR-aligned instructional context. 

Grammar explanation is selected as the focal task for this investigation for reasons that 
extend beyond its pedagogical stakes. Unlike many domains in which LLMs are deployed 
for educational content generation, grammar instruction is governed by a relatively 
bounded and checkable rule structure: a given grammar point has a definable correct 
formulation against which an explanation's accuracy and completeness can be assessed 
with reasonable inter-subjective agreement, rather than relying on the more diffuse, 
open-ended judgements required to evaluate explanatory quality in less rule-governed 
domains. This tractability makes grammar explanation particularly well-suited to the 
controlled, comparative evaluation design adopted in this study, in which isolating the 
effect of prompt formulation requires an evaluable, criterion-referenced output. The task 
additionally benefits from the existence of the CEFR itself as an externally validated 
standard specifying what a learner at a given proficiency level should be able to 
understand and produce, providing a non-arbitrary basis for judging whether an 
explanation is appropriately pitched — a basis that is largely unavailable for many other 
categories of LLM-generated educational content. Finally, grammar explanation 
represents an everyday, high-frequency use case for LLMs in language teaching, rather 
than a specialised or unusual task, which strengthens the practical relevance of findings 
obtained from it. These properties — bounded correctness, an external proficiency 
standard, and ecological relevance to ordinary teaching practice — together motivate the 
selection of grammar explanation as the task through which prompt formulation effects 
are examined in this study.  

The present study addresses this gap directly. It is concerned with a problem that is at 
once practical and empirical: that the quality of AI-generated educational content is 
sensitive to how prompts are formulated, that this sensitivity is poorly understood in 
applied educational contexts, and that no principled evaluation framework has been 
applied to examine these effects specifically for CEFR-aligned grammar instruction. 
Establishing a clearer understanding of this relationship is a prerequisite for the 
responsible and effective use of LLMs in language education. 
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1.2​ Topic justification 

The increasing use of large language models (LLMs) to generate educational explanations 
and instructional materials highlights the need for systematic evaluation of the quality of 
AI-generated content. Educators and instructional designers are beginning to rely on 
LLM outputs when preparing learning resources, yet the quality of generated 
explanations can vary depending on how prompts are formulated. Research indicates that 
individuals with higher AI literacy tend to produce more effective prompt formulations, 
leading to improved quality of LLM output in educational contexts (Knoth et al., 2024). 
Prompt engineering has been highlighted as an emerging practice that could enable more 
personalized and engaging educational interactions with LLM AI tools (Cain, 2023). In 
the absence of controlled empirical evaluation, it remains unclear how small changes in 
prompt structure influence the accuracy, completeness, clarity, and relevance of 
AI-generated educational content. This creates practical risks related to inconsistent 
information quality and unreliable instructional materials. 

From an Information Systems perspective, AI-generated texts can be treated as 
information artifacts whose output quality can be assessed using established evaluation 
criteria. Rather than conceptualizing prompts as theoretical constructs or design artifacts, 
this study treats prompt formulations as configurable input conditions that may influence 
system outputs. A controlled comparative evaluation allows systematic examination of 
how small, predefined prompt variations affect the quality of CEFR-aligned grammar 
explanations generated from authoritative educational sources. 

Methodologically, the study contributes by providing a structured, repeatable evaluation 
of prompt formulations under controlled conditions within a single LLM environment. 
While some studies investigate the effects of prompt engineering training on learners’ AI 
knowledge and skills (e.g., Woo et al., 2024), fewer controlled studies examine how 
prompt formulation itself impacts the quality of generated outputs. By applying 
standardized Information Quality dimensions and consistent scoring procedures across 
identical tasks, the study generates comparable evidence on output quality for the 
evaluated prompt variants. The focus on predefined grammar explanation tasks and 
bounded evaluation conditions ensures that findings remain within the defined scope of 
this Master’s thesis and provide empirically grounded insights for the selected 
educational context. 

1.3​ Purpose statement and research question(s) 

The purpose of this study is to conduct a controlled comparative evaluation of predefined 
prompt variations and examine their effect on the Information Quality of AI-generated 
educational content within a clearly defined instructional context. Specifically, the study 
focuses on CEFR-aligned grammar explanations generated by a single large language 
model (LLM) under constant technical conditions. 

Page 3 (53) 



Recent comparative research has demonstrated that increasingly structured and 
context-enhanced prompt formulations can lead to systematic improvements in output 
quality. For example, Huang et al. (2025)  report an upward trend in accuracy as prompts 
become more detailed and contextually enriched. Their findings suggest that prompt 
structure may function as a meaningful control mechanism shaping LLM-generated 
outputs. Building on this insight, the present study investigates whether similar systematic 
effects can be observed when evaluating grammar explanations through established 
Information Quality criteria. 

From an Information Systems perspective, prompts are treated as configurable input 
conditions, and LLM-generated texts are conceptualized as information artifacts. Output 
quality is evaluated using standardized Information Quality dimensions (Wang & Strong, 
1996), namely Accuracy, Completeness, Clarity, and Relevance. By isolating prompt 
wording as the only manipulated variable while keeping task content, model 
configuration, and evaluation procedures constant, the study aims to ensure internal 
validity and enable controlled comparison. 

The research employs a within-subjects experimental design. The same predefined 
grammar tasks are generated under multiple prompt conditions within a single LLM 
environment. Outputs are assessed using a standardized rubric and consistent scoring 
procedures. Evaluation is conducted blind to prompt conditions to minimize bias and 
ensure comparability across conditions. 

The study is guided by the following research questions: 

1.​ How do predefined variations in prompt formulation affect the Information 
Quality dimensions (Accuracy, Completeness, Clarity, and Relevance) of 
AI-generated CEFR-aligned grammar explanations? 

2.​ Are there statistically observable differences in Information Quality scores 
between the evaluated prompt variants under controlled, within-subject 
conditions? 

Hypotheses​
Based on prior empirical findings (e.g., Huang et al., 2025) and the assumption that 
increased prompt structure may guide model behavior more effectively, the following 
hypotheses are proposed: 

H1:​
Prompt condition has a statistically significant effect on the Information Quality of 
AI-generated grammar explanations. 

H1a: Mean Accuracy scores differ significantly across prompt conditions.​
H1b: Mean Completeness scores differ significantly across prompt conditions.​
H1c: Mean Clarity scores differ significantly across prompt conditions.​
H1d: Mean Relevance scores differ significantly across prompt conditions. 
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Where theoretically justified, it is expected that more structured and pedagogically 
specified prompt formulations will yield higher mean scores compared to minimally 
structured prompts. 

1.4​ Thesis organization 

This thesis is structured into seven chapters, designed to guide the reader from the 
theoretical underpinnings of Information Quality and AI through the empirical 
investigation of prompt variations to the final synthesis of findings. The contents of each 
chapter are outlined below: 

Chapter 1: Introduction. This chapter introduces the research area by contextualizing the 
rise of Large Language Models in education. It defines the research problem, specifically 
the "black box" nature of prompt-dependent outputs, and establishes the research aim and 
questions. The scope and significance of the study within the field of Informatics are also 
delineated. 

Chapter 2: Literature Review. This chapter provides a comprehensive review of existing 
research on LLMs in pedagogical contexts and the sensitivity of language models to 
prompt engineering. It situates the study within current debates on AI-generated 
educational content, prompt design practice, and the use of expert human evaluation in 
LLM output assessment.  

Chapter 3: Theoretical Framework. This chapter establishes the conceptual architecture 
that underpins the study. It develops three interconnected theoretical pillars: Information 
Quality theory as the evaluative lens for assessing AI-generated content; speech act 
theory and human-computer interaction as the basis for understanding prompts as 
configurable directive acts; and the ontology of information artifacts as the foundation for 
treating LLM-generated explanations as discrete, evaluable objects. Together, these 
pillars form a unified theoretical model connecting the study's input conditions, process, 
output, and evaluation procedure.  

Chapter 4: Methodology. Chapter details the experimental design used to evaluate the 
AI-generated explanations. It describes the within-subjects approach, the selection of the 
GPT-5.3 model, and the systematic variation of prompt conditions. It also outlines the 
expert-led blind evaluation procedure, the Likert-scale rubric, and the statistical tests 
(Shapiro-Wilk and Friedman test) employed for data analysis. 

Chapter 5: Results. This chapter presents the empirical data gathered from the expert 
evaluations. It provides a detailed breakdown of the performance of the four prompt 
variations across the dimensions of Accuracy, Completeness, Clarity, and Relevance. The 
results focus on the functional robustness of the model and the statistical significance (or 
lack thereof) between different prompt structures. 

Chapter 6: Discussion. In this chapter, the findings are interpreted through the lens of the 
theoretical framework established in Chapter 2. It explores the implications of the model's 
high baseline performance and discusses how directive speech acts influence pedagogical 
quality. The chapter also critically reflects on the challenges of human-expert evaluation 
and the reliability of qualitative metrics in AI assessment. 
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Chapter 7: Conclusion. The final chapter summarizes the research findings in relation to 
the initial research questions. It highlights the practical contributions of the 
study—specifically the finding that advanced LLMs maintain high instructional quality 
regardless of minor prompt modifications—and offers recommendations for future 
research and the development of AI-driven educational tools. 

References and Appendices. The thesis concludes with a comprehensive list of academic 
sources cited throughout the text, formatted according to APA 7.0 standards. The 
Appendices include the report on the use of generative artificial intelligence in the thesis 
(Appendix A), a description of the work division between the authors (Appendix B), the 
consent form (Appendix C), and an excerpt of the data analysis (Appendix D).  
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2​ Literature review 

A prompt is often treated as a technical instruction—an input string optimized through 
experimentation. Yet such a view obscures a much older and richer intellectual history in 
which language is not merely descriptive, but performative, situated, and world-shaping. 
Long before prompts became associated with artificial intelligence, scholars across 
philosophy, linguistics, psychology, and informatics asked a foundational question: What 
does language do? 

The modern understanding of prompting can be traced back to Austin’s (1962) seminal 
work, How to Do Things with Words, which overturned the assumption that language 
merely represents reality. Austin argued that certain utterances are actions in themselves. 
To speak is, in many cases, to act. He distinguished between the locutionary act (what is 
said), the illocutionary act (what is done in saying it), and the perlocutionary effect (what 
happens as a result). From this perspective, a prompt is not a neutral statement but an 
illocutionary act—an utterance deliberately designed to bring about action. When a user 
prompts a system, they are not describing a desired outcome; they are attempting to make 
something happen. 

Searle (1969) further formalized this insight by classifying speech acts according to their 
communicative intent. Of particular relevance is the category of directives—utterances 
intended to get the hearer to do something, such as requests, commands, questions, or 
instructions. Prompts fit squarely within this category. They are goal-directed 
communicative acts, shaped by intentionality and expectation. This formalization is 
crucial, as the logic of directive speech acts later becomes embedded in the design of 
information systems, where users issue commands, make requests, and guide system 
behavior through interaction. 

A second theoretical shift emerges with the cognitive and educational turn, most notably 
in the work of Vygotsky (1978). Although Vygotsky did not use the term “prompt,” his 
theory of the Zone of Proximal Development reframed learning as a socially mediated 
process in which external guidance enables internal cognitive development. From this 
perspective, prompts function as temporary cognitive scaffolds—tools that guide 
thinking, support problem-solving, and enable learners to perform tasks they could not 
accomplish independently. Later developments in educational psychology made this role 
explicit, conceptualizing prompts as structured interventions that regulate attention, 
trigger reflection, and support metacognition. Here, prompting becomes instrumental 
rather than philosophical: a prompt is no longer merely an utterance, but a cognitive 
intervention. As attention shifted from human–human interaction to human–machine 
interaction, theories of language and action entered new terrain. Conversation analysis 
and pragmatics emphasized that meaning emerges sequentially through interaction, rather 
than being fully contained in individual utterances. Prompts, in this view, are interactional 
moves—signals that shape the trajectory of dialogue. Suchman’s (1987) work, Plans and 
Situated Actions, marked a critical transition into information technology research by 
challenging the notion that instructions fully determine action. Suchman argued that 
instructions function as resources for situated action, interpreted and adapted in context 
rather than mechanically executed. This insight reframes prompts not as deterministic 
scripts, but as context-dependent, negotiated guides—a perspective that becomes 
foundational for Information Systems research. 
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In human–computer interaction, prompts take on a more concrete form. Commands, 
dialog boxes, menus, and system messages—“Enter password,” “Select option,” 
“Confirm action”—are all prompts embedded in interface design. HCI reframes these 
elements as affordances and interaction cues that guide user behavior. Hutchins’ (1995) 
theory of distributed cognition further expands this view by arguing that cognition is not 
confined to the human mind but is distributed across people, artifacts, and 
representations. Prompts thus become cognitive artifacts: external structures that shape 
reasoning and action. From this perspective, a prompt is not external to cognition; it is 
part of the system’s thinking. 

The intuitive ease of using natural language to interact with LLMs creates a deceptive 
barrier to systematic prompt engineering. Users' expectations stemming from 
human-to-human instructional experiences lead them to design prompts opportunistically 
rather than systematically, resulting in brittle and unreliable interactions 
(Zamfirescu-Pereira et al., 2023). Addressing this barrier requires reconceptualizing 
prompts not as technical inputs, but as interaction mechanisms. Recent work in HCI 
supports this shift: Liao et al. (2020) reframe AI transparency as a dynamic, interactional 
process rather than static technical disclosure, demonstrating that AI systems become 
effective when they respond to users' specific, situated inquiries through a 
"question-driven" framework. While theories of human conversational alignment provide 
insight into interactive language processes (Pickering & Garrod, 2004), the current study 
focuses on output quality under controlled prompt conditions rather than modeling 
human–AI communication mechanisms. Building on this interactional perspective, this 
research positions prompt engineering as the foundational interaction mechanism through 
which educators navigate the quality constraints of AI-driven educational information 
systems, transforming prompts from mere input strings into structured dialogues that 
encode pedagogical intent and quality criteria. 

White et al. (2023) advance prompt engineering from ad hoc experimentation toward 
systematic design practice by presenting a catalog of reusable prompt patterns analogous 
to software engineering design patterns, wherein each pattern documents a recurring 
problem, its solution structure, and contextual constraints—thereby establishing a 
knowledge transfer methodology that enables practitioners to apply proven solutions 
rather than rediscovering effective strategies through trial and error. While prescriptive 
guides for prompt engineering in educational and professional contexts have proliferated 
rapidly, Mesko (2023) emphasizes that effective prompting requires domain-specific 
expertise and iterative refinement, noting that medical professionals must verify all 
AI-generated content and develop critical judgment skills rather than relying on generic 
prompt templates—a caution that underscores the need for rigorous, context-specific 
evaluation frameworks when deploying LLM-generated content in high-stakes domains 
with strict quality constraints. Systematic reviews of educational prompt engineering 
identify a growing body of work on how prompts are used in instructional contexts, but 
also highlight a scarcity of controlled, empirical studies comparing the effects of prompt 
variations on output quality (Qian, 2025). 
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Educational deployment of LLMs operates under strict quality constraints rarely present 
in other domains. Baidoo-Anu and Ansah (2023) document how AI-generated 
educational content faces systematic challenges including factual inaccuracy, embedded 
biases from training data, and privacy vulnerabilities, all requiring rigorous 
pre-deployment evaluation. Extending this analysis, Kasneci et al. (2023) operationalize 
these quality concerns into specific evaluation dimensions: contextual understanding 
failures that compromise pedagogical appropriateness, bias and misinformation risks 
affecting content accuracy, limited support for critical thinking development, and ethical 
concerns around academic integrity—establishing a multidimensional framework that 
informs the quality assessment criteria applied in this study. 

The relationship between prompt formulation and the quality of large language model 
(LLM) outputs has emerged as a significant area of empirical inquiry, with growing 
evidence that how a prompt is constructed materially affects the information quality of 
generated content. Sclar et al. (2024) demonstrated that widely used LLMs are extremely 
sensitive to subtle changes in prompt formatting, with performance differences of up to 
76 accuracy points observed across prompt variants — establishing a strong theoretical 
basis for treating prompt formulation as a consequential independent variable. Building 
on this premise, Jacobsen and Weber (2025) developed a theory-driven prompt quality 
manual and compared three prompts of varying quality, finding that only the 
highest-quality prompt consistently produced high-quality LLM feedback when assessed 
by human raters, underscoring the importance of prompt design guidelines for 
maximising LLM output quality in educational contexts.  

Similarly, a comparative prompt strategy study by Gozzi and Di Maio (2024) explicitly 
employed the Friedman test as the primary statistical method for comparing LLM output 
quality across different prompting conditions, providing direct methodological precedent 
for the non-parametric within-subjects approach adopted in the present study. In the 
domain of language education specifically, Yavuz et al. (2025) examined how prompt 
formulation affects LLM grading quality in an EFL context, engaging 15 experienced 
EFL instructors as raters to evaluate outputs across five quality dimensions — grammar, 
content, organisation, style, and mechanics — under both a default and a fine-tuned 
prompt condition, offering a close parallel to the present study's design in terms of rater 
profile, rubric structure, and the manipulation of prompt formulation as the independent 
variable.  

The practice of using expert human rater panels to evaluate LLM-generated content 
across multiple quality dimensions has similarly been validated in the medical domain. 
Tulgar et al. (2026) employed 15 expert raters to evaluate the responses of four LLMs to 
frequently asked questions about nerve blocks, using a structured multi-dimensional 
rubric and the Friedman test for inter-group comparison, and assessed inter-rater 
reliability using the Fleiss Kappa statistic. Their evaluation framework — encompassing 
accuracy, comprehensiveness, relevance, and communication quality — closely parallels 
the Information Quality dimensions used in the present study.  

The choice of Krippendorff's Alpha as the inter-rater reliability measure in the present 
study is further supported by methodological precedent in the literature. A large-scale 
human-LLM annotation comparison study published in Scientific Reports (Bojić et al., 
2025) employed Krippendorff's Alpha specifically because of its suitability for ordinal 
data with multiple raters, using bootstrap simulations across annotator subsets to establish 
the stability of reliability estimates — a rationale consistent with the present study's 
selection of Alpha over Fleiss Kappa. Taken together, these studies establish a coherent 
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methodological foundation for the present research: the sensitivity of LLM outputs to 
prompt variation is empirically documented; the use of structured rubrics and expert 
human rater panels is an established practice; the Friedman test is an appropriate and 
precedented choice for comparing output quality across prompt conditions; and 
Krippendorff's Alpha represents a well-justified reliability measure for ordinal, multi-rater 
evaluation data. 

2.1​ CEFR 

The Common European Framework of Reference for Languages (CEFR) is an 
internationally recognised standard for describing language proficiency, developed by the 
Council of Europe and first published in its complete form in 2001 (Council of Europe, 
2001). The framework provides a comprehensive, transparent, and coherent basis for the 
elaboration of language syllabuses, curriculum guidelines, examinations, textbooks, and 
teacher training across Europe and beyond. Its core contribution to language education is 
the organisation of language proficiency into six hierarchical levels — A1, A2, B1, B2, 
C1, and C2 — each defined by a set of descriptors specifying what a learner can do with 
language at that level across the communicative domains of reading, writing, listening, 
and speaking. 

The six levels are grouped into three broad bands: Basic User (A1–A2), Independent User 
(B1–B2), and Proficient User (C1–C2). At the A1 level, learners can understand and use 
familiar everyday expressions and very basic phrases, interact in simple ways when the 
other person speaks slowly and clearly, and introduce themselves and others using learned 
formulaic language. At the A2 level, learners can communicate in simple and routine 
tasks requiring a direct exchange of information on familiar topics, describe aspects of 
their background and immediate environment, and express needs in simple terms. The B1 
level represents the threshold of independent language use: learners at this level can deal 
with most situations likely to arise while travelling in an area where the language is 
spoken, produce simple connected text on familiar topics, describe experiences and 
events, and briefly give reasons and explanations for opinions and plans (Council of 
Europe, 2001). 

The present study focuses on grammar explanations targeting A1, A2, and B1 learners, 
with the predominance of tasks situated at B1. This concentration reflects both the 
pedagogical significance of the B1 threshold — at which learners transition from 
formulaic to genuinely generative language use and therefore require increasingly precise 
grammatical understanding — and the range of grammar points commonly taught at these 
levels in CEFR-aligned instructional materials. Grammar instruction at B1 encompasses a 
wide variety of structurally complex contrasts, including tense distinctions, conditional 
structures, modal verbs, passive constructions, relative clauses, and article use, all of 
which form part of the task set evaluated in this study. The inclusion of A1 and A2 tasks 
extends the evaluative range and allows for examination of whether prompt effects vary 
with learner level, though the primary analytical focus remains at B1. 

Since its initial publication, the CEFR has undergone supplementary development, most 
notably through the publication of the CEFR Companion Volume (Council of Europe, 
2020), which expanded the descriptor scales to include mediation, online interaction, and 
plurilingual competence. While these extensions enrich the framework's scope, the core 
six-level proficiency structure and the associated grammar teaching expectations remain 
consistent across both versions and form the basis for the task design in this study. 
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2.2​ LLM in education 

The rapid development of large language models (LLMs) has significantly expanded the 
possibilities for automated content generation across professional and academic domains, 
with education emerging as one of the most actively explored areas of application. 
Generative AI systems such as ChatGPT are increasingly discussed as tools capable of 
supporting instructional content creation, lesson planning, and teaching practice at scale 
(Baidoo-Anu & Ansah, 2023). As these systems become more accessible, educators and 
instructional designers are beginning to incorporate AI-generated materials into their 
workflows, often without formal guidelines or quality assurance procedures. 

The potential benefits of LLMs in educational contexts are widely acknowledged in the 
literature. Baidoo-Anu and Ansah (2023) document a range of applications including 
personalised feedback generation, adaptive content creation, and the automation of 
routine instructional tasks. Kasneci et al. (2023) offer a more structured analysis, 
identifying opportunities for LLMs to support differentiated instruction, reduce teacher 
workload, and provide learners with on-demand access to explanatory content. In the 
domain of language education specifically, LLMs have been discussed as tools for 
generating grammar explanations, writing feedback, vocabulary instruction, and reading 
comprehension support, with the potential to scale personalised language instruction 
beyond what human teachers can provide individually (Cain, 2023). 

However, the deployment of LLMs in educational settings also introduces substantial 
concerns that the literature treats with increasing urgency. Kasneci et al. (2023) identify 
contextual understanding failures, bias embedded in training data, limited support for 
critical thinking development, and ethical concerns around academic integrity as primary 
challenges. Baidoo-Anu and Ansah (2023) document systematic problems including 
factual inaccuracy, content misalignment with target proficiency levels, and privacy 
vulnerabilities. These concerns are particularly consequential in grammar instruction, 
where explanatory precision is not merely desirable but pedagogically essential: an 
explanation that contains a factual error about a grammatical rule, omits a critical 
distinction, or is pitched at the wrong level of complexity may actively impede learner 
progress rather than support it. The quality of AI-generated grammar explanations 
therefore cannot be assumed on the basis of system capability alone but must be 
empirically evaluated against defined instructional criteria. 

Research on LLM quality evaluation in educational contexts has grown substantially in 
recent years, though controlled empirical studies comparing specific prompt formulations 
remain notably scarce (Qian, 2025). Huang et al. (2025) evaluated the quality of 
AI-generated digital educational resources for university teaching and learning, reporting 
that increasingly structured and contextually enriched prompts produced systematic 
improvements in output quality across multiple dimensions. Their findings suggest that 
prompt formulation functions as a meaningful control mechanism for shaping the quality 
of LLM-generated educational content, a premise that motivates the design of the present 
study. 

2.3​ Prompt engineering 

A prompt, in the context of LLM-based systems, is the natural language input through 
which a user configures system behaviour and elicits a response. Unlike traditional 
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software, which executes predefined workflows, LLMs interpret open-ended textual input 
and generate outputs whose quality and character are shaped substantially by how that 
input is formulated. This dependency makes prompt formulation a consequential design 
variable — one that has given rise to the emerging practice of prompt engineering. 

Prompt engineering is broadly defined as the systematic design and refinement of input 
instructions to optimise LLM outputs for specific purposes (White et al., 2023). White et 
al. (2023) advance the practice from ad hoc experimentation toward systematic design by 
presenting a catalogue of reusable prompt patterns analogous to software engineering 
design patterns, in which each pattern documents a recurring problem, its solution 
structure, and contextual constraints. This pattern-based approach establishes a 
knowledge transfer methodology that enables practitioners to apply proven prompt 
structures rather than discovering effective strategies through trial and error. Cain (2023) 
identifies prompt engineering as an emerging skill with particular relevance for 
educational applications, arguing that carefully constructed prompts can enable more 
personalised and pedagogically appropriate interactions with LLM tools than informal, 
intuitive approaches. 

The empirical evidence for the significance of prompt formulation is well established. 
Sclar et al. (2024) demonstrated that widely used LLMs are extremely sensitive to subtle 
changes in prompt formatting and structure, with performance differences of up to 76 
accuracy points observed across prompt variants on standardised benchmarks. This 
finding establishes a strong theoretical basis for treating prompt formulation as a 
consequential independent variable capable of materially shaping output quality. Jacobsen 
and Weber (2025) compared three prompts of varying quality in an educational feedback 
context, finding that only the highest-quality prompt consistently produced high-quality 
LLM feedback when assessed by human raters, underscoring the importance of deliberate 
prompt design for maximising output quality in instructional settings. 

Despite this evidence, the practical reality of how prompts are constructed in educational 
and professional contexts reveals a significant gap between what is theoretically possible 
and what is commonly practised. Zamfirescu-Pereira et al. (2023) demonstrated that users 
without formal AI expertise tend to approach prompt writing opportunistically, drawing 
on intuitions derived from human-to-human communication rather than applying 
systematic strategies. The result is a widespread reliance on informal, ad hoc prompt 
formulations whose effects on output quality remain largely unexamined. Knoth et al. 
(2024) found that individuals with higher AI literacy tend to produce more effective 
prompt formulations, producing improved LLM output quality in educational contexts, 
while Bashardoust et al. (2024) provide experimental evidence that targeted prompt 
engineering education can produce measurable improvements in output quality among 
professional users. Systematic reviews of the educational prompt engineering literature 
confirm that while interest in the area is growing rapidly, controlled empirical studies 
directly comparing the effects of different prompt formulations on the quality of 
generated content remain scarce (Lee & Palmer, 2025; Qian, 2025). 

The present study addresses this gap directly by comparing four predefined prompt 
formulations — varying in their degree of structural specification, pedagogical 
grounding, and length constraint — and evaluating their effects on the quality of 
CEFR-aligned grammar explanations generated by a single LLM under controlled 
conditions. 
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Although both studies support the broader premise that prompt formulation influences 
LLM output quality, their findings imply different underlying mechanisms. Huang et al. 
(2025) describe a graded relationship, in which output quality improves incrementally as 
prompts become more structured and contextually detailed — implying that any 
additional structure should yield some measurable benefit, however small. Jacobsen and 
Weber (2025), by contrast, found that only the highest-quality prompt among three tested 
produced consistently high-quality feedback, with the remaining conditions performing 
comparably poorly to one another — a pattern more consistent with a threshold effect, in 
which prompt quality matters chiefly at the boundary between adequate and inadequate 
formulation, rather than producing continuous improvement above that boundary. These 
two accounts are not strictly contradictory, but they generate different expectations for 
studies, such as the present one, that compare multiple prompt conditions that are all 
reasonably well-formed: a graded account would predict incremental differences across 
such conditions, while a threshold account would predict little difference once a basic 
quality floor has been met.  

2.4​ Information quality 

The theoretical framework applied to evaluate AI-generated outputs in this study draws 
on Information Quality (IQ) theory, an established area of inquiry within Information 
Systems research concerned with assessing the degree to which information is fit for the 
purposes of its intended users. The foundational contribution of Wang and Strong (1996) 
formalised IQ as a multidimensional construct, demonstrating through empirical 
investigation that information consumers evaluate quality along numerous distinct 
dimensions — including accuracy, completeness, consistency, and relevance — that 
cannot be reduced to a single measure. Their framework established that quality is not an 
intrinsic property of information in isolation but a relational property determined by the 
relationship between the information artifact, the context of use, and the needs of the end 
user. 

This relational understanding of quality is directly applicable to AI-generated grammar 
explanations, which are not evaluated in the abstract but in relation to the specific 
instructional purposes they are intended to serve. An explanation that is accurate in its 
grammatical content but fails to address the target CEFR level is not fit for purpose; 
equally, an explanation that is appropriately pitched but incomplete in its coverage of 
essential rule distinctions does not meet the informational needs of the learner. The IQ 
framework provides the conceptual tools to articulate these distinctions systematically 
and to evaluate them through a structured, comparable procedure. 

Four IQ dimensions are operationalised as the dependent variables of this study. Accuracy 
refers to the factual and rule correctness of the grammatical explanation and its 
accompanying examples. In grammar instruction, factual errors or imprecise formulations 
carry direct pedagogical consequences, as learners depend on the explanatory content to 
form correct mental representations of linguistic rules. Completeness refers to the degree 
to which an explanation covers the essential elements of the grammar point at an 
appropriate level of depth for the target CEFR proficiency level. An incomplete 
explanation, even if accurate in what it does include, may leave critical distinctions 
unaddressed and thereby fail its instructional purpose. Clarity refers to the degree to 
which the explanation is logically structured, clearly worded, and presented in a manner 
accessible to the intended learner. Relevance refers to the degree to which the explanation 
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directly addresses the requested grammar topic and remains focused on the stated 
instructional objective, without introducing peripheral or loosely related content. 

The selection of these four dimensions is supported by the specific quality concerns 
associated with AI-generated educational content identified in the literature. Kasneci et al. 
(2023) highlight accuracy, contextual appropriateness, and bias as primary quality 
concerns in the educational deployment of LLMs, while Baidoo-Anu and Ansah (2023) 
document systematic challenges including factual inaccuracy and content misalignment 
that directly motivate the need for structured IQ evaluation. The framework has also been 
applied in comparable empirical work: Tulgar et al. (2026) employed a structured 
multi-dimensional rubric encompassing accuracy, comprehensiveness, relevance, and 
communication quality to evaluate LLM-generated responses in a medical context, 
demonstrating the cross-domain applicability of the IQ-based evaluation approach and 
providing methodological precedent for the rubric design adopted in the present study. 

 

2.5​ Evaluating LLM outputs 

The practice of using expert human rater panels to evaluate LLM-generated content 
across multiple quality dimensions has been validated across a range of domains and 
provides the direct methodological precedent for the evaluation procedure employed in 
this study. In language education, Yavuz et al. (2025) examined how prompt formulation 
affects LLM grading quality in an EFL context, engaging fifteen experienced EFL 
instructors as raters to evaluate outputs across five quality dimensions — grammar, 
content, organisation, style, and mechanics — under both a default and a fine-tuned 
prompt condition. Their study offers a close parallel to the present research in terms of 
rater profile, rubric structure, and the manipulation of prompt formulation as the 
independent variable, and their finding that prompt formulation produced measurable 
differences in grading quality further supports the theoretical premise of the present study. 

In the medical domain, Tulgar et al. (2026) employed fifteen expert raters to evaluate the 
responses of four LLMs to frequently asked questions about nerve blocks using a 
structured multi-dimensional rubric and the Friedman test for inter-group comparison. 
Their evaluation framework — encompassing accuracy, comprehensiveness, relevance, 
and communication quality — closely parallels the IQ dimensions applied in the present 
study, and their methodological choices regarding rater panel size, blind evaluation 
procedure, and non-parametric statistical testing provide direct precedent for the 
analytical approach adopted here. 

The statistical methods employed in LLM output quality evaluation studies reflect the 
ordinal, non-normally distributed character of human rating data. Gozzi and Di Maio 
(2024) explicitly employed the Friedman test as the primary statistical method for 
comparing LLM output quality across different prompting conditions, providing 
methodological precedent for its use in the present study. It is worth noting that Gozzi and 
Di Maio's (2024) own substantive finding was itself equivocal: comparing single-task and 
multitask prompting strategies across five open-weight models, they found no definitive 
rule favoring one strategy over the other, concluding instead that relative performance 
was highly contingent on the specific model's architecture and training data. Their use of 
the Friedman test was thus employed, as in the present study, to test for — and in their 
case partly confirm — the absence of a uniform prompting effect. This lends some 
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precedent to the possibility that prompt-strategy effects may be model-dependent rather 
than universal, a possibility directly relevant to interpreting the null result reported in 
Chapter 5. For inter-rater reliability assessment, Bojić et al. (2025) employed 
Krippendorff's Alpha in a large-scale human-LLM annotation comparison study, selecting 
it specifically because of its suitability for ordinal data with multiple raters and its 
capacity to account for the degree of disagreement rather than treating all disagreements 
as equivalent. Their rationale is consistent with the present study's selection of 
Krippendorff's Alpha over alternative reliability statistics such as Fleiss' Kappa. 

Taken together, the studies reviewed in this section establish a coherent methodological 
foundation for the present research. The sensitivity of LLM outputs to prompt variation is 
empirically documented; the use of structured rubrics and expert human rater panels is an 
established evaluation practice; the Friedman test is an appropriate and precedented 
choice for comparing output quality across prompt conditions; and Krippendorff's Alpha 
represents a well-justified reliability measure for ordinal, multi-rater evaluation data. The 
present study extends this methodological tradition into the specific context of 
CEFR-aligned grammar instruction, applying an IQ-based evaluation framework to a 
controlled comparison of four predefined prompt formulations within a single LLM 
environment. 

A further consideration concerns the type of task on which prompt sensitivity has 
typically been demonstrated. Sclar et al.'s (2024) finding of performance differences of up 
to 76 accuracy points was obtained on standardised benchmark tasks, which generally 
involve a discrete correct answer against which model outputs can be scored 
automatically. Open-ended generative tasks, such as producing a grammar explanation for 
a target CEFR level, differ from this in that quality is multidimensional and judged by 
human raters against a rubric rather than against a single correct response. Whether the 
extreme prompt sensitivity documented on benchmark tasks transfers to open-ended 
generative tasks of this kind is not established by the existing literature and is addressed 
directly by the present study.  
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3​ Theoretical framework 

The theoretical framework of this study rests on three interconnected pillars, each of 
which addresses a distinct conceptual dimension of the research problem. The first 
concerns the evaluative lens through which AI-generated content is assessed, grounded in 
Information Quality theory from Information Systems research. The second concerns the 
theoretical status of prompts as configurable input conditions that shape system behavior, 
grounded in speech act theory and the philosophy of human-computer interaction. The 
third concerns the ontological status of LLM-generated texts as information artifacts 
whose quality properties are measurable independently of the process that produced them. 
Together, these pillars form a coherent theoretical model that justifies the study's design, 
variables, and evaluation procedure. 

Information Quality (IQ) is an established area of inquiry within Information Systems 
research, concerned with assessing the degree to which information is fit for the purposes 
of its intended users. The foundational contribution of Wang and Strong (1996) 
formalized IQ as a multidimensional construct, demonstrating through empirical 
investigation that information consumers evaluate quality along numerous distinct 
dimensions — including accuracy, completeness, consistency, and relevance — that 
cannot be reduced to a single measure. Their framework established that quality is not an 
intrinsic property of information in isolation, but a relational property determined by the 
relationship between the information artifact, the context of use, and the needs of the end 
user. This relational understanding of quality is directly applicable to the present study, in 
which AI-generated grammar explanations are assessed not in the abstract but in relation 
to the specific instructional purposes they are intended to serve. 

Four IQ dimensions are operationalized as the dependent variables of this study. 
Accuracy refers to the factual and rule correctness of the grammatical explanation and its 
accompanying examples. In grammar instruction, where learners depend on the 
explanatory content to form correct mental representations of linguistic rules, factual 
errors or imprecise formulations carry direct pedagogical consequences. Completeness 
refers to the degree to which an explanation covers the essential elements of the grammar 
point at an appropriate level of depth for the target CEFR proficiency level. An 
incomplete explanation, even if accurate in what it does include, may leave critical 
distinctions unaddressed and thereby fail its instructional purpose. Clarity refers to the 
degree to which the explanation is logically structured, clearly worded, and presented in a 
manner accessible to the intended learner. Relevance refers to the degree to which the 
explanation directly addresses the requested grammar topic and remains focused on the 
stated instructional objective, without introducing peripheral or loosely related content. 

A central theoretical premise of this study is that prompts are not neutral or transparent 
conduits through which user intentions pass unchanged into system outputs. Rather, 
prompts are structured communicative acts that actively configure system behavior and 
thereby shape the quality of what is generated. This premise draws on two 
complementary theoretical traditions, both of which are concerned with the relationship 
between language, intention, and action. 
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The first tradition is speech act theory, as developed by Austin (1962) and formalized by 
Searle (1969). Austin's foundational insight was that language does not merely describe 
states of affairs but performs actions. His distinction between the locutionary act, the 
illocutionary act, and the perlocutionary effect established that the force of an utterance 
— what it does — is not fully determined by its propositional content alone, but by its 
form, context, and the conventions governing its interpretation.  

Searle (1969) extended this analysis by classifying speech acts according to their 
communicative function, identifying directives — utterances intended to bring about 
action on the part of the addressee — as a fundamental category. Prompts issued to LLMs 
are precisely directive speech acts: they are goal-directed communicative acts whose 
formulation encodes intention and expectation. The theoretical implication is significant: 
if prompts are directive acts whose force depends on their formulation, then variations in 
prompt wording are not superficial but carry genuine communicative and functional 
consequences.  

The second tradition concerns the situated and context-dependent nature of instructions in 
human-computer interaction. Suchman (1987) argued against the assumption that 
instructions fully determine the actions that follow from them, demonstrating instead that 
instructions function as resources for situated action — interpreted, adapted, and applied 
in context rather than mechanically executed. Hutchins (1995) extended this perspective 
through the theory of distributed cognition, which holds that cognitive processes are not 
confined to individual minds but are distributed across people, artifacts, and 
representational structures. From this perspective, a prompt is a cognitive artifact: an 
external structure that participates in the reasoning process of the system it addresses, 
shaping the trajectory of its output. Together, Suchman and Hutchins establish that small 
variations in the wording of an instruction can produce meaningfully different responses, 
not because systems are arbitrary, but because interpretation is inherently 
context-sensitive.  

This theoretical grounding is empirically validated by Sclar et al. (2024), who 
demonstrated that widely used LLMs exhibit extreme sensitivity to minor variations in 
prompt structure and formatting, with performance differences of up to 76 accuracy 
points observed across prompt variants. This finding confirms that prompt formulation 
constitutes a consequential independent variable in LLM-based systems.  

In the present study, prompt formulation is therefore treated as a configurable input 
condition — the sole manipulated variable — while all other system parameters are held 
constant. This operationalization is theoretically justified by the speech act tradition, 
which establishes that formulation matters, and empirically supported by evidence that 
LLM outputs are measurably sensitive to it.  

The contemporary HCI tradition extends this theoretical line into the specific context of 
human–AI interaction. Liao et al. (2020) reframe AI transparency not as a static technical 
property of a system but as a dynamic, interactional achievement that emerges through 
situated dialogue between user and system.  
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In their question-driven framework, the quality of an AI system's response is understood 
as a function of how well the system responds to the specific, situated inquiries a user 
brings to it — inquiries that are themselves shaped by how the user formulates their input.  

This reframing is directly relevant to the present study: if the quality of a response is 
interactionally produced, then the formulation of the prompt — the user's side of the 
interaction — is not a peripheral concern but a design variable with measurable 
consequences. Liao et al.'s framework thus provides contemporary HCI grounding for 
treating prompt formulation as an interaction mechanism through which users configure 
the informational output of an AI system, bridging the philosophical tradition of Suchman 
and Hutchins with the practical reality of how educators and instructional designers 
engage with LLM-based tools. In this light, prompt engineering is not merely a technical 
practice but an interactional one — a form of structured dialogue in which the user 
encodes pedagogical intent and quality criteria through the design of their input. 

The selection of these four dimensions is theoretically grounded in the fitness-for-use 
principle established by Wang and Strong (1996) and is further supported by the specific 
quality concerns associated with AI-generated educational content identified in the 
literature. Kasneci et al. (2023) highlight accuracy, contextual appropriateness, and bias 
as primary quality concerns in the educational deployment of LLMs, while Baidoo-Anu 
and Ansah (2023) document systematic challenges including factual inaccuracy and 
content misalignment that directly motivate the need for structured IQ evaluation. By 
applying these dimensions through a standardized rubric, the study treats each 
AI-generated explanation as an information artifact whose fitness for educational use can 
be assessed systematically and comparably across conditions. 

The third theoretical pillar concerns the ontological status of the texts generated by the 
LLM under evaluation. This study conceptualizes AI-generated grammar explanations as 
information artifacts: discrete, bounded objects produced by an information system, 
carrying informational content, and possessing quality properties that are assessable 
independently of the process through which they were generated. This framing is 
grounded in the Information Systems tradition of treating system outputs as artifacts with 
measurable properties that can be evaluated against defined criteria of fitness for use. 

The concept of the cognitive artifact, as developed by Hutchins (1995), further enriches 
this framing. Cognitive artifacts are external representations designed to carry 
information and support cognitive activity — they exist outside the mind but participate 
in cognitive processes by structuring attention, encoding knowledge, and guiding action. 
A grammar explanation is precisely such an artifact: it is an external representation 
intended to convey a linguistic rule, support a learner's cognitive engagement with that 
rule, and enable correct language use. Its quality as an artifact is therefore assessable in 
terms of how effectively it performs this cognitive and instructional function. 

Page 18 (53) 



This framing carries two important methodological implications. First, it justifies the 
rubric-based evaluation approach adopted in this study: if the output is an artifact with 
definable quality properties, those properties can be assessed using a structured 
instrument with explicit criteria. Second, it justifies the blind evaluation procedure, 
whereby evaluators assess each explanation on the basis of its content alone, without 
knowledge of the prompt condition that produced it. The artifact is evaluated for what it 
is, not for how it came to be. 

The three theoretical pillars outlined above are not independent constructs but 
components of a unified theoretical model that maps directly onto the structure of this 
study. The model can be articulated as a four-stage sequence connecting input, process, 
output, and evaluation. 

At the input stage, prompt formulation functions as the configurable independent 
variable. Grounded in speech act theory, prompts are understood as directive 
communicative acts whose formulation — including their degree of structure, 
pedagogical specificity, and length constraint — encodes different instructional intentions 
and thereby produces different configurational effects on system behavior. Four 
predefined prompt conditions, varying systematically in their formulation while holding 
task content constant, constitute the manipulated input conditions of the study. 

At the process stage, the LLM is treated as a black-box information system operating 
under constant technical parameters. The study does not seek to model or explain the 
internal mechanisms through which the system processes input and generates output. The 
theoretical framing requires only that the system is understood as an 
information-producing artifact whose outputs are shaped by its inputs — a premise 
empirically supported by Sclar et al. (2024). 

At the output stage, the AI-generated grammar explanations are conceptualized as 
information artifacts, as established above. Each explanation is a discrete, evaluable 
object whose quality properties are independent of the prompt condition that generated it 
— a condition enforced by the blind evaluation procedure. 

At the evaluation stage, the four IQ dimensions — Accuracy, Completeness, Clarity, and 
Relevance — function as the dependent variables through which output quality is 
assessed. Grounded in the IQ framework of Wang and Strong (1996), these dimensions 
provide a principled, multidimensional basis for comparing outputs across prompt 
conditions. 

It is important to state clearly what this theoretical framework does not claim. It does not 
model the internal mechanisms of the LLM or make claims about why particular prompt 
formulations produce particular outputs at the level of system architecture. It does not 
address learner outcomes or make claims about the pedagogical effectiveness of the 
evaluated explanations in actual instructional settings. And it does not generalize beyond 
the specific prompt conditions, grammar tasks, and evaluation procedures defined within 
this study. These boundaries are not limitations of the framework but deliberate 

constraints that preserve the internal validity and interpretive integrity of the research.  
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4​ Methodology 

Investigating how prompt formulation affects the Information Quality of AI-generated 
educational content requires a research design capable of isolating prompt wording as the 
sole source of variation while holding all other conditions constant. This chapter presents 
and justifies the methodological choices made to meet that requirement. It proceeds from 
the philosophical assumptions grounding the study through to the experimental design, 
data generation procedure, evaluation instrument, inter-rater reliability assessment, and 
statistical analysis approach. 

4.1​ Philosophical tradition 
This study is grounded in a post-positivist philosophical tradition. Post-positivism holds 
that an external reality exists independently of the observer, but that this reality can only 
be known approximately and imperfectly through systematic, controlled observation 
(Guba & Lincoln, 1994). Ontologically, the study adopts a realist position: the quality 
properties of AI-generated grammar explanations — their accuracy, completeness, clarity, 
and relevance — are treated as real, assessable phenomena that exist independently of any 
individual rater's perception. It is this ontological commitment that makes cross-rater and 
cross-condition comparison theoretically meaningful. If output quality were entirely 
observer-dependent and subjectively constructed, there would be no coherent basis for 
aggregating scores across ten raters or for comparing mean scores across four prompt 
conditions. The realist ontology underpinning this study asserts that differences in output 
quality are genuine features of the artifacts under evaluation, even if they can only be 
approximated rather than measured with perfect precision. 

Epistemologically, the study adopts an objectivist position, holding that reliable and 
comparable knowledge about output quality can be generated through structured, 
systematic observation using standardized instruments (Creswell & Creswell, 2018). This 
epistemological commitment manifests directly in the design choices of the study. The 
standardized evaluation rubric with explicit scoring anchors for each IQ dimension, the 
blind evaluation procedure that prevents raters from identifying the prompt condition 
associated with each output, the use of ten practising English teachers as independent 
raters, and the statistical analysis of aggregated scores using the Friedman test are all 
procedural expressions of the belief that controlled and replicable observation produces 
dependable empirical knowledge. Consistent with the post-positivist tradition, however, 
perfect objectivity is neither assumed nor claimed. The absence of pre-scored worked 
examples from the rater calibration procedure is acknowledged as a constraint that may 
have introduced interpretive variance, particularly at the middle points of the scoring 
scale. Systematic procedures are designed to minimize such variance, but the possibility 
of residual subjectivity is recognized as an inherent feature of human-rated evaluation 
data. 

The post-positivist philosophical position determines the overall shape of the research 
design in ways that distinguish it clearly from interpretivist or constructivist alternatives. 
An interpretivist approach would prioritize understanding how individual learners or 
educators subjectively experience and make meaning from grammar explanations — a 
legitimate but distinct research agenda. The present study is not concerned with 
subjective meaning-making. It is concerned with whether measurable, comparable 
differences in information quality exist across predefined prompt conditions under 
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controlled and replicable conditions. This question is answerable only through a design 
that operationalizes quality as a quantifiable construct, manipulates prompt formulation as 
an independent variable, holds all other parameters constant, and tests formal hypotheses 
against empirical data — all of which are characteristic expressions of the post-positivist 
tradition as described by Creswell and Creswell (2018). The philosophical position thus 
provides the foundational justification for every major design decision that follows in this 
methodology chapter. 

4.2​ Methodological approach 
This study adopts a quantitative, controlled comparative evaluation design to examine 
how predefined variations in prompt formulation affect the Information Quality (IQ) of 
AI-generated educational content. A within-subjects experimental design is employed, in 
which the same set of 20 grammar tasks is generated under four distinct prompt 
conditions within a single large language model (LLM) environment. 

The independent variable is prompt formulation, operationalised as four predefined 
conditions: (A) Minimal Instruction, (B) Structured Instruction, (C) Pedagogically 
Anchored Instruction, and (D) Length-Constrained Instruction. All other factors — 
including the grammar task, model configuration, and evaluation procedure — are held 
constant to ensure internal validity. 

The dependent variables are four Information Quality dimensions applied to each 
generated output: Accuracy, Completeness, Clarity, and Relevance. These dimensions are 
assessed using a standardised evaluation rubric with explicit scoring anchors (see Section 
4.3.1). 

The study is grounded in CEFR-aligned grammar instruction across proficiency levels A1 
to B1. Twenty grammar tasks are selected to provide sufficient scope for comparative 
evaluation while remaining feasible within a Master's thesis study. Tasks are drawn from 
six grammatical categories and sourced from authoritative educational materials including 
CEFR descriptors, British Council resources, OpenStax materials, and university 
grammar handbooks. 

The six categories and their constituent tasks are as follows: 

-​ Tenses and future forms (4 tasks): Past Simple vs Present Perfect; Present 
Perfect vs Present Perfect Continuous; Past Simple vs Past Continuous; Will vs 
Going To. 

-​ Conditionals (3 tasks): Zero conditional; First conditional; Second conditional. 

-​ Modal verbs (3 tasks): Can and can't (ability); Can and may (permission); 
Should and must. 

-​ Passive voice (3 tasks): Passive verb forms; Active vs Passive voice; Passive 
with modal verbs. 

-​ Relative clauses (3 tasks): Defining relative clauses; Non-defining relative 
clauses; Relative pronouns as objects (omission). 
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-​ Articles (4 tasks): A/an vs the; Zero article; Articles with geographical names; 
Special uses of the. 

Tasks span three CEFR proficiency levels: A1 (Can and can't), A2 (Zero conditional; 
Can and may), and B1 (all remaining 17 tasks). The predominance of B1 tasks reflects 
the stated focus of the study, while the inclusion of A1 and A2 tasks extends the range of 
instructional contexts covered and allows for examination of whether prompt effects vary 
with learner level. 

Two distinct instructional task structures are used, depending on whether the grammar 
point involves a contrast between two forms or the explanation of a single form: 

-​ Contrastive structure: Explain the difference between [Form A] and [Form B] 
for a [CEFR level] learner. Applied to tasks where the pedagogical goal is to 
distinguish two related forms (e.g., tense pairs, active vs passive, can vs may). 

-​ Explanatory structure: Explain [grammar point] for a [CEFR level] learner. 
Applied to tasks where the grammar point is treated as a standalone concept (e.g., 
zero conditional, defining relative clauses, passive verb forms). 

The prompt condition wording is then appended consistently to whichever base structure 
applies. In both cases, task content, CEFR level specification, and core instructional 
intent are held constant across the four prompt conditions, ensuring that prompt 
formulation remains the only manipulated variable. 

One notable deviation from prompt standardisation is observed in the Prompt B variant 
for Will vs Going To, which specifies heading names (Rule, Usage, Examples) and a 
minimum of two examples including one per form — detail not present in other Prompt B 
variants. This deviation is documented and treated as a task-level irregularity. Its potential 
influence on scores for that task will be noted in the analysis. 

4.3​ Methods/techniques for data collection  
All outputs are generated using a single, fixed LLM under identical technical conditions 
(model version, and system configuration). The only manipulated element is the prompt 
formulation. For each of the 20 grammar tasks, four outputs are generated — one per 
prompt condition — producing a structured dataset of 80 AI-generated explanations.  

Table 1 

Dataset structure: tasks, conditions, and total outputs 
 

Prompt condition Grammar tasks Outputs per task Total outputs 

A: Minimal instruction 20 1 20 

B: Structured instruction  20 1 20 

C: Pedagogically anchored  20 1 20 

D: Length-constrained 20 1 20 
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Total 80 unique tasks 4 80 outputs 

 

All generated outputs are recorded and assigned unique identifiers. Prior to evaluation, 
outputs are randomised and anonymised so that evaluators cannot identify the underlying 
prompt condition. This blind evaluation procedure is managed by the researchers and is 
not disclosed to evaluators at any point during scoring. 

4.3.1​ Evaluation instrument 
Generated outputs are evaluated as information artifacts using a standardised rubric based 
on four Information Quality dimensions. Each dimension is rated on a 5-point Likert 
scale with clearly defined scoring anchors. Observable indicators guide each scoring 
decision to ensure consistency across evaluators and outputs. 

Table 2 

IQ dimensions, indicators, and scoring anchors 
 

IQ dimension Score & Performance Criteria 

Accuracy 
 
Factual and rule correctness of the 
grammatical explanation and examples 
provided. 

5 – No factual inaccuracies in rules or 
examples. 
  
4 – Mostly accurate; very minor imprecision 
that does not affect understanding. 
  
3 – Minor inaccuracies or imprecise 
formulations present. 
  
2 – Noticeable inaccuracies in rules or 
examples that may cause some 
misunderstanding. 
  
1 – Major rule errors or misleading examples. 
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Completeness 
 
Coverage of the essential elements of the 
grammar rule appropriate for the target 
CEFR level. 

5 – All essential elements covered, including 
clear explanation and appropriate examples. 
  
4 – Most essential elements covered; only 
minor details missing. 
  
3 – Some important elements missing or 
insufficiently explained. 
  
2 – Several key elements are missing, 
resulting in a partially incomplete 
explanation. 
  
1 – Highly incomplete; major elements of the 
grammar rule are missing. 
 
 

Clarity 
  
Degree to which the explanation is clearly 
structured, easy to understand, and logically 
organised for the intended learner level. 

5 – Very clear, well-structured, and easy to 
follow; formatting and examples support 
understanding. 
  
4 – Generally clear and well organised, with 
only minor issues in structure or wording. 
  
3 – Understandable but somewhat unclear, 
poorly structured, or inconsistently formatted 
in parts. 
  
2 – Difficult to follow due to weak structure, 
unclear wording, or confusing organisation. 
  
1 – Very unclear or poorly organised, making 
understanding difficult. 
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Relevance 
  
Degree to which the explanation directly 
addresses the requested grammar topic and 
remains focused on the instructional objective. 

5 – Fully focused on the requested topic; all 
information is relevant and precisely aligned 
with the task. 
  
4 – Mostly relevant and focused, with only 
minor unnecessary or slightly off-topic 
details. 
 
3 – Generally addresses the topic but includes 
some irrelevant or loosely related information. 
  
2 – Only partially addresses the topic; 
includes noticeable irrelevant or unfocused 
content. 
  
1 – Largely irrelevant to the requested topic or 
failing to address the task appropriately. 

 

Scores for each dimension are recorded independently using a structured scoring 
template. Outputs are presented to evaluators in randomised order to minimise 
sequencing effects. Evaluators assess each explanation independently and are instructed 
not to discuss ratings until all scoring is complete. 

4.3.2​ Evaluators and inter-rater reliability 

To establish the suitability of the rater panel, all ten evaluators were asked to provide 
background information on their teaching experience, professional context, and 
familiarity with the CEFR. The responses confirm that all participating raters are 
practising teachers of English with direct classroom or tutoring experience. Teaching 
experience ranged from early-career practitioners with up to two years of experience to 
more established teachers with six to ten years, with the majority falling in the three to 
five year range — sufficient to have developed working knowledge of English grammar 
instruction and learner needs at the target proficiency levels. Teaching contexts 
represented include school education, private tutoring, and other instructional settings, 
indicating a breadth of professional background rather than a homogeneous evaluator 
profile. With respect to CEFR familiarity — an optional item — the majority of 
responding raters described themselves as very familiar with the framework, with one 
rater reporting some familiarity and one reporting no prior familiarity. This distribution 
indicates that most evaluators were well-positioned to assess the appropriateness of 
grammar explanations relative to the A1–B1 proficiency levels represented in the task set. 
Taken together, the rater profiles support the validity of the evaluation panel as a group of 
domain-competent practitioners capable of applying the IQ rubric to CEFR-aligned 
instructional content.  

Prior to scoring, all evaluators received the evaluation instrument containing detailed 
written anchor descriptions for each IQ dimension and scoring level. The rubric was 
designed to minimise interpretive variation by providing explicit behavioural descriptors 
for each scale point — covering Accuracy, Completeness, Clarity, and Relevance — 
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enabling evaluators to apply criteria independently. All evaluators scored the full dataset 
independently and blind to prompt conditions. 

A limitation of this procedure is the absence of pre-scored worked examples illustrating 
each scale point applied to real output. While the written descriptors provide clear 
criteria, worked examples would have further reduced interpretive variance, particularly 
in the middle range of the scale where rater judgement is most likely to diverge. This is 
acknowledged as a constraint on the strength of the calibration procedure. 

Inter-rater reliability (IRR) is assessed using Krippendorff's Alpha calculated separately 
for each IQ dimension. Krippendorff's Alpha is selected because it is designed for ordinal 
data, accommodates any number of raters, and accounts for the degree of disagreement 
rather than treating all disagreements equally. An Alpha of 0.60 or above is adopted as the 
threshold for acceptable reliability, consistent with conventions in content analysis 
research. If Alpha falls below this threshold for any dimension, the scoring procedure and 
rubric descriptors will be reviewed before final analysis proceeds. 

4.4​ Methods/techniques for data analysis  
The data analysis procedure was designed to systematically address both research 
questions and to test the four hypotheses stated in Section 1.3. All analyses were 
conducted in Python 3 using the following libraries: pandas and numpy for data 
management and transformation, scipy.stats for inferential testing, krippendorff for 
inter-rater reliability calculation, pingouin for supplementary statistical procedures, and 
seaborn and matplotlib for visualisation. The analysis proceeded through five sequential 
stages: data preparation, inter-rater reliability assessment, descriptive analysis, normality 
testing, and inferential statistical testing. 

4.4.1​ Data preparation 

The raw dataset consisted of 800 observations, representing the scores assigned by ten 
raters to 80 AI-generated grammar explanations across four Information Quality 
dimensions. Prior to analysis, ordinal rating labels were converted to their corresponding 
integer values on a five-point scale: Very poor = 1, Poor = 2, Acceptable = 3, Good = 4, 
and Excellent = 5. This transformation preserved the ordinal structure of the data while 
enabling quantitative comparison across conditions. The dataset was verified to contain 
no missing values following the mapping procedure. Observations corresponding to a 
task-level prompt deviation in the Will vs Going To task — where Prompt B was 
formatted differently from the standardised condition — were retained in the dataset but 
noted as a potential source of task-level irregularity, consistent with the documentation in 
Section 4.2. 

4.4.2​ Inter-rater reliability 

Inter-rater reliability (IRR) was assessed using Krippendorff's Alpha, calculated 
separately for each of the four IQ dimensions. The reliability matrix was structured with 
raters as rows and unique AI-generated outputs as columns, producing a 10 × 80 matrix 
per dimension. This structure reflects the full scope of the rating task — ten independent 
raters each evaluating the complete set of 80 outputs — and is the appropriate 
configuration for computing Alpha across a multi-rater, multi-item ordinal dataset 
(Krippendorff, 2004). 
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Krippendorff's Alpha was selected over Fleiss' Kappa for three methodological reasons. 
First, Alpha is designed for ordinal data and weights disagreements according to the 
distance between scale points, rather than treating all disagreements as equivalent. 
Second, Alpha is applicable to any number of raters and does not require complete data or 
a fixed number of raters per item. Third, Alpha has been identified in the methodological 
literature as the more appropriate measure for multi-rater ordinal evaluation data of this 
type (Bojić et al., 2025). The threshold for acceptable reliability was set at α ≥ 0.60, 
consistent with established conventions in content analysis research (Krippendorff, 2004) 
and with the threshold stated in the methodology chapter of this thesis. 

4.4.3​ Descriptive statistics 

Descriptive statistics were computed for each IQ dimension separately by prompt 
condition. In accordance with the non-parametric character of the data and the approach 
adopted in comparable studies evaluating LLM output quality (Tulgar et al., 2026), results 
are reported as medians and interquartile ranges (IQR), supplemented by minimum and 
maximum values to characterise the full distributional range. Descriptive statistics were 
computed across the complete pool of rater scores — that is, across all ten raters for each 
prompt condition — providing a summary of how scores were distributed at the level of 
the full dataset rather than at the level of aggregated task means. The resulting statistics 
are reported and discussed in Section 5.2.  

4.4.4​ Normality testing 

Prior to inferential testing, the distributional properties of the data were examined using 
the Shapiro-Wilk test, applied separately to each IQ dimension within each prompt 
condition, yielding sixteen normality tests in total. The Shapiro-Wilk test was selected 
because it is regarded as among the most powerful tests of normality for sample sizes of 
the kind encountered here (Razali & Wah, 2011). The null hypothesis for each test was 
that the data followed a normal distribution; rejection at p < .05 was taken as evidence of 
non-normality and as grounds for employing non-parametric rather than parametric 
inferential procedures. The results of these tests are reported in Section 5.3.  

4.4.5​ Inferential statistical analysis 

Aggregation procedure. To prepare the data for within-subjects inferential testing, scores 
were first aggregated across raters. For each unique combination of grammar task and 
prompt condition — producing 80 task-prompt cells — the median score across the ten 
raters was computed for each IQ dimension. The median was used rather than the mean 
because the data are ordinal and, as confirmed by the normality tests, non-normally 
distributed; the median is therefore the more appropriate measure of central tendency for 
this data type. This aggregation step reduced the dataset from 800 individual rater 
observations to 80 task-prompt medians, structured as 20 grammar tasks × 4 prompt 
conditions, forming the repeated-measures matrix for the Friedman test. 

Primary analysis: Friedman test. The Friedman test was selected as the primary 
inferential procedure for comparing output quality across the four prompt conditions. The 
Friedman test is a non-parametric alternative to the one-way repeated-measures ANOVA, 
appropriate when the dependent variable is measured on an ordinal scale and when 
normality cannot be assumed (Field, 2013). Its within-subjects structure is directly 
aligned with the experimental design of this study, in which the same 20 grammar tasks 
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were generated under all four prompt conditions, making the task the natural blocking 
unit. The test was conducted separately for each of the four IQ dimensions, producing a 
chi-square statistic χ²(3) and an associated p-value. The significance threshold was set at 
α = .05. This approach is consistent with methodological precedent in the LLM 
evaluation literature, where the Friedman test has been employed as the primary statistical 
method for comparing output quality across prompting conditions (Gozzi & Di Maio, 
2024) and across LLM models on structured quality rubrics (Tulgar et al., 2026). 

Effect size was estimated using Kendall's W, which is the standard effect size measure 
associated with the Friedman test. Kendall's W ranges from 0 (no agreement among 
conditions) to 1 (perfect agreement), with values of approximately 0.1, 0.3, and 0.5 
conventionally interpreted as small, medium, and large effects respectively (Tomczak & 
Tomczak, 2014). Reporting Kendall's W alongside the test statistic and p-value allows the 
practical significance of any observed differences to be assessed independently of 
statistical significance. 

Post-hoc analysis. In the event that the Friedman test yielded a statistically significant 
result for any IQ dimension, pairwise post-hoc comparisons were planned using the 
Wilcoxon signed-rank test, applied to all six possible pairs of prompt conditions (A vs B, 
A vs C, A vs D, B vs C, B vs D, C vs D). To control the familywise error rate across 
multiple comparisons, the Bonferroni correction was applied, yielding an adjusted 
significance threshold of p < .0083 (0.05 ÷ 6). Effect size for each pairwise comparison 
was estimated using the rank-biserial correlation coefficient r, computed as r = 1 − (2W) / 
(n(n+1)), where W is the Wilcoxon test statistic and n is the number of paired 
observations. The rank-biserial correlation is the standard effect size measure for the 
Wilcoxon signed-rank test and is interpretable on a scale from −1 to +1, with values of 
±0.1, ±0.3, and ±0.5 indicating small, medium, and large effects respectively (Field, 
2013). 

4.4.6​ Visualisation 

Score distributions across prompt conditions were visualised using combined violin and 
boxplot figures, produced separately for each IQ dimension. Violin plots were included to 
display the full distributional shape of the rating data, including density estimates at each 
score level. Boxplots were overlaid to indicate the median and interquartile range for each 
condition. Raw data points were superimposed as a strip plot to preserve transparency 
regarding the underlying observation-level distribution. Friedman test statistics and 
p-values were annotated directly on each figure panel to enable integrated reading of the 
visual and inferential results. Figures were generated at 300 dpi resolution for inclusion in 
this thesis. The resulting figure is presented and discussed in Section 5.4, alongside the 
corresponding numerical results.  

 

4.5​ Reliability and Validity  

This section addresses the methodological quality of the study in terms of reliability, 
internal validity, and the limitations that bear on the interpretive scope of the findings. 
Given the post-positivist philosophical foundation of the study, methodological quality is 
understood as the degree to which the design minimises systematic error, controls for 
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confounding factors, and produces findings that are replicable and interpretable within 
clearly stated boundaries. 

4.5.1​ Reliability 

Reliability in quantitative research refers to the consistency and stability of measurement 
— the degree to which the same procedure, applied under the same conditions, produces 
the same results (Creswell & Creswell, 2018). In this study, reliability is operationalised 
at two levels: the consistency of the measurement instrument across raters (inter-rater 
reliability), and the consistency of the data generation procedure across tasks and 
conditions. 

Inter-rater reliability. Inter-rater reliability was assessed using Krippendorff's Alpha, 
calculated separately for each of the four IQ dimensions across a 10 × 80 rating matrix. 
The resulting Alpha values ranged from −0.034 (Accuracy) to +0.040 (Completeness), all 
of which fall substantially below the acceptable threshold of α ≥ .60 established in the 
methodology and consistent with conventions in content analysis research (Krippendorff, 
2004). 

These values require careful and honest interpretation. Near-zero Alpha does not 
necessarily indicate that raters scored randomly or that the rating instrument was 
non-functional. Rather, Krippendorff's Alpha is mathematically sensitive to the variance 
present in the data: when scores are heavily concentrated at the upper end of the scale — 
as is the case in this dataset, where the overwhelming majority of ratings were Good (4) 
or Excellent (5) — the formula interprets the limited disagreement that does occur as 
statistically indistinguishable from chance-level variation. This is a well-documented 
measurement artifact known as the ceiling effect, and it is a recognised limitation of 
reliability statistics applied to high-performing systems (Gwet, 2014). 

Two factors are identified as contributing to the low Alpha values. The first is 
distributional compression: the LLM under evaluation produced outputs of consistently 
high quality across all prompt conditions and grammar tasks, leaving insufficient variance 
in the score distribution for the reliability statistic to detect meaningful agreement 
patterns. The second is rater severity heterogeneity: examination of the raw dataset 
reveals systematic differences between individual raters, with some raters assigning 
predominantly Excellent ratings across the full dataset while others applied the scale 
more conservatively and with greater discriminatory range. This severity variance is 
attributable in part to the absence of pre-scored calibration examples in the rater 
preparation procedure — a limitation acknowledged in Section 4.3 — and represents a 
genuine source of measurement inconsistency that cannot be attributed solely to ceiling 
effects. 

The implication for the study's findings is that the aggregation of scores across ten raters, 
using the median as a robust central tendency measure, partially mitigates the influence of 
individual rater severity on the inferential results. However, the low Alpha values mean 
that the evaluation instrument, as applied in this study, cannot be considered to have 
achieved acceptable inter-rater reliability by conventional standards. This is reported 
transparently as a limitation and discussed further in Chapter 6. 

Procedural consistency. The data generation procedure was designed to maximise 
consistency across tasks and conditions. All 80 AI-generated outputs were produced 

Page 29 (53) 



using the same LLM, under identical technical parameters including model version, and 
system configuration. The only element varied was the prompt formulation, which 
constitutes the independent variable of the study. Outputs were generated in a single 
controlled session and were assigned unique identifiers prior to distribution to raters. The 
blind evaluation procedure ensured that raters could not identify the prompt condition 
associated with any output, preventing systematic bias in scoring that might arise from 
rater knowledge of the experimental conditions. 

One documented deviation from full procedural standardisation concerns the Prompt B 
variant for the Will vs Going To grammar task, in which the structured instruction 
specified heading names and a minimum number of examples not present in equivalent 
Prompt B variants for other tasks. This deviation was noted during the data preparation 
phase and is retained in the dataset as a task-level irregularity. Its potential influence on 
scores for that task cannot be fully isolated, and it represents a minor threat to the internal 
consistency of the Prompt B condition. 

4.5.2​ Internal validity 

Internal validity refers to the degree to which observed outcomes can be attributed to the 
manipulated independent variable rather than to confounding factors (Shadish et al., 
2002). The within-subjects experimental design of this study provides a strong structural 
basis for internal validity, as the same grammar tasks are used across all four prompt 
conditions, holding task content, subject matter, and CEFR level constant. 

Several specific threats to internal validity and the design features that address them are 
considered below. 

Contamination and carry-over effects. Because the same LLM generated outputs for all 
four prompt conditions across all 20 tasks, there is no risk of contamination between 
experimental groups of the kind that might arise in a between-subjects design. However, 
carry-over effects within the LLM generation process cannot be entirely excluded. If 
outputs were generated within a single conversational session rather than in fully 
independent sessions, earlier outputs could in principle have influenced later ones through 
the model's context window. The study's data generation procedure controlled for this by 
treating each prompt-task combination as an independent generation event, with no 
conversational history carried between prompts. This procedural choice ensures that each 
of the 80 outputs was generated from a clean context, minimising the risk of sequential 
dependency. 

Rater order effects. Outputs were presented to raters in randomised order, ensuring that 
no rater evaluated all outputs from the same prompt condition in sequence. This 
randomisation procedure prevents systematic sequencing effects, such as fatigue, contrast 
effects, or anchoring biases, from differentially affecting scores across conditions. Raters 
were also instructed to evaluate each output independently, without discussion or 
reference to previous ratings, until the full dataset had been scored. 

Rater learnability and fatigue effects. A further threat specific to the within-subjects, 
multi-item rating task concerns potential changes in how individual raters applied the 
evaluation rubric over the course of scoring. With each rater independently evaluating all 
80 outputs across four IQ dimensions, two opposing learnability effects are plausible. 
Raters may have become more consistent and better calibrated to the rubric anchors as 
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they progressed through the dataset, having had more opportunity to internalise the 
distinctions between adjacent scale points through repeated exposure. Conversely, raters 
may have experienced fatigue over the course of a lengthy rating task, potentially leading 
to less discriminating judgement or a tendency to default toward higher, less effortful 
scores in later stages of scoring. The randomised presentation order described above 
mitigates the risk that either effect would systematically advantage or disadvantage a 
particular prompt condition, since no condition was disproportionately concentrated at the 
start or end of any rater's sequence. However, this randomisation does not eliminate the 
possibility that overall rating behaviour — for example, the proportion of Excellent 
scores assigned — shifted systematically across the rating session for individual raters. 
This was not formally tested in the present study and is acknowledged as a limitation; 
future replications could examine this by recording timestamp or sequence-position 
metadata and testing for a trend in score severity across the rating sequence.  

Construct validity of the evaluation instrument. The four IQ dimensions — Accuracy, 
Completeness, Clarity, and Relevance — are grounded in the established Information 
Quality framework of Wang and Strong (1996) and operationalised through a rubric with 
explicitly defined scoring anchors. This theoretical grounding supports the claim that the 
instrument measures what it is intended to measure. However, the extent to which the 
rubric anchors were interpreted consistently by all ten raters in the absence of calibration 
examples introduces a degree of construct ambiguity, particularly at the boundary 
between adjacent scale points (e.g., distinguishing a score of 3 from a score of 4). This 
ambiguity is a recognised limitation of rubric-based human evaluation in the absence of 
norming procedures. 

Model version and temporal stability. All outputs were generated using a single, fixed 
version of the LLM under evaluation. This controls for between-version variability that 
might otherwise confound comparisons across conditions. However, it also means that 
findings are specific to that model version and may not generalise to earlier or later 
iterations of the same system, or to other models. This boundary is not a threat to internal 
validity but rather a deliberate design constraint that defines the interpretive scope of the 
study. 

4.5.3​ External validity and generalisability 

External validity concerns the degree to which the findings of a study can be generalised 
beyond the specific conditions under which they were produced (Shadish et al., 2002). 
The external validity of the present study is intentionally bounded, consistent with the 
scope of a Master's thesis investigation. 

The findings apply specifically to the four prompt conditions evaluated, the 20 grammar 
tasks selected, the CEFR proficiency levels A1 to B1, and the single LLM under 
evaluation. They cannot be generalised to other prompt formulations, other grammar 
topics, other proficiency levels, other languages, or other LLM systems without further 
empirical investigation. The ten raters, while all qualified English teachers with 
CEFR-aligned teaching experience, represent a particular evaluator population whose 
judgements may differ from those of other professional groups, learners, or automated 
evaluation systems. 

These are not weaknesses specific to this study but inherent properties of any controlled 
experimental investigation with a defined scope. Within its stated boundaries, the study 
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produces internally valid, methodologically documented, and replicable findings. The 
generalisability of the results beyond those boundaries is a matter for future research, as 
discussed in Section 7.4. 

4.6​ Ethical considerations 

Prior to participating in the evaluation task, all ten raters were provided with an informed 
consent form describing the purpose of the study, the nature of their task, the voluntary 
nature of participation, and the procedures for data anonymisation and storage (see 
Appendix C). Consent was obtained electronically before raters were given access to the 
rating instrument; no rater began scoring outputs without having first confirmed their 
agreement to participate. Raters were informed that they could withdraw at any point 
without penalty. 

No personally identifying information was collected beyond background details relevant 
to establishing rater suitability (years of teaching experience, teaching context, and 
familiarity with the CEFR; see Section 4.3.2), and these details are reported only in 
summary form. Individual ratings were anonymised prior to analysis and cannot be traced 
back to a specific rater in the reported results. 
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5​ Empirical findings 

This chapter presents the empirical findings of the statistical analysis conducted on the 
dataset of 800 observations, representing ratings assigned by ten human evaluators to 80 
AI-generated grammar explanations across four prompt conditions and four Information 
Quality dimensions. The analysis proceeded through five sequential stages: inter-rater 
reliability assessment, descriptive statistics, normality testing, primary inferential analysis 
using the Friedman test, and hypothesis evaluation. Results are reported in the sequence 
established in Chapter 4. No missing values were identified following the data 
preparation and Likert mapping procedure. All 800 observations were retained for 
analysis. 

5.1​ Inter-rater reliability 

Inter-rater reliability was assessed using Krippendorff's Alpha, calculated separately for 
each IQ dimension across a 10 × 80 matrix of rater scores. The results are presented in 
Table 6. Alpha values were −.034 for Accuracy, +.040 for Completeness, +.004 for 
Clarity, and −.029 for Relevance. All four values fall below the acceptable threshold of α 
≥ .60 established in the methodology. Values this close to zero do not necessarily indicate 
that raters disagreed with one another in any substantive sense; Krippendorff's Alpha is 
sensitive to the variance present in the underlying data, and as the descriptive statistics in 
Section 5.2 show, scores in this dataset were heavily concentrated at the upper end of the 
five-point scale. When variance is this limited, the statistic struggles to distinguish 
systematic agreement from chance-level agreement, regardless of how consistent raters 
actually were. This pattern, and its implications for interpreting the study's other findings, 
is addressed fully in Chapter 6.  

Table 6 

Inter-Rater Reliability: Krippendorff's Alpha by IQ Dimension 
 

IQ Dimension Matrix (Raters × 
Outputs) Krippendorff's α Threshold Status 

Accuracy 10 × 80 −0.034 ≥ 0.60 Below threshold 

Completeness 10 × 80 +0.040 ≥ 0.60 Below threshold 

Clarity 10 × 80 +0.004 ≥ 0.60 Below threshold 

Relevance 10 × 80 −0.029 ≥ 0.60 Below threshold 

 
Note. Krippendorff's Alpha was computed on a 10 × 80 matrix (10 raters, 80 unique outputs) for 
each IQ dimension using ordinal-level measurement. The threshold for acceptable reliability was 
set at α ≥ .60, consistent with Krippendorff (2004). Values near zero indicate low rater agreement, 
attributable to a ceiling effect in the score distribution and rater severity differences. See Section 6 
for full discussion. 
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5.2​ Descriptive statistics 

Descriptive statistics for all four IQ dimensions across the four prompt conditions are 
presented in Table 3. Scores are reported as medians and interquartile ranges, 
supplemented by minimum and maximum values to characterise the full distributional 
range. 

Table 3 

Descriptive Statistics for IQ Dimension Scores by Prompt Condition (Median [Q1–Q3] 
Min–Max, N = 200 per condition) 
 

IQ Dimension Prompt A Prompt B Prompt C Prompt D 

Accuracy 5.0 [4.0–5.0] 
(2–5) 

5.0 [4.0–5.0] 
(2–5) 

4.0 [4.0–5.0] 
(2–5) 

5.0 [4.0–5.0] 
(2–5) 

Completeness 4.0 [3.0–5.0] 
(2–5) 

4.0 [4.0–5.0] 
(2–5) 

4.0 [3.0–5.0] 
(2–5) 

4.0 [3.0–5.0] 
(2–5) 

Clarity 4.0 [4.0–5.0] 
(1–5) 

4.0 [4.0–5.0] 
(2–5) 

4.0 [4.0–5.0] 
(2–5) 

4.0 [4.0–5.0] 
(2–5) 

Relevance 4.5 [4.0–5.0] 
(2–5) 

4.0 [4.0–5.0] 
(2–5) 

4.0 [4.0–5.0] 
(2–5) 

4.0 [4.0–5.0] 
(2–5) 

 

Note. Scores are based on ratings from 10 raters across 20 grammar tasks per prompt condition. 
Prompt A = Minimal Instruction; Prompt B = Structured Instruction; Prompt C = Pedagogically 
Anchored Instruction; Prompt D = Length-Constrained Instruction. Scores reflect the full 
five-point Likert scale where 1 = Very poor and 5 = Excellent. 

Across all prompt conditions and IQ dimensions, median scores were concentrated in the 
upper range of the five-point scale. Accuracy medians were 5.0 for Prompt A, B, and D, 
and 4.0 for Prompt C, with interquartile ranges of 1.0 across all four conditions. 
Completeness medians were 4.0 across all four conditions, with interquartile ranges of 1.0 
for Prompt B and 2.0 for Prompts A, C, and D, indicating that Completeness showed the 
greatest distributional spread of any dimension. Clarity medians were 4.0 across all four 
conditions, with uniform interquartile ranges of 1.0. Relevance medians were 4.5 for 
Prompts A and B, and 4.0 for Prompts C and D, with interquartile ranges of 1.0 across all 
conditions. 

Minimum scores of 1 were recorded only for Clarity under Prompt A, indicating that 
isolated very low ratings were present in the dataset but were not representative of the 
overall distribution. Minimum scores of 2 were recorded across the majority of conditions 
and dimensions, reflecting the presence of Poor ratings at the lower tail of individual rater 
distributions. Despite these lower-boundary observations, the overall pattern of 
descriptive statistics indicates that AI-generated grammar explanations received 
consistently high ratings across all four prompt conditions, with the distribution of scores 
heavily concentrated at the Good and Excellent levels of the evaluation rubric. The single 
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Clarity score of 1 recorded under Prompt A is treated here as a noteworthy data point 
rather than a representative trend; its relationship to broader differences in rater severity 
across the panel is examined further in Section 6.3.  

5.3​ Normality testing 

Shapiro-Wilk normality tests were conducted for all 16 condition-by-dimension 
combinations, comprising four prompt conditions across each of the four IQ dimensions. 
Full results are presented in Table 4. Shapiro-Wilk W statistics ranged from .741 
(Accuracy, Prompt B) to .845 (Completeness, Prompt D). All 16 conditions produced 
p-values below .001, leading to rejection of the null hypothesis of normality in every 
case. The data therefore violated the assumption of normality across all dimensions and 
conditions, confirming that the use of non-parametric inferential procedures was 
appropriate. 

Table 4 

Shapiro-Wilk Normality Test Results by IQ Dimension and Prompt Condition 
 

IQ Dimension Prompt W p-value Normally 
distributed? 

Accuracy 

A 0.752 < .001 No 

B 0.741 < .001 No 

C 0.781 < .001 No 

D 0.769 < .001 No 

Completeness 

A 0.828 < .001 No 

B 0.818 < .001 No 

C 0.826 < .001 No 

D 0.845 < .001 No 

Clarity 

A 0.776 < .001 No 

B 0.779 < .001 No 

C 0.790 < .001 No 

D 0.790 < .001 No 

Relevance 

A 0.770 < .001 No 

B 0.767 < .001 No 

C 0.778 < .001 No 

D 0.782 < .001 No 
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Note. W = Shapiro-Wilk test statistic. All p-values are reported to three decimal places; values < 
.001 are reported as < .001. All 16 conditions violated normality (p < .05), providing statistical 
justification for the use of the non-parametric Friedman test. 

5.4​ Primary inferential analysis: friedman test 

The Friedman test was conducted separately for each of the four IQ dimensions to 
examine whether statistically significant differences in median scores existed across the 
four prompt conditions. The grammar task served as the blocking unit, with scores 
aggregated across ten raters per task-prompt cell using the median prior to analysis, 
producing a repeated-measures matrix of 20 tasks × 4 prompt conditions for each 
dimension. Full results are presented in Table 5. 

Table 5 

Friedman Test Results for IQ Dimension Scores Across Prompt Conditions (N = 20 Tasks) 
 

IQ Dimension χ²(3) p Kendall's W Hypothesis 

Accuracy 2.287 .515 .038 Not supported 

Completeness 3.699 .296 .062 Not supported 

Clarity 1.228 .746 .020 Not supported 

Relevance 3.229 .358 .054 Not supported 

 

Note. χ²(3) = Friedman chi-square statistic with 3 degrees of freedom. p-values are two-tailed. 
Kendall's W is the effect size for the Friedman test: values of approximately .10, .30, and .50 
correspond to small, medium, and large effects respectively (Tomczak & Tomczak, 2014). No 
post-hoc tests were conducted as no dimension reached the significance threshold of p < .05. 
H1a–H1d refer to the sub-hypotheses stated in Section 1.3. 

Accuracy. The Friedman test for Accuracy yielded χ²(3) = 2.287, p = .515, Kendall's W = 
.038. This result was not statistically significant at the α = .05 threshold. The effect size 
was negligible, indicating that prompt condition accounted for a minimal proportion of 
the variance in Accuracy scores across the 20 grammar tasks. 

Completeness. The Friedman test for Completeness yielded χ²(3) = 3.699, p = .296, 
Kendall's W = .062. This result was not statistically significant. Completeness produced 
the largest chi-square statistic and the largest Kendall's W of the four dimensions, 
indicating that it showed the greatest degree of variation across prompt conditions relative 
to the other dimensions, though this variation did not reach statistical significance. 

Clarity. The Friedman test for Clarity yielded χ²(3) = 1.228, p = .746, Kendall's W = .020. 
This result was not statistically significant. Clarity produced the smallest chi-square 
statistic and the smallest Kendall's W of the four dimensions, indicating the least variation 
across prompt conditions. 
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Relevance. The Friedman test for Relevance yielded χ²(3) = 3.229, p = .358, Kendall's W 
= .054. This result was not statistically significant. The effect size was negligible. 

Across all four IQ dimensions, Kendall's W values ranged from .020 to .062, all of which 
fall below the conventional threshold of .10 for a small effect. No dimension approached 
statistical significance, and no dimension produced an effect size indicative of even a 
small practically meaningful difference between prompt conditions. Because no Friedman 
test reached the significance threshold of p < .05, no post-hoc pairwise comparisons were 
conducted. 

Figure 1 

IQ dimensions: score distribution by prompt condition 

 

 

Figure 1 presents these results visually as combined violin and box plots for each IQ 
dimension, with raw rater scores (N = 800) overlaid as a strip plot and the corresponding 
Friedman test statistic and p-value annotated on each panel. The figure illustrates the 
pattern reported numerically above: across all four dimensions, the score distributions for 
Prompt Conditions A through D overlap substantially, with each violin shape showing the 
same concentration of density toward the upper end of the scale (Good to Excellent) 
regardless of condition. No condition shows a visibly distinct distribution shape or 
median position relative to the others, consistent with the absence of statistically 
significant differences. The Completeness panel shows marginally more visual separation 
between conditions than the other three dimensions — consistent with Completeness 
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producing the largest chi-square statistic and Kendall's W of the four dimensions — 
though this separation remains visually modest and falls well short of the differences that 
would typically accompany a statistically significant result.  

5.5​ Summary of hypothesis testing 

Table 5 presents a summary of the four sub-hypotheses and their outcomes based on the 
Friedman test results reported in Section 5.5. The overarching hypothesis H1 — that 
prompt condition has a statistically significant effect on the Information Quality of 
AI-generated grammar explanations — is not supported by the data. None of the four 
sub-hypotheses reached the significance threshold, and effect sizes were negligible across 
all dimensions. 

Table 7 

Summary of Hypothesis Testing Outcomes 
 

Hypothesis IQ Dimension χ²(3) p Kendall’s W Outcome 

H1a Accuracy 2.287 .515 .038 Not supported 

H1b Completeness 3.699 .296 .062 Not supported 

H1c Clarity 1.228 .746 .020 Not supported 

H1d Relevance 3.229 .358 .054 Not supported 

 
Note. χ²(3) = Friedman chi-square statistic with 3 degrees of freedom. p-values are two-tailed. 
Kendall’s W is the associated effect size; values of approximately .10, .30, and .50 correspond to 
small, medium, and large effects respectively (Tomczak & Tomczak, 2014). H1a–H1d refer to the 
sub-hypotheses stated in Section 1.3. 

Across all four IQ dimensions — Accuracy, Completeness, Clarity, and Relevance — the 
Friedman test produced no statistically significant differences in median scores across the 
four prompt conditions under evaluation. The overall pattern of findings indicates that the 
AI-generated grammar explanations received consistently high quality ratings regardless 
of whether the prompt was minimally specified, structurally elaborated, pedagogically 
anchored, or length-constrained. 

These findings are best understood together rather than in isolation. The near-zero 
inter-rater reliability values reported in Section 5.1 and the concentration of scores at the 
upper end of the rating scale reported in Section 5.2 are two expressions of the same 
underlying pattern: raters, working independently and blind to prompt condition, 
converged on high ratings for nearly every output they evaluated. This concentration of 
scores left little room for the Friedman test to detect differences between conditions even 
if such differences existed, which is consistent with the non-significant results reported in 
Section 5.4. Notably, the Will vs Going To task, for which a documented 
prompt-formatting deviation was identified in Section 4.2, did not produce scores that 
departed meaningfully from the rest of the dataset, suggesting that this irregularity did not 
materially influence the study's overall pattern of results. The interpretation of these 
findings, including their theoretical significance, their relationship to the existing 
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literature, and the methodological factors that may have shaped them, is addressed in 
Chapter 6. 
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6​ Discussion 

This study set out to examine whether predefined variations in prompt formulation 
affected the Information Quality of AI-generated CEFR-aligned grammar explanations 
across four dimensions: Accuracy, Completeness, Clarity, and Relevance. Four prompt 
conditions were evaluated — Minimal Instruction, Structured Instruction, Pedagogically 
Anchored Instruction, and Length-Constrained Instruction — using a within-subjects 
experimental design in which the same 20 grammar tasks were generated under each 
condition by a single LLM. The Friedman test produced no statistically significant 
differences across any of the four IQ dimensions, and Kendall's W effect sizes were 
negligible throughout, ranging from .020 to .062. The four sub-hypotheses H1a through 
H1d are therefore not supported by the data. The following sections interpret these 
findings, situate them within the existing literature, and address the methodological 
factors that bear on their interpretation. 

6.1​ Interpreting the null result 

The absence of statistically significant differences across all four IQ dimensions is the 
central finding of this study and requires careful, multi-layered interpretation. A null 
result can arise from substantively different causes — the manipulation genuinely had no 
effect, the measurement conditions prevented detection of an effect that exists, or the 
range of the manipulation was insufficient to produce detectable variation — and 
distinguishing between these possibilities is essential for assessing the meaning and scope 
of the finding. Three explanations are advanced here, each of which is plausible given the 
available evidence, and all three of which are likely to have contributed simultaneously to 
the observed pattern of results. 

6.1.1​ Model robustness as a substantive finding 

The most theoretically significant interpretation of the null result is that the LLM under 
evaluation — a state-of-the-art generative model — is sufficiently capable that the four 
prompt variations tested do not produce meaningfully different outputs in terms of 
Information Quality. On this interpretation, the finding is not an absence of signal but a 
positive result: prompt condition does not matter for this model on this task type, at least 
across the range of formulations evaluated. 

This interpretation is supported by the descriptive statistics, which show that median 
scores across all four conditions were concentrated at Good (4) and Excellent (5) 
regardless of whether the prompt was minimally or elaborately specified. The model 
produced consistently high-quality grammar explanations under all conditions, including 
the Minimal Instruction prompt, which provided no structural guidance beyond the 
identification of the grammar topic and the target CEFR level. This suggests that the 
model draws on sufficient internal instruction-following capability and domain 
knowledge to produce pedagogically appropriate grammar explanations without requiring 
explicit structural scaffolding from the user. 

This finding stands in contrast to the expectations generated by earlier research on prompt 
sensitivity. Sclar et al. (2024) demonstrated that widely used LLMs exhibit extreme 
sensitivity to minor variations in prompt structure and formatting, with performance 
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differences of up to 76 accuracy points observed across prompt variants on standardised 
benchmarks. The divergence between those findings and the present results is most 
plausibly explained by the substantial differences in model capability between the 
systems studied. Sclar et al. evaluated models available at the time of their investigation, 
whereas the present study evaluates a more recent and considerably more capable system. 
The implication is that the relationship between prompt formulation and output quality 
may not be stable across model generations: sensitivity to prompt variation that was 
empirically well-documented in earlier systems may diminish as models become more 
robustly instruction-tuned and better equipped to infer user intent from underspecified 
inputs. 

This interpretation carries practical significance for educators and instructional designers. 
If the finding reflects genuine model robustness rather than a measurement artifact, it 
suggests that investment in prompt engineering across the structural dimensions tested — 
adding headings, specifying pedagogical focus, imposing length constraints — may yield 
diminishing returns when working with state-of-the-art models on well-defined 
instructional tasks. The model appears to produce consistently high-quality outputs 
regardless of the degree of structural specification in the prompt, which implies that 
practitioners without formal prompt engineering expertise can nonetheless obtain 
high-quality grammar explanations from systems of this capability. This is a practically 
meaningful finding for the educational deployment of LLMs, even though it does not take 
the form of a statistically significant difference between conditions. 

6.1.2​ Ceiling effect as a measurement artifact 

The second explanation concerns the properties of the measurement instrument rather 
than the properties of the model. The descriptive statistics reveal that across all four 
prompt conditions and all four IQ dimensions, scores were heavily concentrated at the 
upper end of the five-point scale. Minimum values of 1 appeared in only a single 
condition-dimension combination, and values of 2 were recorded at the lower tail of 
distributions across most conditions but were not representative of the overall pattern. 
The overwhelming majority of ratings fell at 4 or 5, producing distributions that were 
severely left-skewed and, as confirmed by the Shapiro-Wilk tests, strongly non-normal. 

When scores are compressed into the top two points of a five-point scale, the 
measurement instrument lacks the resolution necessary to detect differences between 
conditions even if those differences genuinely exist. This phenomenon — the ceiling 
effect — is a recognised limitation of Likert-based evaluation instruments applied to 
systems whose performance consistently approaches the upper boundary of the scale 
(Gwet, 2014). In the present study, the rubric was designed to assess grammar explanation 
quality across a range from Very Poor to Excellent, and its anchor descriptors were 
calibrated to cover that full range. However, the LLM under evaluation appears to have 
performed at a level that consistently maps onto the upper two anchors, leaving the lower 
three anchor points largely unused and depriving the instrument of its discriminatory 
capacity at the level of performance actually exhibited. 

The ceiling effect has a direct implication for the interpretation of the null result: it means 
that the Friedman test's failure to detect significant differences cannot be taken as 
definitive evidence that no differences exist. A more sensitive instrument — one with 
finer-grained distinctions within the Good to Excellent range, or one specifically 
calibrated for high-performing systems — might detect differences between prompt 
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conditions that the present rubric cannot resolve. This is an important caveat that limits 
the strength of the model robustness interpretation advanced in Section 6.2.1. The null 
finding is consistent with genuine insensitivity of output quality to prompt variation, but 
it is also consistent with a measurement instrument that cannot detect the fine-grained 
differences that may exist at the upper end of the quality distribution. 

This pattern is consistent with methodological precedent beyond Gwet's (2014) general 
account of agreement statistics. Bojić et al. (2025), in a large-scale comparison of human 
and LLM annotators, encountered a structurally similar issue when applying 
Krippendorff's Alpha to skewed score distributions, and addressed it through bootstrap 
resampling across annotator subsets to confirm that low Alpha values reflected 
distributional compression rather than genuine annotator disagreement. The present 
study's near-zero Alpha values across all four IQ dimensions are interpretable through the 
same lens.  

This limitation has precedent in the LLM evaluation literature. Tulgar et al. (2026) noted 
in their evaluation of LLM responses to medical FAQs that satisfaction rates above 80% 
for the best-performing models created interpretive challenges for rubric-based 
comparisons, as high baseline performance compressed score distributions and reduced 
the discriminatory power of inter-group comparisons. The present study encountered an 
analogous situation at the level of prompt conditions rather than model comparisons, and 
the interpretive challenge is structurally the same. 

6.1.3​ Bounded prompt variation 

The third explanation concerns the range of the independent variable. All four prompt 
conditions in this study share the same core structural foundation: they specify the same 
grammar topic, the same CEFR proficiency level, and the same basic communicative 
intent. The differences between conditions — the presence or absence of structural 
headings, a word limit, a focus on common learner mistakes — represent relatively 
modest variations within the space of well-formed instructional prompts. None of the four 
conditions constitutes a genuinely poor or adversarially minimal prompt; even the 
Minimal Instruction condition (Prompt A) provides sufficient information for a capable 
model to generate a relevant and accurate response. 

This bounded manipulation may have contributed to the null result by limiting the range 
of output quality variation that was possible to produce. Had the study included 
conditions representing a wider spectrum of prompt quality — including, for example, 
ambiguous, contradictory, or structurally incoherent prompts at one extreme, and highly 
detailed, expert-crafted instructional specifications at the other — it is plausible that 
significant differences would have emerged. Jacobsen and Weber (2025) found that only 
the highest-quality prompt consistently produced high-quality LLM feedback, but their 
study compared prompts of explicitly different quality levels, including a low-quality 
condition that produced substantially inferior outputs. The present study's four conditions 
do not span an equivalent quality range, which may explain why the pattern of differential 
effects they observed was not replicated here. 

It is also worth noting that Sclar et al.'s (2024) demonstration of extreme prompt 
sensitivity was obtained on standardised benchmark tasks with discrete, automatically 
scorable correct answers, rather than on open-ended generative tasks evaluated by human 
raters against a multidimensional rubric. The present study's null result may therefore 
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reflect a genuine difference between task types rather than a contradiction of their 
findings: prompt formatting may matter more when minor wording changes can shift a 
model's answer across a scoring boundary on a constrained task, and less when the task is 
open-ended and the model has latitude to produce a competent response through multiple 
different routes, as is the case for grammar explanation.  

This explanation is important for accurately characterising the scope of the null finding. 
The study's conclusion — that prompt variation did not significantly affect output quality 
— applies specifically to variation within the space of well-formed, clearly specified 
instructional prompts for a capable LLM. It does not imply that prompt quality is 
irrelevant in general, nor that the distinction between well-formed and poorly-formed 
prompts is inconsequential. The finding is bounded by the range of the manipulation, and 
claims about the generalisability of prompt insensitivity beyond that range are not 
supported by the present data. 

6.1.4 Theoretical interpretation of the null result  

The null result is also interpretable through the theoretical traditions introduced in 
Chapter 3 as accounts of how prompts function as directive, situated speech acts. Speech 
act theory, and specifically Searle's (1969) classification of prompts as directives, remains 
fully consistent with the present findings: all four prompt conditions successfully elicited 
the requested act — a CEFR-aligned grammar explanation addressing the specified topic 
— regardless of formulation. The data therefore do not suggest that directive force is 
irrelevant, but that the four conditions tested were uniformly successful directives. What 
was manipulated in this study was the dressing of the directive — the presence of 
headings, a length ceiling, an explicit pedagogical framing — rather than its illocutionary 
force. It is this narrower property, not directive force as such, for which no measurable 
quality effect was found. 

This pattern aligns more directly with Suchman's (1987) account of instructions as 
resources for situated action rather than scripts that mechanically determine the actions 
that follow from them. If a capable LLM operates as Suchman describes — interpreting 
and adapting an instruction in context rather than executing it as a deterministic procedure 
— then a minimally specified prompt and an elaborately structured one would be 
expected to converge on similarly competent output, provided the system has sufficient 
internal resources to supply the missing structure itself. The present findings are 
consistent with this expectation: Prompt A (Minimal Instruction), which offered no 
explicit scaffolding beyond the grammar topic and CEFR level, produced explanations 
rated no differently from the more structurally explicit Prompt B or the pedagogically 
anchored Prompt C. The model appears to be performing the situating work that, in 
Suchman's account, is ordinarily distributed between instruction and interpreter — 
supplying its own structure, register, and example selection regardless of whether the 
prompt specified these elements explicitly. 

Hutchins' (1995) theory of distributed cognition offers a complementary reading. If a 
prompt functions as a cognitive artifact that participates in, rather than fully determines, a 
system's output, then the locus of "where the cognitive work happens" can shift toward 
the system itself as its internal capability increases. Under this reading, the structural 
elaboration tested in Prompts B, C, and D is not without function in principle, but its 
function may be redundant for a sufficiently capable model: the model already supplies, 
from its own trained knowledge, much of what a Structured or Pedagogically Anchored 
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prompt would otherwise need to specify externally. This reframes the null result not as 
evidence against the theoretical framework but as a boundary condition on it. The 
framework's account of situated, distributed interpretation appears to hold; what may 
have shifted is the point at which a prompt's explicit structure becomes necessary for 
high-quality output — a threshold that recedes as model capability advances. 

This interpretation should be offered with appropriate caution. The theoretical framework 
was not designed to generate a directional prediction that the present study could test or 
falsify, and its application here is interpretive rather than confirmatory. It nonetheless 
provides a more theoretically grounded account of the null result than the purely 
empirical explanations considered in Sections 6.1.1 through 6.1.3 — model robustness, 
the ceiling effect, and the bounded range of the prompt manipulation — by connecting 
the present findings back to the speech act and distributed cognition pillars of the 
conceptual architecture established in Chapter 3 , rather than leaving that architecture 
unused in the interpretation of the study's central result. 

 

 

6.2​ Situating findings in the literature 

The results of this study both align with and diverge from the existing body of empirical 
research on prompt engineering and LLM output quality, and both the alignments and 
divergences are informative for situating the contribution of the present work. 

The most direct point of divergence concerns the studies that found significant effects of 
prompt formulation on LLM output quality. Jacobsen and Weber (2025) found that 
prompt quality produced measurable and consistent differences in the quality of 
AI-generated educational feedback, with the highest-quality prompt outperforming 
lower-quality variants across all human-rated dimensions. Huang et al. (2025) reported an 
upward trend in output quality as prompts became more structurally detailed and 
contextually enriched, observing systematic improvement across multiple quality 
dimensions as prompt specificity increased. These findings generated the expectation, 
stated in the study's hypotheses, that more structured and pedagogically specified prompts 
would yield higher IQ scores than minimally specified ones. That expectation was not 
confirmed. 

The divergence between these prior findings and the present results is most coherently 
explained by a combination of model capability differences and task characteristics. The 
studies that found significant prompt effects were conducted under conditions — either 
with less capable model versions or with more heterogeneous task types — that allowed 
larger quality variation to emerge. In the present study, the combination of a highly 
capable model and a well-defined, constrained instructional task appears to have 
produced a floor on output quality that was high enough to prevent the prompt 
manipulation from generating detectable differences. This is not a contradiction of the 
prior literature but rather a boundary condition on its generalisability: prompt effects 
documented in earlier or less capable systems may not transfer to state-of-the-art models 
operating on well-defined instructional tasks. 

Page 44 (53) 



The present findings align more closely with the general pattern observed in studies 
evaluating the absolute quality of outputs from recent LLMs, as distinct from the 
comparative effects of prompt variation. Tulgar et al. (2026) found that ChatGPT and 
Claude achieved satisfaction rates above 80% across content and communication quality 
metrics in their evaluation of medical FAQ responses, and characterised these models as 
producing consistently high-quality outputs across the evaluated conditions. The present 
study's descriptive results — median scores of 4.0 to 5.0 across all conditions and 
dimensions — are consistent with this characterisation of high baseline performance. The 
implication shared by both studies is that contemporary state-of-the-art LLMs have 
reached a level of capability at which consistently high output quality on well-defined 
tasks may be the default rather than an outcome that requires careful prompt engineering 
to achieve. 

The present findings also depart from those of Yavuz et al. (2025), whose closely 
comparable design — engaging experienced EFL instructors to rate LLM outputs across 
multiple quality dimensions under different prompt conditions — found that prompt 
formulation produced measurable differences in grading quality. The methodological 
similarity between that study and the present one makes this divergence noteworthy: both 
studies employ domain-expert raters, rubric-based multidimensional scoring, and a 
manipulated prompt variable, yet arrive at opposite conclusions regarding prompt 
sensitivity. One plausible explanation lies in task type: Yavuz et al. evaluated 
LLM-generated grading of student essays, a task involving qualitative judgement under 
ambiguity, whereas the present study evaluated grammar explanation, a more 
rule-governed and constrained instructional task. It is possible that prompt formulation 
exerts greater influence on LLM performance in less constrained evaluative tasks than in 
the kind of well-defined explanatory task examined here.  

This emerging pattern in the literature has broader theoretical significance. The 
foundational premise of prompt engineering as a discipline — that output quality is 
meaningfully sensitive to prompt formulation and that this sensitivity can be exploited to 
improve outcomes — rests on an assumption of model responsiveness that may be less 
applicable to the most capable current systems than it was to earlier generations. The 
present study contributes empirical evidence relevant to this question from the specific 
domain of CEFR-aligned grammar instruction, and its null finding adds to a growing 
body of evidence suggesting that the relationship between prompt engineering effort and 
output quality improvement is not uniform across model generations or task types. 

6.3​ Inter-rater reliability 

The low Krippendorff's Alpha values obtained in this study — ranging from −.034 to 
+.040, all substantially below the acceptable threshold of α ≥ .60 — require direct and 
honest discussion, as they constitute a significant methodological limitation that bears on 
the interpretability of all subsequent findings. 

Two distinct mechanisms contributed to the low Alpha values, and it is important to 
distinguish between them because they have different implications for the study's 
conclusions. The first mechanism is statistical: Krippendorff's Alpha is mathematically 
sensitive to the variance present in the data, and when scores are heavily concentrated at 
the upper end of the scale, the formula interprets the limited disagreement that does occur 
as statistically indistinguishable from chance-level variation. This is the ceiling effect 
operating at the level of the reliability statistic rather than the inferential test, and it means 
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that the low Alpha values do not straightforwardly indicate that raters were inconsistent in 
their judgements. Rather, they indicate that the data distribution did not provide sufficient 
variance for the reliability statistic to detect systematic agreement patterns, even if such 
patterns existed. Gwet (2014) identifies this as a known limitation of agreement statistics 
applied to distributions that are heavily skewed toward one end of the scale, and notes 
that near-zero or negative Alpha values can occur even when raters are in substantial 
practical agreement, provided the distribution is sufficiently compressed. 

The second mechanism is substantive: examination of the raw dataset reveals genuine 
heterogeneity in rating severity between individual raters. Some raters assigned 
predominantly Excellent ratings across the full dataset, while others applied the scale 
more conservatively and with greater discriminatory range. This severity variance 
represents a genuine source of measurement inconsistency that cannot be attributed solely 
to distributional compression. It is attributable in part to the absence of pre-scored 
calibration examples in the rater preparation procedure — a limitation acknowledged in 
the methodology chapter — which meant that raters received written anchor descriptions 
but no worked examples illustrating how those anchors applied to actual outputs. Without 
such calibration, interpretive variance at the boundary between adjacent scale points is 
expected, and the resulting severity differences between raters constitute a real limitation 
on the comparability of individual rater scores. 

The aggregation of scores across ten raters using the median, as applied in the Friedman 
analysis, partially mitigates the influence of individual rater severity on the inferential 
results by reducing the weight of outlier ratings. However, this procedural safeguard does 
not resolve the underlying reliability issue. The low Alpha values mean that the 
evaluation instrument, as applied in this study, cannot be considered to have achieved 
acceptable inter-rater reliability by conventional standards. This has two implications for 
the interpretation of the findings. First, it means that the scores assigned to individual 
outputs should not be treated as precise measurements but as approximate indicators of 
quality level. Second, it means that any differences between conditions that were present 
in the data but fell below the Friedman test's significance threshold might have been more 
readily detectable had the rating procedure achieved higher inter-rater consistency. The 
null finding must therefore be interpreted in the context of a measurement procedure that 
was constrained in its precision, and claims that no differences between prompt 
conditions exist should be stated with appropriate epistemic humility. 

6.4​ Limitations 

The limitations of this study are presented here with specificity rather than as formulaic 
disclaimers, as precise characterisation of the study's boundaries is necessary for accurate 
interpretation of its findings and for the design of future research that addresses its 
constraints. 

The most consequential limitation concerns the single-model design. All 80 outputs were 
generated by one LLM under fixed technical parameters, and the findings are therefore 
specific to that model version. LLMs differ substantially in their training procedures, 
instruction-tuning strategies, and capability profiles, and it is not possible to determine 
from the present study whether the null finding reflects a property of the evaluated model 
specifically or a more general characteristic of state-of-the-art LLMs at this stage of 
development. The latter interpretation is plausible but requires cross-model replication to 
be empirically supported. 
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The bounded range of the prompt manipulation represents a second significant limitation, 
as discussed in Section 6.2.3. The four conditions varied within the space of well-formed 
instructional prompts, and the null finding cannot be generalised to prompt quality 
differences that extend beyond that space. Whether genuinely poor prompts — 
ambiguous, contradictory, or structurally incoherent — would produce lower-quality 
outputs from this model is an empirically open question that the present study cannot 
address. 

The ceiling effect in measurement constitutes a third limitation that is directly relevant to 
the strength of the null finding. The evaluation rubric was not calibrated for the upper 
performance range of a state-of-the-art model, and its limited discriminatory capacity at 
the Good to Excellent level means that fine-grained quality differences between prompt 
conditions may exist without being detectable by the instrument as designed. Future 
studies evaluating similar systems should consider rubric designs with finer-grained 
distinctions within the high-performance range, or should augment human ratings with 
automated metrics capable of capturing more subtle quality variations. 

The absence of calibration examples in the rater preparation procedure is a fourth 
limitation that contributed to the low inter-rater reliability reported in Section 5.2. 
Pre-scored worked examples illustrating the application of each anchor descriptor to real 
outputs would have reduced interpretive variance, particularly at the middle points of the 
scale, and would have strengthened the reliability of the aggregated scores used in the 
inferential analysis. 

The scope of the grammar task set introduces a fifth limitation. The 20 tasks represent a 
principled but bounded sample of CEFR-aligned grammar content drawn from six 
categories at proficiency levels A1 to B1. Findings may not generalise to grammar topics 
outside these categories, to higher CEFR proficiency levels involving more complex 
grammatical structures, or to language education contexts outside English as a foreign or 
second language. 

Finally, the study evaluates explanation quality as assessed by qualified English teachers 
rather than by the learners for whom the explanations are intended. Whether higher-rated 
explanations produce better learning outcomes for actual A1, A2, and B1 learners is an 
entirely separate empirical question that this study cannot address. The gap between 
expert-rated instructional quality and learner-measured learning outcomes is a 
well-recognised challenge in educational research, and the present study's findings should 
be understood as evidence about perceived instructional quality rather than demonstrated 
pedagogical effectiveness. 

6.5​ Theoretical and practical contributions 

Despite the null result, the present study makes several contributions that are worth 
stating explicitly. Empirically, it provides a controlled, methodologically documented 
evaluation of four prompt formulations applied to a well-defined educational task under 
conditions that minimise confounding. The finding that output quality was consistently 
high across all conditions, with negligible effect sizes, is itself informative: it establishes 
an empirical baseline for the performance of a state-of-the-art LLM on CEFR-aligned 
grammar explanation tasks and demonstrates that high-quality outputs are achievable 
without elaborate prompt engineering under these conditions. 

Page 47 (53) 



These findings bear on the concerns raised by Kasneci et al. (2023) and Baidoo-Anu and 
Ansah (2023) regarding the deployment of LLM-generated content in educational 
settings, including risks of factual inaccuracy and contextual misalignment. The 
consistently high quality observed across all four prompt conditions in this study suggests 
that, for a well-defined task such as grammar explanation and a sufficiently capable 
model, these risks may be less acutely tied to prompt formulation than the broader 
literature on LLMs in education has implied. This should not be read as suggesting that 
such risks are absent, but rather that prompt engineering may not be the primary lever 
through which they are mitigated or triggered for tasks of this kind; quality assurance 
procedures such as the rubric-based evaluation developed in this study remain necessary 
regardless of how carefully a prompt is formulated.  

Theoretically, the study contributes to the emerging discussion about the relationship 
between model capability and prompt sensitivity. The contrast between the significant 
prompt effects documented in earlier research and the null finding reported here is 
consistent with the hypothesis that prompt engineering effort yields diminishing returns 
as model capability increases, at least for well-defined instructional tasks. This hypothesis 
warrants systematic investigation across model generations and task types, and the 
present study provides one empirical data point relevant to that investigation. 

Methodologically, the study contributes a documented evaluation procedure for 
CEFR-aligned grammar explanations that is replicable, transparent, and grounded in an 
established Information Quality framework. The rubric, rater panel design, and statistical 
analysis procedure are described in sufficient detail to support replication and extension, 
and the honest reporting of the study's reliability limitations provides a basis for 
procedural improvement in future work. 

6.6​ Conclusion of discussion 

The results of this study do not support the hypothesis that prompt formulation 
significantly affects the Information Quality of AI-generated CEFR-aligned grammar 
explanations when evaluated across the conditions tested. This null finding is 
interpretable as reflecting a combination of genuine model robustness, ceiling effects in 
measurement, and bounded prompt variation, and it cannot be attributed with certainty to 
any single one of these factors alone. What the findings do establish clearly is that a 
state-of-the-art LLM, when provided with any of four reasonable prompt formulations 
specifying a grammar topic and target CEFR level, produces grammar explanations that 
qualified English teachers consistently rate as Good to Excellent across all four 
Information Quality dimensions evaluated. The implications of this finding for the 
responsible and effective deployment of LLMs in language education contexts, and the 
directions for future research that emerge from its limitations, are addressed in Chapter 7. 

7​ Conclusion 

7.1​ Conclusions 

This study set out to examine whether and how variations in prompt formulation affect 
the Information Quality (IQ) of AI-generated grammar explanations aligned with the 
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Common European Framework of Reference for Languages (CEFR). Using a 
within-subjects experimental design, four predefined prompt conditions — Minimal 
Instruction (A), Structured Instruction (B), Pedagogically Anchored Instruction (C), and 
Length-Constrained Instruction (D) — were applied to 20 grammar tasks within a single 
large language model environment. The resulting 80 outputs were evaluated blind to 
prompt condition by ten practising English teachers, each scoring all outputs across four 
IQ dimensions: Accuracy, Completeness, Clarity/Format, and Relevance. The structured 
dataset of 800 scored observations was then subjected to Friedman non-parametric 
within-subjects analysis to test for statistically significant differences across prompt 
conditions. 

Before interpreting the inferential results, it is necessary to address the inter-rater 
reliability (IRR) findings directly, as they provide the most important diagnostic context 
for understanding what the data can and cannot support. Krippendorff's Alpha values for 
all four IQ dimensions fell near zero, ranging from −0.034 (Accuracy) to +0.040 
(Completeness), well below the 0.60 threshold established in the methodology. This result 
does not, however, indicate that the raters disagreed with one another in any substantive 
sense. It is a well-documented artifact of ceiling-effect distributions in reliability research: 
when scores cluster overwhelmingly at the top of a rating scale — as they do in this 
dataset, where the large majority of observations fall at 4 (Good) and 5 (Excellent) — the 
Krippendorff formula cannot distinguish systematic agreement from chance agreement, 
because the disagreements that do occur are no larger than what would be expected if 
scores were randomly distributed across the full scale. The near-zero Alpha values thus 
reflect a restriction of range rather than genuine evaluator inconsistency. In this light, the 
IRR results are not a methodological failure but a corroborating signal: the ratings are 
substantively consistent with each other precisely because all raters, working 
independently and blind to prompt condition, converged on the same conclusion that 
output quality was uniformly high. This convergence is itself meaningful, and it shapes 
the interpretation of everything that follows. 

The primary finding of this study is a null finding in the most constructive sense of that 
term: prompt formulation had no statistically significant effect on any of the four IQ 
dimensions evaluated. This is not a failure of the research design. It is an empirical result 
with direct implications for how educators, instructional designers, and researchers think 
about the role of prompt engineering in AI-assisted language education. The study was 
designed to detect differences if they existed; the instruments and statistical procedure 
were appropriate for the data type; and no dimension produced a significant result. The 
conclusion that prompt formulation is not a primary quality driver, within the context of 
this model and these tasks, is therefore well-supported by the data. 

This finding is theoretically interpretable within the broader trajectory of LLM 
development. In earlier generations of language models, prompting functioned as a 
necessary corrective mechanism — a means of compensating for limited inferential 
capacity by providing the model with explicit structure, constraints, and scaffolding it 
could not supply on its own. The present results suggest that this phase may be giving 
way to a different one, in which high-capability models are sufficiently robust to infer 
pedagogical intent from minimal instructions and to produce well-formed, accurate, and 
relevant explanations without detailed guidance. Prompt engineering, in this context, has 
shifted from a prerequisite for quality to a fine-tuning mechanism — no longer essential 
for achieving acceptable output quality on well-defined instructional tasks. 
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Across all four IQ dimensions, the Friedman test produced no statistically significant 
differences. Accuracy yielded χ²(3) = 2.287, p = .515, Kendall's W = .038; Completeness 
yielded χ²(3) = 3.699, p = .296, Kendall's W = .062; Clarity yielded χ²(3) = 1.228, p = 
.746, Kendall's W = .020; and Relevance yielded χ²(3) = 3.229, p = .358, Kendall's W = 
.054. All Kendall's W values fall below the conventional threshold of .10 for a small 
effect. Hypotheses H1a through H1d are therefore not supported. 

Completeness warrants a specific note. It showed the largest descriptive spread of any 
dimension across conditions and produced the largest chi-square statistic, with Prompt D 
consistently showing lower coverage scores than Prompt B. Although this did not reach 
statistical significance at the α = .05 threshold, the direction of the effect is practically 
interpretable: imposing a 120-word ceiling on grammar explanations meaningfully 
constrains the coverage a model can provide, particularly for complex grammatical 
contrasts such as tense pairs or voice distinctions. Practitioners who use 
length-constrained prompts for complex grammar topics should anticipate a potential 
reduction in completeness. 

Clarity and Relevance showed negligible variation across all prompt conditions (p = .746 
and p = .358 respectively), and H1c and H1d are not supported. These two dimensions 
appear to be stable properties of the model's output behaviour that are not meaningfully 
altered by the range of prompt formulations tested here. The LLM consistently produced 
well-structured, clearly worded, and topically focused explanations irrespective of 
whether instructions were minimal, structured, pedagogically anchored, or 
length-constrained. 

Taken together, the findings answer both research questions clearly. To RQ1 — how do 
prompt variations affect IQ? — the answer is that no significant effects were detected 
across any dimension under the conditions evaluated. To RQ2 — are there statistically 
observable differences? — the answer is no. The overarching hypothesis H1 and all four 
sub-hypotheses are not supported by the data. 

The expectation derived from prior research (e.g., Huang et al., 2025) that increasingly 
structured prompts would yield systematically higher scores across dimensions is 
therefore not borne out here. Prompt B did consistently produce the highest or 
second-highest median scores across dimensions, lending modest descriptive support to 
the principle that structural explicitness may be marginally beneficial. However, the 
margins over the minimally structured Prompt A were uniformly small across every 
dimension. Within the context of a high-capability contemporary LLM, the baseline 
quality ceiling is already high enough that prompt formulation operates as a fine-tuning 
mechanism rather than a primary driver of output quality. 

7.2​ Contributions 
This study makes contributions at three levels: empirical, methodological, and practical. 

Empirical contribution. The study provides what is, to the authors' knowledge, the first 
controlled, rubric-based comparative evaluation of prompt formulations applied 
specifically to CEFR-aligned grammar explanations generated by a large language model. 
Prior systematic reviews of educational prompt engineering have consistently noted the 
scarcity of controlled empirical studies directly comparing prompt variants on output 
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quality dimensions (Qian, 2025); this study responds to that gap with a structured, 
within-subjects design and a large rating dataset. 

The dominant finding is a clean null result across all four IQ dimensions: no statistically 
significant differences were detected between prompt conditions, and effect sizes were 
negligible throughout. This null finding carries its own empirical significance. The result 
that a minimal-instruction prompt produces outputs of comparable quality to structured or 
pedagogically anchored variants constitutes evidence for a substantive claim about the 
current state of LLM capability: that high-capability models have become sufficiently 
robust to infer pedagogical intent without explicit scaffolding. This "robustness shift" — 
from an era in which prompting was a necessary mechanism for obtaining adequate 
quality to one in which models generate competent output from minimal input — is a 
finding with implications beyond this study, signalling that the practical threshold for 
effective prompt formulation may be lower than previously assumed. The expectation 
derived from prior research that increasingly structured prompts yield systematically 
higher quality scores (Huang et al., 2025) is not borne out under these conditions. 

The scored dataset of 800 observations — 80 outputs evaluated by ten independent raters 
across four IQ dimensions — constitutes a reusable evaluation corpus that can serve as a 
benchmark for future comparisons involving different models, prompt conditions, or 
evaluator populations. 

Methodological contribution. The study demonstrates a replicable evaluation pipeline 
for assessing the IQ of AI-generated educational content. The pipeline integrates a 
within-subjects experimental design isolating prompt formulation as the sole manipulated 
variable; a standardised five-point Likert rubric with explicit behavioural anchors for each 
IQ dimension; blind evaluation procedures preventing raters from identifying the prompt 
condition; the Friedman test as the primary inferential method for non-parametric 
within-subjects comparison across ordinal data; and Krippendorff’s Alpha as an 
inter-rater reliability measure suited to ordinal ratings with multiple raters. This 
procedural package is theoretically grounded, replicable, and scalable to other content 
domains, LLMs, or instructional contexts. A further methodological contribution 
concerns the interpretation of near-zero Krippendorff’s Alpha in the context of 
high-quality LLM outputs. This study demonstrates that when evaluators independently 
converge on uniformly high scores, standard IRR statistics will approach zero as an 
artifact of ceiling-effect distributions rather than as evidence of rater disagreement. 
Correctly diagnosing this pattern — and distinguishing it from genuine evaluator 
inconsistency — is important for researchers who apply Krippendorff’s Alpha to AI 
output evaluation tasks in which high average quality is expected. Future studies in this 
area should anticipate and plan for this artifact, either by selecting more granular rating 
scales or by supplementing IRR statistics with descriptive measures of score convergence. 
Finally, the study operationalises Wang and Strong’s (1996) IQ framework — originally 
developed in the context of organisational information systems — within the domain of 
AI-generated language instruction, contributing an applied extension of IS evaluation 
methodology into the EdTech domain. 

Practical contribution. For educators and instructional designers who generate grammar 
materials using LLMs, the findings offer clear and actionable guidance. A 
minimal-instruction prompt performs comparably to more elaborate variants on most IQ 
dimensions, which substantially lowers the technical barrier for non-expert users: 
sophisticated prompt engineering is not a prerequisite for obtaining high-quality grammar 
explanations for the tasks and proficiency levels examined here. This finding is 
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particularly relevant for practising teachers who may lack the time, confidence, or 
technical background to construct complex prompt structures. At the same time, 
length-constrained prompts carry a demonstrable cost in completeness that practitioners 
should take into account when the instructional goal requires full coverage of a grammar 
rule — a consideration especially pertinent for more complex B1 grammar topics. The 
evaluation rubric developed for this study is itself a practical deliverable: teachers, course 
designers, and quality assurance coordinators can use it to independently audit 
AI-generated grammar content, regardless of which model or prompt formulation 
produced it. 

7.3​ Limitations 
Several limitations constrain the scope of inference from this study and should be 
considered when interpreting its findings. 

Single model. All outputs were generated by a single LLM (GPT-5.3) operating under 
fixed technical parameters. While this design choice is essential for internal validity — 
ensuring that observed differences in output quality can be attributed to prompt 
formulation rather than model variation — it substantially limits external generalisability. 
Different LLMs, or different versions of the same model, may exhibit different sensitivity 
profiles across IQ dimensions. The black-box nature of the model also means the study 
cannot explain why Completeness showed the greatest descriptive variation across 
conditions while Clarity and Relevance remained effectively invariant: the inferential 
reach extends to the observable input–output relationship but not to the internal 
mechanisms that produce it.  

Rating scale granularity. The five-point Likert scale used in this study may have been 
too coarse to detect subtle quality differences between prompt conditions in a dataset 
where scores cluster at the top of the range. A seven- or ten-point scale would provide 
more room for raters to discriminate between outputs of high but varying quality, 
potentially revealing finer distinctions that the current instrument could not capture. 
Alternatively, a comparative ranking task — in which raters order outputs relative to one 
another rather than assigning independent absolute scores — would circumvent the 
ceiling effect entirely by forcing differentiation. This is a structural limitation of the 
evaluation instrument itself, and it interacts directly with the IRR findings discussed 
below. 

Ceiling effect: a finding and a limitation. The near-zero Krippendorff’s Alpha values 
reflect a ceiling effect in the score distribution, and this ceiling effect carries a dual status 
in the study. As a finding, it confirms that the LLM produced outputs of uniformly high 
quality: ten independent expert raters, working blind to prompt condition, converged on 
high scores across all conditions and all dimensions, and the statistical artifact is a 
consequence of that convergence. As a limitation, however, the ceiling effect constrained 
the study’s ability to use standard reliability statistics to validate the evaluation procedure, 
and it reduced the discriminatory resolution of the dataset. Future evaluations of 
high-quality LLM outputs should anticipate this pattern and design instruments 
accordingly. 

Rater calibration. Prior to scoring, evaluators received detailed written anchor 
descriptions for each IQ dimension and scoring level, but no pre-scored worked examples 
illustrating how the rubric applied to real outputs. While written descriptors provide clear 
criteria, worked examples are known to reduce interpretive variance, particularly in the 
middle range of the scale where rater judgement is most susceptible to divergence. The 

Page 52 (53) 



absence of such examples is acknowledged as a constraint on the calibration procedure, 
although its practical impact was limited by the general tendency of raters to score at the 
top of the scale. 

Relatedly, the study did not formally test whether individual raters' scoring behaviour 
shifted systematically over the course of the rating task — for example, through 
increasing calibration with practice or through fatigue-related drift toward less 
discriminating judgements. Randomised presentation order ensured this could not 
systematically bias comparisons between prompt conditions, but it cannot rule out a 
general trend in scoring behaviour across the session. This is identified as a direction for 
methodological refinement in future studies, as discussed in Section 7.4.  

Rater homogeneity. All ten evaluators are practising teachers of English with experience 
in CEFR-aligned grammar instruction. This profile ensures domain expertise but limits 
diversity of evaluator perspective. Learner-rated evaluations — which would reflect the 
actual recipients’ experience of these explanations — might yield different results, 
particularly on the Clarity dimension, where teacher and learner judgements of 
accessibility may diverge. 

Task scope and CEFR range. Twenty grammar tasks across six grammatical categories 
and three CEFR proficiency levels (A1, A2, B1) provide sufficient breadth for a Master’s 
thesis investigation but do not constitute a comprehensive sampling of the CEFR 
grammar inventory. The strong predominance of B1 tasks reflects the study’s stated focus, 
while the inclusion of only a small number of A1 and A2 tasks limits the power to 
examine whether prompt effects vary systematically with proficiency level. Findings 
should not be generalised to C-level content, highly specialised sub-domains, or 
grammatical categories not represented in the task set. 

Statistical power. With 20 grammar tasks serving as the unit of analysis in the Friedman 
test, the study operates with limited statistical power to detect small effects. Completeness 
produced the largest chi-square statistic and effect size of the four dimensions evaluated 
(χ²(3) = 3.699, Kendall's W = .062), but this result remains well short of conventional 
significance (p = .296) and falls below the threshold conventionally taken to indicate even 
a small effect (W = .10). The present study cannot rule out that a larger task sample might 
detect a small Completeness effect that the current design lacks the power to confirm, but 
the existing data do not support characterising this result as near-significant.  

Absence of learner outcome validation. The study evaluates IQ as assessed by expert 
teacher raters, but does not test whether explanations that score highly on the rubric are 
more effective in producing accurate learner understanding or grammatical acquisition. 
IQ, as operationalised here, is a necessary but not sufficient indicator of pedagogical 
effectiveness, and the gap between expert-rated information quality and real-world 
instructional impact remains unaddressed. 

 

7.4​ Future research 
The findings and limitations of this study point toward several productive directions for 
future inquiry. 

Evaluation instrument design. The most immediate methodological priority for 
follow-up research is the design of a more discriminating evaluation instrument. Future 
studies should test whether finer-grained rating scales — seven-point or ten-point — or 
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comparative ranking tasks in which raters order outputs relative to one another, reveal 
prompt-level quality differences that a five-point scale cannot capture in a ceiling-prone 
dataset. The human-rated corpus produced in this study could serve as a re-rating dataset: 
applying a more granular instrument to the same 80 outputs, with the same or a 
comparable rater panel, would directly test whether the null findings on Clarity, 
Relevance, and Completeness reflect genuine equivalence or instrument insensitivity. 
This is the most cost-efficient next step and the one most directly motivated by the 
current results. 

Testing the null finding across CEFR proficiency levels. The ceiling effect observed in 
this study may be specific to the B1-heavy task set, where the grammar topics are 
well-defined and the LLM’s training exposure is likely deep. At lower proficiency levels 
(A1–A2), where the requirement for very simple language, highly concrete examples, and 
complete avoidance of technical terminology is more stringent, or at higher levels 
(B2–C2), where grammar structures are more complex and the risk of inaccuracy or 
incompleteness may be greater, prompt formulation effects could be more pronounced. A 
study with equal representation across CEFR levels, using a more granular rating scale, is 
needed to determine whether the robustness finding generalises or whether it is particular 
to mid-range proficiency content. 

Replication with expanded task sets and multiple LLMs. A direct replication using 40 
to 100 grammar tasks across the full A1–C2 CEFR range, and comparing at least two or 
three LLMs under identical evaluation conditions, would establish whether the 
dimension-specific prompt sensitivity observed here is specific to the model and task 
sample used in this study or generalises more broadly. Given the pace at which LLM 
capabilities are evolving, replication across model generations would also clarify whether 
prompt sensitivity is a stable property of LLM-based educational content generation or 
one that continues to diminish as model quality improves. The evaluation rubric, rating 
procedure, and dataset from the present study can serve as a baseline for calibration and 
comparison. 

Post-hoc comparison and effect decomposition. Although no Friedman test reached 
statistical significance in the present study, future work with larger task samples or more 
sensitive instruments may produce significant omnibus results that warrant post-hoc 
decomposition. In that case, pairwise comparisons — for example, Wilcoxon signed-rank 
tests with Bonferroni correction — could identify which specific prompt pairs drive 
observed differences. Future work should also examine whether particular grammar 
categories — for example, tense contrasts versus article use — are more susceptible to 
prompt effects than others. A fully crossed analysis of prompt condition by grammar 
category would allow researchers to identify which combinations of task type and prompt 
formulation are most and least susceptible to quality variation.  

Learner outcome validation. The logical extension of this study is to test whether 
prompt-sensitive variation in expert-rated IQ translates into measurable differences in 
learner understanding and grammatical acquisition. A quasi-experimental design pairing 
rubric-scored AI-generated explanations with pre- and post-test grammar assessments at 
the corresponding CEFR level would directly address the gap between information 
quality as assessed by expert raters and pedagogical effectiveness as demonstrated by 
learners. If high-scoring explanations consistently produce larger learning gains, the IQ 
rubric would be validated as a proxy for instructional effectiveness; if the relationship is 
weak, it would suggest that additional quality dimensions are needed to capture what 
makes an AI-generated explanation pedagogically effective. 
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Automated IQ evaluation and human–AI comparison. Assembling a ten-rater panel 
and administering a full blind evaluation across 80 outputs is resource-intensive and 
difficult to scale. Future research could investigate whether automated evaluation 
approaches — including LLM-as-judge frameworks, embedding-based similarity 
measures, or fine-tuned classifiers trained on expert-rated data — can approximate human 
IQ ratings at acceptable levels of reliability. The human-rated dataset produced in this 
study provides a gold standard corpus against which automated approaches could be 
calibrated and benchmarked, with significant implications for scalable quality assurance 
in AI-assisted educational content development. 
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Appendix A. Report on the use of generative 

artificial intelligence in Master's thesis  

Purpose of generative AI use 

Two generative AI tools were used in the course of writing this thesis: Claude (Anthropic) 
and ChatGPT (OpenAI, GPT-4). It should be noted that GPT-5.3, the model evaluated as 
the object of study in the thesis itself, was used exclusively for research data generation 
and not as a writing assistant at any stage. 

Claude was used primarily during the writing phase of the thesis, from March to May 
2026. Its main purposes were: (1) language editing and reformulation of drafted passages 
to improve academic register and sentence-level clarity; (2) structural feedback on 
paragraph organisation within individual chapters; and (3) assistance with 
formatting-related tasks, including the consistent application of APA 7.0 citation style and 
the layout of tables. In practice, the authors would draft a section in their own words, then 
ask the tool to suggest improvements to phrasing or to check whether the academic tone 
was appropriate for a master's thesis in informatics. The suggested reformulations were 
reviewed critically, often partially accepted, and always reintegrated into the text that the 
authors had originally drafted. 

ChatGPT was used at an earlier stage, during the planning and outline phase in January 
and February 2026, to help articulate and organise initial thoughts about the theoretical 
framework and research design. Specifically, it was used to test whether the logic of the 
"three pillars" framing was clearly communicable before it was developed into full prose. 

Extent of generative AI use 

Generative AI was used selectively and not uniformly across all parts of the thesis. It was 
not used for the literature search, the selection or interpretation of sources, the design of 
the evaluation rubric, the generation of research data, the statistical analysis, or the 
formulation of conclusions. The empirical findings, the interpretation of the Friedman test 
results, the ceiling-effect analysis, and all evaluative judgements about the data were 
produced entirely by the authors. 

AI assistance was concentrated in two areas: language and formatting. Approximately 
one-third of the written chapters were reviewed with AI language support at the sentence 
and paragraph level. The remaining content was written and revised without AI 
involvement. 

Impact of generative AI use 

The use of generative AI had a modest but positive impact on the quality of the written 
text. Language editing assistance helped the authors — both of whom write in English as 
an additional language — to produce prose that more consistently meets the register 
expectations of academic writing in informatics. In particular, it helped reduce repetition 
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across paragraphs and improve the precision of formulations in technically dense sections 
such as the methodology and theoretical framework. 

The main limitation encountered was that AI-generated reformulations occasionally 
introduced terminology or framing that did not match the study's own conceptual choices. 
For example, suggested phrasings sometimes used different names for the IQ dimensions 
than those defined in the rubric, requiring careful checking against the study's own 
standardised vocabulary. This made critical reading of every AI suggestion a necessary 
part of the workflow rather than an optional step. 

Personal contribution 

All intellectual contributions to the thesis — including the identification of the research 
problem, the design of the study, the development of the theoretical framework, the 
selection and interpretation of sources, the construction of the evaluation rubric, the 
recruitment and coordination of raters, the statistical analysis, and the formulation of 
findings, conclusions, and recommendations — were produced by the authors 
independently. Generative AI was used as a language and formatting tool, not as a source 
of ideas, arguments, or analysis. 

To ensure that our own critical reflections remained foregrounded, we adopted a 
consistent practice of drafting all content in our own words before any AI review, and of 
treating AI suggestions as an editorial option rather than a replacement for our own 
phrasing. All final decisions about content, argumentation, and expression were made by 
the authors. 

Ethical considerations of generative AI use 

No personal data, participant information, or confidential materials were entered into any 
generative AI tool at any point. The raters' demographic responses and scoring data were 
handled exclusively within the authors' own secured files and were not shared with 
external tools. 

With respect to academic integrity, the use of AI for language editing is consistent with 
the guidelines provided by Linnaeus University and is fully disclosed in this report. All 
sources cited in the thesis were identified, read, and interpreted by the authors; AI tools 
were not used to locate, summarise, or evaluate academic literature on the authors' behalf. 

With respect to copyright, AI-generated text suggestions were used only as editorial input 
and were substantially rewritten before inclusion. No AI-generated passage has been 
reproduced verbatim in the thesis. 

 

 

 

 

Page 2 (10) 



Appendix B. Description of the work division 

between the authors  

General description of collaboration 

This thesis was produced through close and continuous collaboration between both 
authors throughout the Spring 2026 term. From the outset, the authors held regular joint 
meetings — both in person and online — to plan the research, discuss methodological 
decisions, review each other's written contributions, and ensure consistency of voice and 
argument across all chapters. Major decisions, including the selection of grammar tasks, 
the design of the prompt conditions, the structure of the evaluation rubric, and the 
interpretation of the statistical findings, were made jointly and required the agreement of 
both authors before implementation. 

The collaboration evolved over three broad phases. During the planning phase 
(January–February 2026), both authors contributed equally to defining the research 
problem, formulating the research questions, and establishing the theoretical framework. 
During the data collection and analysis phase (February–April 2026), responsibilities 
diverged according to each author's primary area of contribution, as described below. 
During the writing phase (March–May 2026), both authors drafted, reviewed, and revised 
each other's sections, with all final versions reviewed and approved by both before 
submission. 

Division of work across the thesis work 

The overall structure of the thesis, the research design, the theoretical framework, and the 
conclusion were developed jointly. Individual chapters and practical tasks were divided 
according to the authors' respective strengths and areas of responsibility, while all written 
chapters were subject to joint review and revision before finalisation. No chapter was 
submitted in its final form without both authors having read, commented on, and 
approved it. 

Individual contributions 

Author A — Svetlana Bakumenko 

Svetlana Bakumenko carried primary responsibility for the methodological and analytical 
dimensions of the thesis. She led the design of the within-subjects experimental 
framework, including the operationalisation of the four prompt conditions and the 
specification of the evaluation rubric with its explicit scoring anchors for each 
Information Quality dimension. She was responsible for the statistical analysis of the 
evaluation data, including the application of the Friedman test, the calculation and 
interpretation of Krippendorff's Alpha, and the diagnosis of the ceiling effect in the 
inter-rater reliability results. She took primary responsibility for writing the Methodology 
chapter and the Empirical Findings chapter, and contributed substantially to the 
Theoretical Framework and Discussion chapters. She participated in all joint planning 
and review meetings and contributed to the writing and revision of all other chapters in a 
supporting capacity. 
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Author B — Sutisna Sutisna 

Sutisna Sutisna carried primary responsibility for the practical and data collection 
dimensions of the thesis. He led the identification, recruitment, and coordination of the 
ten expert rater panel, managing communication with raters, distributing the evaluation 
materials, and collecting the completed scoring sheets. He was responsible for 
constructing and maintaining the master dataset of 800 scored observations, ensuring the 
accuracy and completeness of the data before it was passed to statistical analysis. He took 
primary responsibility for writing the Literature Review chapter and contributed 
substantially to the Introduction and Conclusion chapters. He participated in joint 
planning and review meetings and contributed to the writing and revision of all other 
chapters in a supporting capacity. 

Statement of agreement 

Both authors confirm that the description provided in this appendix accurately reflects the 
division of work and the individual contributions made throughout the thesis project. 
Both authors have reviewed the content of this appendix in full and agree that it 
represents a fair and transparent account of their respective roles. Both authors take 
shared responsibility for the thesis as a whole and for the integrity of the work it presents. 

Svetlana Bakumenko 

Sutisna Sutisna 

Linnaeus University, Spring 2026 
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Appendix C.  

Informed Consent Form for Evaluators 

Research project: Evaluating Prompt Variations in AI-Generated Grammar 
Explanations: An Information Quality Approach​
Institution: Linnaeus University, Sweden — Department of Informatics​
Researchers: Svetlana Bakumenko and Sutisna Sutisna (Master's students)​
Supervisor: Mattias Davidsson​
Course: 4IK50E, Master's Thesis in Informatics, Spring 2026 

This research investigates how different ways of formulating instructions ("prompts") 
given to an AI language model affect the quality of the grammar explanations it 
generates. You are invited to take part as an expert evaluator because of your professional 
experience as a teacher of English. You will be asked to read a set of AI-generated 
grammar explanations. You will not be told which prompt produced which explanation. 
The task is expected to take approximately 60–90 minutes and can be completed at your 
own pace. There are no anticipated risks associated with participation. There is no direct 
personal benefit, but your contribution supports academic research. Your ratings will be 
anonymised before analysis and reported only in aggregated, statistical form in the thesis. 
No individual rater will be identifiable in the final document. Background information 
(such as years of teaching experience) will be reported only in summary form (e.g., 
ranges, averages) and never linked to your individual ratings. Your data will be stored 
securely by the researchers and will be used only for the purposes of this thesis and any 
related academic publication. Data will be retained only as long as required for 
examination of the thesis and will then be deleted. 

Your participation is entirely voluntary. You may withdraw at any point without giving a 
reason and without any negative consequence, including after you have submitted ratings, 
by contacting the researchers using the details below. If you withdraw, your data will be 
removed from the dataset prior to analysis where this is practically possible. 

If you have questions about this study, you may contact:​
Svetlana Bakumenko — sb224zg@student.lnu.se​
Sutisna Sutisna — ss227ax@student.lnu.se​
Supervisor: Mattias Davidsson — mattias.davidsson@lnu.se 

By signing below (or, for the online version of this form, by selecting "I agree to 
participate" before proceeding), I confirm that: 

●​ I have read and understood the information above. 
●​ I understand that my participation is voluntary and that I may withdraw at any 

time. 
●​ I agree to take part in this study under the conditions described. 
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Appendix D. Excerpt of data analysis  

Figure D1 

Master Data Table Containing Evaluator Ratings Across Prompt Conditions

 
Note. The master dataset includes evaluator ratings assigned to AI-generated grammar 
explanations under four experimental prompt conditions (A–D). Ratings were recorded using a 
five-point rubric across the dimensions of Accuracy, Completeness, Clarity, and Relevance.  

Figure D2 

Master Data Table Containing Evaluator Ratings Across Prompt Conditions 2
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Note. The master dataset includes evaluator ratings assigned to AI-generated grammar 
explanations under four experimental prompt conditions (A–D). Ratings were recorded using a 
five-point rubric across the dimensions of Accuracy, Completeness, Clarity, and Relevance.  

 

Figure D3 

Master Data Table Containing Evaluator Ratings Across Prompt Conditions 3 

 

Note. The master dataset includes evaluator ratings assigned to AI-generated grammar 
explanations under four experimental prompt conditions (A–D). Ratings were recorded using a 
five-point rubric across the dimensions of Accuracy, Completeness, Clarity, and Relevance. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Page 7 (10) 



Appendix E. Rater evaluation forms 

Part 1:​

https://docs.google.com/forms/d/e/1FAIpQLSc7UnFOGbelkUy0ByZOgtL-ZF_iJFH2e7-a

N_8hpe1OK6psuQ/viewform?usp=header 

Part 2​

https://docs.google.com/forms/d/e/1FAIpQLSflh62Yeyi5rTAsOlxWFvaLVLvmkYWQeF

db726F0Tpowd12-g/viewform?usp=header 

Participant background:​

https://docs.google.com/forms/d/e/1FAIpQLSfLvD283_r0JzH1rjpiwyzpCFTf4JQXtcU1J

Wo7DZXGanmYqQ/viewform?usp=header 
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