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Abstract 
GraphQL query cost analysis is widely used to protect APIs from excessive resource 

consumption and denial-of-service attacks. However, existing approaches often fail to 

accurately reflect actual system load and provide limited guidance for tool selection, 

configuration, and interpretation of predicted costs across different query categories. This 

thesis addresses this gap by proposing a novel structure-adaptive static query cost analysis 

tool and investigating its performance compared to publicly available static tools when 

predicting actual runtime behavior. The evaluation is conducted within a Node.js 

environment, focusing on multiple GraphQL query categories, including deeply nested 

queries and those containing aliases or aggregations. Predicted cost scores are compared 

with observed system metrics, namely CPU usage, memory consumption, response time, 

and response size, using statistical correlation. The results show that the proposed 

adaptive tool achieves slightly better performance in predicting response time and 

response size compared to existing tools, though no significant improvement is observed 

for CPU and memory usage. Additionally, the findings reveal that the effectiveness of all 

evaluated tools depends strongly on the query category; notably, nested queries 

consistently exhibit the weakest correlation between predicted and actual costs. Overall, 

this work contributes to a deeper understanding of the limitations and capabilities of static 

query cost analysis tools, offering practical insights for developers, backend engineers, 

and system architects when evaluating and configuring these tools. 
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In this thesis, AI tools such as ChatGPT and Gemini were used to support the work in 

several ways. These tools helped reformulate and improve the clarity of the writing, 

especially when expressing complex ideas. Generated text was always based on text 

originally written by the authors and was read and edited to ensure clarity, accuracy, and 

that it reflected the intended content. For code generation, AI was provided with 

specific context and used primarily for small code snippets, implementation ideas, and 

guidance rather than complete solutions. All generated code was analyzed, adapted to 

the project context, and tested before use. Unnecessary or unclear parts were removed. 

In addition, AI was used as guidance for implementing statistical tests. The resulting 

implementations were verified through independent study of the underlying statistical 

theory and by relying on established packages and libraries where appropriate. All AI-

generated suggestions were critically evaluated before being included in the thesis. Final 

implementation decisions, verification, interpretation of results, and conclusions were 

made by the authors.  
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1 Introduction 
Query cost analysis, also called query complexity analysis, aims to determine the cost of 

executing a query [1]. This capability is especially important in GraphQL, a query 

language and server-side runtime for APIs, often used as an alternative to REST APIs, 

which allows clients to send highly flexible and complex queries [2]. To mitigate the risk 

of overloading the server, static query cost tools try to predict the execution cost before a 

query’s execution [1]. However, many static tools require configuration [3] [4], which 

can influence the predicted cost. This study aims to develop a new static query cost 

analysis tool that automatically adapts its initial configuration and to benchmark it against 

existing solutions to evaluate how well predicted costs correlate with actual execution 

costs. 

1.1 Background 

GraphQL has become increasingly popular since Facebook made it public in 2015 [2]. In 

traditional REST APIs, fetching multiple resources requires several sequential HTTP 

calls, and one cannot specify the exact data fields one needs from a resource. The former 

is referred to as client-side under-fetching, while the latter is known as client-side over-

fetching [5]. In contrast to that, GraphQL enables clients to request exactly the fields they 

need and to retrieve data with only one API call [2]. Due to these benefits, GraphQL is 

also used in healthcare applications, where performance and cost-effectiveness are crucial 

[6]. As with any API, security considerations are fundamental, and despite the 

advantages, GraphQL comes with its own vulnerabilities. One of these is inherent to 

GraphQL’s architecture, namely its ability to support highly complex, flexible, and deep 

queries. This flexibility can be exploited by malicious actors who aim to overload the 

system, also known as Denial of Service (DoS) attacks. Understanding query costs is 

essential for preventing these attacks. While basic mitigation strategies, such as limiting 

query depth or HTTP request body size exist, they often fail to catch complex, resource-

heavy queries [2]. Consequently, more sophisticated approaches leverage static query 

cost analysis. GraphQL uses a type system to define the structure of data, where object 

types consist of fields representing retrievable data elements, which are fetched via 

server-side functions called resolvers [7]. GraphQL query complexity or cost analysis is 

then defined as the application of weights of schema types and fields to estimate the cost 

of a query [8]. Research in this area is still ongoing, and practical guidelines or best 

practices on existing tools are needed. As a first guideline, a draft was published by IBM 

Corp. that aims to standardize cost analysis techniques [1]. While several public software 

libraries implement static query analysis [3][4] [9], to the authors’ best knowledge there 

is a lack of research comparing their effectiveness at preventing system overload from 

overly complex queries, particularly in the realistic context of a healthcare schema. 

Existing query cost tools often require manual configuration based on an understanding 

of how resolver fields contribute to the overall cost [3] [4]. This study proposes a new 

approach that reduces this dependency while aiming to improve the accuracy of cost 

prediction before execution, helping protect GraphQL APIs from DoS attacks. The 

approach is evaluated using a healthcare data schema to provide a realistic and relevant 

scenario. 

1.2 Related work 

GraphQL security can involve cost analysis models and performance-based 

improvements to enhance the ability of a GraphQL API to handle queries efficiently and 

to detect excessive or malicious usage. This chapter reviews existing techniques used to 

protect GraphQL APIs. 



   
 

One possible mitigation technique is rate limiting where the number of requests per 

defined time limit is restricted. In a recent paper from 2024, the authors compared the 

effects of batch attacks, meaning bundling of several queries into a single HTTP request, 

and their impact on system performance in terms of CPU and memory usage with and 

without rate limiting as a countermeasure. They concluded that rate limiting is very 

efficient in preventing batch attacks, but further research is needed into other security 

techniques, as even a single query can be too complex for the system [10]. This study 

aims to provide a complement to techniques like rate limiting by improving the prediction 

of the cost of a single query. 

A study from 2021 summarized several strategies for improving GraphQL server 

performance, including the use of a DataLoader middleware to cache and group related 

database requests into a single request, based on shared keys [5]. Furthermore, in a study 

conducted in 2020, the authors investigated the performance of automated GraphQL 

server translations for legacy databases by comparing Hasura and PostGraphile. Their 

methodology involved identifying structural "choke points" within GraphQL schemas 

and executing 5,000 queries per template to measure response time, execution time, and 

throughput across scalable database environments [11]. While such performance 

optimizations can increase the threshold at which a server becomes overloaded, they do 

not prevent excessively complex queries from being executed by the server, highlighting 

the need for additional mechanisms to control query complexity. 

Several papers propose approaches for predicting query costs to detect harmful 

queries. In a paper from 2020 the authors developed a formal, linear-time static analysis 

framework designed to estimate query costs before execution. By testing their approach 

against large-scale commercial APIs (GitHub and Yelp), they demonstrated that their tool 

consistently outperforms existing open-source libraries by providing cost bounds that do 

not underestimate the response cost [12]. Similarly, a study from 2021 implemented a 

machine learning (ML) approach to query cost analysis, demonstrating that machine 

learning can predict query costs with higher average accuracy than static analysis [13]. 

However, neither work evaluated how well the predicted costs correlated with actual 

system load caused by the query execution, such as CPU usage, memory consumption, 

or execution time. In addition, they did not distinguish between different query categories. 

This study therefore aims to benchmark a new tool against actual system load and to 

differentiate between different query categories. A more recent paper from 2025 proposed 

a hybrid GraphQL security approach combining static analysis with machine learning. A 

pretrained Large Language Model (LLM) was used to assign context-aware cost values 

to fields and to define dynamic thresholds to mitigate DoS attacks. The results showed 

that the static threshold analysis did not introduce significant performance overhead, 

whereas the additional machine learning models for detecting attacks such as SQL 

injection and Cross-Site Scripting (XSS) caused notable CPU usage [14]. In contrast to 

ML-based approaches that introduce additional computational overhead, the new tool 

presented in this study relies on direct runtime system metrics such as CPU usage, 

memory consumption, response time, and response size to continuously adapt field costs. 

This enables a lightweight and dynamic mechanism that adjusts to changing workload 

conditions, whereas LLM-based approaches typically rely on precomputed or 

infrequently updated configurations. 

1.3 Problem formulation 

Existing GraphQL query cost approaches do not reliably reflect actual system load and 

provide limited guidance on tool selection, configuration, and interpretation of predicted 

costs across different query categories. Furthermore, to the authors’ best knowledge 

existing literature has not sufficiently compared the query cost estimated by publicly 

available GraphQL cost analysis tools with runtime metrics such as CPU usage, memory 



   
 

usage, response size and response time. In addition, previous studies rarely distinguish 

between different query categories. As a result, there is a need for a method that more 

accurately relates predicted query costs to real runtime behavior. This leads to the 

following research questions: 

1. Do different query categories affect the relationship between predicted cost and 

observed system load differently? 

2. How well does the proposed adaptive static query cost analysis tool predict actual 

system load compared to existing publicly available tools? 

1.4 Motivation 

This thesis aims to deepen the understanding of various static query cost tools and their 

impact on system performance and resilience against overload. By creating a new 

approach for query cost analysis, the study aims to offer developers a more accurate 

solution to estimate the query cost before execution. Finally, as query cost tools protect 

against system overload and DoS attacks, they represent an important part of keeping 

critical infrastructure intact [12] [13]. Supporting these defenses is essential for society to 

maintain secure and reliable digital services. 

1.5 Results 

A new adaptive tool is proposed and evaluated against other existing tools based on its 

ability to predict the actual cost of a query. The evaluation considers multiple query 

categories and analyzes the statistical correlation between predicted and observed costs. 

The results show that the new proposed adaptive tool performs slightly better than the 

others for response time and response size but does not improve the correlation between 

predicted cost and CPU or memory usage. Furthermore, the study reveals that the 

performances of all tools vary depending on the query category. While each tool shows 

the highest correlation on different query categories, the nested category is consistently 

the category with worst correlations. 

1.6 Scope/Limitation 

The focus of this study is the Node.js runtime environment and libraries compatible with 

it. Furthermore, only GraphQL queries are considered, while mutations are excluded. The 

comparison is limited to static cost analysis tools evaluated using a synthetic healthcare 

database. The synthetic healthcare data was chosen as it was publicly available and 

provided realistic data. 

1.7 Target Group 

This thesis primarily targets software developers and backend engineers working with 

GraphQL, particularly within high-stakes domains such as healthcare. Practitioners can 

use the insights from this research to better understand the strengths and limitations of 

existing static cost analysis tools for system protection. The findings may also help system 

architects and security specialists make informed decisions when selecting and applying 

such tools as part of a broader strategy for improving resilience against DoS attacks. 

Additionally, this work provides a useful reference for academic researchers interested in 

software engineering and the empirical evaluation of static query cost analysis techniques. 

1.8 Outline  

The paper is structured as follows. In Chapter 2, the methodology for this study is 

presented. Chapter 3 provides details as to how the different elements needed for the 

experiment were implemented and how the experiment was conducted. The results are 



   
 

then presented and analyzed in Chapter 4. Chapter 5 discusses the results. Finally, the 

paper is concluded together with some possible future work in Chapter 6.  



   
 

2 Method 
This chapter presents the different methods used for this research. First, it shows the 

process of the problem development (section 2.1), then it discusses the design science 

(section 2.2) and finally presents the controlled experiment (section 2.3) used to evaluate 

the new tool [15] [16]. The chapter concludes with discussing possible threats to 

reliability and validity (section 2.4) as well as ethical considerations (section 2.5). 

2.1 Problem development 

This study aimed to address a current security challenge within the domain of GraphQL, 

an emerging technology. The research began with a literature review focusing on 

GraphQL security, which revealed that GraphQL APIs are highly susceptible to DoS 

attacks due to the flexibility with which queries can be constructed. A further review of 

the literature indicated that several security mechanisms exist to mitigate these risks, 

including static cost analysis. However, these current approaches proved insufficient for 

accurately predicting query costs because they lack the capacity to adapt easily to 

changes. This motivated the present study to propose a novel algorithm for static query 

cost analysis that is more adaptive to changes. In order to develop the novel algorithm, a 

design science methodology (section 2.2), was used. To evaluate the novel algorithm 

against existing tools, a controlled experiment, (section 2.3), was conducted. 

2.2 Design science 

To create a novel algorithm for static query cost analysis, a design science methodology 

was used because it supports the design and evaluation of the algorithm in practice. The 

design science methodology involves identifying a problem (section 2.2.1), defining 

objectives of a solution (section 2.2.2), developing a design (section 2.2.3), 

demonstrating, evaluation (section 2.2.4) and communication of the result (section 2.2.5) 

[16]. 

2.2.1 Identification of Problem 

Current static query cost analysis tools typically assign a fixed cost to each field. As a 

result, the cost remains constant even if underlying database tables grow or shrink 

significantly, or if the frequency of specific operations changes over time. Consequently, 

these tools do not adapt to changes [3] [4]. Furthermore, setting the costs of each field 

needs some expertise otherwise they risk being arbitrary instead of reflecting the real cost. 

To address these limitations, the new tool introduces an adaptive static approach in which 

field costs can be updated over time.  

2.2.2 Definition of objectives for a solution 

The motivation for creating a new adaptive static query cost analysis tool led to the 

following objectives: 

- The tool should be adaptive and change the cost of the different fields whenever 

it under- or overestimated the cost of a query to react to potential changes in the 

data or user behavior. 

- The tool should include the length of the database tables in the cost calculation to 

give queries using long database tables a higher cost than queries that only use a 

small table. 

- The configuration of the tool should not need any expertise in which fields are 

more costly than others. The tool should set the costs of the different fields 

automatically. 



   
 

- The tool should have a higher correlation between predicted cost and actual cost 

than existing tools. 

2.2.3 Design and development 

An agile process was used to design and develop the new tool [17]. The resulting 

algorithm works as follows. It aggregates the cost of all fields involved in a query like 

existing tools. However, it also includes the length of each database table used by the 

query by multiplying the cost of a field with a value between 1 and 100 for each database 

table that it is nested in, depending on the tables’ relative lengths. During the execution 

of a query, the performance (CPU usage, memory usage, response size and response time) 

is measured and used to calculate the actual cost. This cost is then used after execution to 

adapt the field costs with the difference between predicted and observed cost, evenly 

distributed across all fields involved in the query.  

2.2.4 Demonstration and Evaluation 

Lastly, after having designed the new tool, a controlled experiment was conducted to test 

how well the proposed tool works and how it compares to other static query cost analysis 

tools. The performance of the proposed tool was evaluated based on the correlation 

between predicted and actual cost. The controlled experiment is described in more detail 

in the next subchapter.  

2.2.5 Communication 

The results for the novel tool are discussed in chapter 5. It is first evaluated how the novel 

tool compares to the existing tools. After that it is discussed whether the new tool fulfilled 

all the objectives in the subchapter 5.3.  

2.3 Controlled Experiment 

For the evaluation, the guidelines on controlled reporting of a software experiment are 

followed [15]. This chapter first gives an overview of the project starting with the goal 

and the hypotheses (section 2.3.1). After that the parameters and variables are discussed 

(section 2.3.2) followed by a description of the selection of tools (section 2.3.3) as well 

as queries (section 2.3.4). Finally, the instrumentation (section 2.3.5), data collection 

procedure (section 2.3.6) and analysis procedure (section 2.3.7) are discussed. A 

controlled experiment was conducted, as this methodology allows for the isolation of the 

effects of different tools while controlling variables that could influence the outcome. 

This approach is preferable to a case study because it enables the researcher to draw 

conclusions regarding cause-effect relationships [18]. 

2.3.1 Goal and Hypothesis 

The primary objective of this study is to evaluate the accuracy of cost prediction of a new 

query cost analysis approach compared to existing tools when subjected to workloads 

within a healthcare context. The study aims to determine whether predicted cost values 

are associated with the measured execution metrics which are referred to as the actual 

cost. To provide a framework for an evaluation and to answer the posed Research 

Questions, the following hypotheses were formulated: 

H0_1 (Null Hypothesis): There is no significant correlation between the predicted cost 

and the measured cost consisting of response time, response size, memory usage and CPU 

usage across different query categories. 

H1_1 (Alternative Hypothesis): There is a significant correlation between the predicted 

cost and the measured cost consisting of response time, response size, memory usage and 

CPU usage in at least one category.  



   
 

H0_2 (Null Hypothesis): There is no statistically significant difference between the 

ability of a query cost tool to predict the cost of a query. 

H1_2 (Alternative Hypothesis): At least one query cost tool demonstrates statistically 

significant superior ability to predict the cost of a query. 

2.3.2 Parameters and Variables 

To measure the correlation between predicted cost and execution metrics, several 

independent and dependent variables were used. The first independent variable was the 

category of the queries, which included normal, nested, aliases, and aggregation queries. 

Another independent variable was the tool used to predict the costs. The first dependent 

variable was the predicted cost of a query as calculated by each query cost tool. The 

second set of dependent variables consisted of the observed execution metrics, defined as 

CPU usage (percentage), memory usage (percentage), response data size (bytes), and 

response time (milliseconds). Response size was included because it is commonly used 

as an indicator of query complexity in GraphQL cost analysis [12] [13]. CPU utilization 

and memory utilization were included as measures of server-side resource consumption, 

following [19]. Response time was included to capture user-perceived performance and 

query latency. Together, these metrics provide a broader view of query impact by 

considering both resource usage and client-facing performance. Throughput was not 

included because the focus of this thesis is on the cost and impact of individual queries 

rather than on how many queries the system can process within a given period of time. 

Furthermore, the correlation between predicted cost and execution metrics was 

calculated. The relationship between predicted and actual query cost was evaluated using 

correlation analysis, and statistical significance was assessed using the p-value. The study 

thus utilizes a design incorporating the variables described above. In order to obtain the 

described dependent variables, several measurements were taken during query execution. 

CPU usage was calculated as follows: 

 

𝑐𝑝𝑢𝑈𝑠𝑎𝑔𝑒 =
(𝑐𝑝𝑢𝑈𝑠𝑎𝑔𝑒𝐸𝑛𝑑 − 𝑐𝑝𝑢𝑈𝑠𝑎𝑔𝑒𝑆𝑡𝑎𝑟𝑡)

𝑒𝑙𝑎𝑝𝑠𝑒𝑑𝑇𝑖𝑚𝑒 ∗ 𝑛𝑢𝑚𝑏𝑒𝑟𝑂𝑓𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝐶𝑜𝑟𝑒𝑠
[20] 

Here, cpuUsageStart is defined as the cumulative CPU time consumed by the process up 

to the start of query execution, measured in microseconds, and cpuUsageEnd as the 

cumulative CPU time consumed up to the end of execution, also measured in 

microseconds. Similarly, memory usage was calculated as the percentage of total system 

memory occupied by the current process. Samples were recorded at the start of query 

execution, at 10-millisecond intervals during execution, and at the end of the query. The 

average of these samples was then considered to represent the memory usage of the query. 

After executing a query, the size of the response data was measured based on the JSON 

string returned by the query. Response time was measured on the client side using the 

following formula: 

 

𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝑇𝑖𝑚𝑒 = 𝐸𝑛𝑑𝑇𝑖𝑚𝑒 − 𝑆𝑡𝑎𝑟𝑡𝑇𝑖𝑚𝑒 

 

Finally, each query was executed five times, and the average result was calculated and 

stored in a JSON file. Since some execution times were very short and could, due to 

measurement inaccuracies, result in CPU usage values exceeding 100%, these values 

were excluded before averaging to ensure valid results. The overall workflow and the 

measured variables are illustrated in Figure 2-1. The different steps of the figure will be 

described in detail in 2.3.6. The measured variables can be seen in the blue boxes. 
 



   
 

2.3.3 Selection of Query Cost Analysis Tools 

The subjects of this study are a new query cost analysis tool and three open-source 

GraphQL query cost libraries. To ensure the findings are relevant to modern development 

and to follow the reporting guidelines in controlled experiments, a systematic selection 

process was conducted on GitHub using the search criteria: query complexity GraphQL 

language:JavaScript.  

The selection was refined based on the following inclusion and exclusion criteria: 

1. Platform Compatibility: Tools must support the Node.js environment. 

2. Maintenance Status: Tools archived or not updated since 2020 were excluded to 

focus on maintained software. 

3. Methodological Fit: Tools were filtered to ensure they utilize a static query cost 

approach. 

Following this process, three tools were selected for evaluation: graphql-validation-

complexity (in the remaining work referred to as field), graphql-depth-limit (depth), and 

graphql-cost-analysis (type). 

2.3.4 Generation of Queries 

This section describes the objects of the study, namely the generated queries, as described 

in the reporting guidelines of controlled experiments [15]. To ensure a systematic and 

reproducible evaluation, the queries used for the evaluation of the different tools were 

generated with the help of a query generator [21]. The queries were used in their original 

form and were not reviewed for realism. This approach helped reduce potential bias in 

the testing process and follows the methodology used in previous work on GraphQL 

query cost analysis [12]. 

To ensure that different types of queries are tested, the query generator was used with 

different setups to generate 1000 queries for each category. All setups include a provider 

map that adds random where-clauses and pagination to the queries to mimic more realistic 

queries and avoid generating identical or highly similar queries. The breadth probability 

was set to 0.05 across all generated queries. This means that each field has a 0.05 

probability of being used at every place where it would fit. Furthermore, the depth 

probability was set to 1 to ensure that the queries reached a specific predefined depth. To 

improve reproducibility, a fixed random seed provided by the query generator was used 

during query generation. In addition, the execution order of the generated queries was 

randomized to reduce potential ordering effects during the experiments. 

The following query categories were selected to represent different sources of 

complexity. Rather than evaluating the tools on a single query distribution, the categories 

were designed to isolate specific query characteristics that may affect execution cost. The 

nested and alias categories correspond to characteristics associated with excessive query 

depth and alias overloading, both of which have been identified as potential sources of 

increased resource consumption in GraphQL APIs [14]. 

Normal: 

This configuration simulates typical, low-complexity queries to establish a baseline 

workload. The queries feature a depth distributed uniformly between 2 and 4. This range 

is intentionally lower than the query generator's default settings to ensure these baseline 

requests do not impose an excessive load on the API. 

Nested: 

The nested configuration was defined to represent queries with deep hierarchical 

relationships. Queries were generated with a uniformly distributed depth between 5 and 

7. While recommended depth limits span from 5 to 10, constraining the depth to a 5–7 



   
 

range ensures the queries are sufficiently complex to test the API's constraints without 

causing frequent server crashes [22] [23].  

Alias: 

Utilizing the same structural baseline as the normal configuration, alias queries randomly 

duplicate each query component between one and five times using distinct aliases. This 

category isolates and evaluates how effectively the query cost analysis tools handle highly 

repetitive query structures. 

Aggregation: 

This configuration builds upon the normal baseline by incorporating aggregation 

operations, namely AVG, MIN, MAX, and SUM, on numeric database fields. This 

category introduces computational overhead beyond simple data retrieval, simulating 

real-world analytical workloads. 

2.3.5 Instrumentation 

The experiment was conducted in a controlled environment to minimize external 

interference. The testing framework was built using Node.js v24.11.1 and JavaScript. An 

API for running the experiments was implemented using DB2GraphQL. The API was 

connected to a MySQL database that stores the healthcare data used in the study. 

2.3.6 Data Collection Procedure 

 
Figure 2-1 Workflow for experiment 

The overall experimental workflow and the captured data variables are illustrated in 

Figure 2-1. The white boxes represent the different steps while the blue boxes show the 

measured data. To eliminate human error, data collection was fully automated. The 

experiments were executed on a Windows 11 machine equipped with an Intel Core i5-

9400 @ 2.90 GHz processor and 8GB of RAM, following the sequential pipeline outlined 

below: 

1. Generation of queries: As a first step, different sets of random queries were 

generated that could be used for the experiment. 

2. Warm-up phase: Before recording any measurements, 20 initial queries were 

sent to the server to ensure that the system was running at its normal, steady speed. 



   
 

3. Base run to get execution metrics: Different sets of queries belonging to 

different categories were dispatched one after the other to measure the load on the 

system defined by the execution metrics. Each test scenario was repeated five 

times to generate a statistically significant dataset. The average of the respective 

five runs of a query was used to represent the cost of executing the query. Both 

the individual runs and the average were saved in JSON files. 

4. Calculate the actual cost of each query: Since the proposed tool needs the actual 

cost of each query to dynamically update the field costs, the actual cost of each 

query was calculated and saved in a separate JSON file to be used by the new tool. 

The actual cost was computed by combining multiple performance metrics, 

including CPU usage, response time, memory usage, and response size, into a 

single normalized value, which was then scaled and rounded. 

5. Run to get predicted costs: For each query the predicted cost was calculated with 

each tool and saved in separate JSON files. These costs were then used to compare 

the correlation between predicted cost and measured cost for the different tools 

and categories. 

6. Analysis of results: Statistical tests were used to analyze the correlations between 

the predicted cost and the execution metrics. The statistical tests are described in 

more detail in 2.3.7. 

2.3.7 Analysis Procedure 

To analyze the resulting data, four different statistical tests were performed: Pearson’s 

correlation [24], Spearman’s rank-order correlation [25], Kendall’s τ [24] and Steiger’s 

(1980) method [26]. For the analysis, Python 3.10 was used.  

Pearson’s correlation was used to detect whether there is a linear relationship between 

the predicted costs and the execution metrics. This is appropriate when changes in 

predicted cost correspond proportionally to changes in metrics such as CPU usage, 

memory usage, response time, or response size [24]. Spearman’s rank-order correlation 

was used to detect a monotonic relationship between the predicted cost and the execution 

metrics. Unlike Pearson, Spearman does not require the relationship to be linear. Instead, 

it measures whether the association is consistently increasing or decreasing in terms of 

the variables’ ranks. It is also useful when the variables are measured on different scales 

[25]. Finally, Kendall’s τ was applied as an additional rank-based correlation measure. 

Rather than relying only on ranks individually, Kendall’s τ considers all pairs of queries 

and checks whether the ordering of predicted costs agrees with the ordering of execution 

metrics [24]. Overall, using these three tests allows the evaluation of the correlation from 

multiple perspectives: linear dependence (Pearson) and monotonic dependence 

(Spearman and Kendall). This is suitable for our experiment because the predicted costs 

and execution metrics are on different scales and the exact form of the relationship is 

unknown. 

Finally, the Steiger test was used to compare dependent correlation coefficients in 

order to evaluate whether the adaptive tool performs significantly better than the other 

tools. In this context, it tests whether higher correlation between the adaptive tool’s 

predictions and the execution metrics is genuinely stronger, or whether observed 

differences in correlation could be explained by random variation. Because the 

correlations share the same sample, the test accounts for their dependency and determines 

whether the difference between them is statistically significant rather than due to noise 

[26] [27]. 

The measured values, saved in different JSON files, were read and parsed by a Python 

script and then a SciPy library was used to compute correlation values as well as p-values 

for the different statistics [28]. These values were then printed out in a table format. The 

study calculates correlations between predicted cost and different metrics such as 



   
 

response size, response time, CPU usage, and memory usage for several query categories 

and tools. A significance threshold of 0.05 is initially chosen, meaning that correlations 

with a p-value below 0.05 are considered statistically significant. However, the study 

includes 4 tools, 4 query categories, 3 tests, and 4 metrics, resulting in a total of 192 

statistical tests. Since many statistical tests are performed, there is a higher chance of 

getting significant results just by coincidence. Therefore, a Bonferroni correction for 

multiple comparisons is used to reduce the risk of false positive results. The adjusted 

significance threshold is therefore calculated as 0.05/192 ≈ 0.00026 [29]. 

2.4 Reliability and Validity  

Several steps were taken to protect the integrity of the results and address potential threats 

to the study's validity: 

• Internal Validity: To prevent “cold-start” delays from affecting the results, the 

previously mentioned warm-up runs were performed. Additionally, all non-

essential background applications on the test computer were closed to prevent 

unexpected CPU spikes from interfering with the data. 

• External Validity: While the experiment used realistic healthcare API structures, 

it is recognized that different data schemas or industries might produce different 

results. To reduce this risk, different types of queries were generated with a query 

generator. Realistic synthetic healthcare data was used to build the database 

schema and seed the database. 

• Reliability: The data collection process was fully automated. The database 

schema and GraphQL API were generated automatically. This ensures that the 

experiment is consistent and can be easily repeated by other researchers to achieve 

similar results. 

2.5 Ethical Considerations 

As the study uses synthetic medical data there is no risk of violating the privacy of 

individuals. Furthermore, the study conducts experiments on a custom API, so that no 

public APIs are harmed by the malicious queries. 



   
 

3 Implementation  
This chapter discusses the implementation of the different elements needed to run the 

experiment. It starts with a description of the healthcare API that was implemented to 

serve as the controlled environment (section 3.2). The chapter then continues with the 

configuration of the different tools as well as a detailed description of the new tool 

(section 3.3 and 3.4). The analysis details are described in chapter 4. The following Figure 

3-1 shows an overview of the implemented code. The full repository can be found at 

https://github.com/Alina2706c/adaptive-tool-for-GraphQL.  

 
Figure 3-1 Architecture Diagram 

3.1 Database 

MySQL was chosen as the database because it is open-source, widely adopted, and ranked 

as the second most popular database as of March 2026 [30]. To establish the schema, the 

latest Synthea CSV dataset containing data for 100 patients was downloaded on February 

19, 2026 [31], and imported into MySQL using its native import function. The schema 

was then adapted to enforce correct data types, primary keys, and foreign keys according 

to the Synthea data dictionary on GitHub [32]. However, the raw data did not perfectly 

align with the documented schema, requiring manual resolutions. In the claims-

transactions table, 554 out of 95,313 rows were excluded because their PatientInsuranceId 

lacked a corresponding foreign key reference in the payer-transactions table. 

Additionally, the encounter field within the observations table was modified to allow null 

values because 2,987 out of 55,503 rows were empty, despite the GitHub data dictionary 

stating that the field was required. 

https://github.com/Alina2706c/adaptive-tool-for-GraphQL


   
 

3.2 Setup of API 

As a first step, an API was implemented to receive and process incoming queries. This 

API connects directly to the database containing the synthetic patient data; an overview 

of its architecture is illustrated by the "api" component in Figure 3-1. 

3.2.1 GraphQL API 

The open-source package DB2GraphQL was used to automatically create a GraphQL API 

for the database schema [33]. The package creates two queries and one mutation for each 

table. The first query getPage returns the total number of rows and the rows of a table 

matching the given arguments. The second query getFirst returns the first row of a table 

matching the given arguments. When using DB2GraphQL, the tool automatically 

generates GraphQL fields to represent both foreign key relationships and reverse foreign 

key relationships in the database. Therefore, nested queries are possible. Queries support 

filters and where clauses on fields. GetPage supports pagination, which enables to return 

only the requested slice of data based on limit (max number of rows to return) and offset 

(number of rows to skip before starting of returning rows). The resolver functions are 

built dynamically by the API generator at runtime. Moreover, the API generator can be 

extended by custom resolvers and types. Graphql Yoga was used as server to run the API 

[34]. This setup makes it possible to add plugins, for example to conduct measurements 

for the performance metrics during the query execution. 

3.2.2 DataLoaders 

DataLoaders allow caching and grouping of related database requests into a single request 

based on shared keys within a query. This significantly reduces the number of database 

requests and, consequently, the load on the GraphQL API server. To enable DataLoaders, 

keys based on foreign key relationships were defined and request batching was 

implemented. DataLoader v2.2.3 was integrated into the Yoga server, enabling caching 

and batching per request [35].  

3.3 Integration of Query Cost Analysis Tools 

The following section describes the configuration of the various query cost analysis tools, 

which are outlined in the light green component of Figure 3-1.  

The library graphql-depth-limit calculates the cost of a query by determining its depth 

[9]. The callback of the depthLimit function is used to retrieve the cost for each query. 

No specific fields or queries of a specific regex type were ignored when doing the depth 

limit check. The library graphql-complexity-validation calculates the total cost of a query 

by summing the costs of individual fields. Field costs can be customized and have a 

default value of one [3]. Based on their field names, field costs were defined as 10 for 

foreign key fields, 20 for reverse foreign key fields and one for all other fields. The 

message callback is used to capture the cost for each query. The maximum cost was set 

to zero. As each query has a cost greater than zero, this ensures that the callback is called. 

The library graphql-cost-analysis calculates the total cost of a query by summing the costs 

of individual fields based on their type or field-specific configuration [4]. A type map 

object was used to assign costs as follows: foreign key fields = 10, reverse foreign key 

fields = 20, scalar types (Int, Float, String, ID, Boolean) = 0, and all other types = 1. The 

onComplete callback was used to retrieve the calculated cost for each query. While the 

library supports multipliers, these could not be applied in the DB2GraphQL API, as 

pagination is implemented in a different format than the library expects. 



   
 

3.4 New Adaptive Static Cost Analysis Tool  

The new proposed tool operates in three different steps illustrated in Figure 3-2. It first 

calculates the cost of a query before execution (light blue box), then it executes it (pink 

box) and lastly it adapts the cost according to the actual cost after execution (purple box). 

3.4.1 Pre Execution of Query 

Before a query is executed, the tool estimates its cost by iterating through the requested 

fields and summing their individual weights. Due to a lack of domain-specific medical 

knowledge required to assign precise initial weights, all field costs are initialized to 1. 

The tool accounts for the nested structure of a query by multiplying each field's cost by 

the weight of its ancestor nodes. These ancestors correspond to database tables, each 

assigned a weight proportional to its row count. The largest table is assigned a baseline 

value of 100, while the remaining tables are scaled relative to this maximum. 

Furthermore, because the API utilizes dataloaders to optimize query processing, all 

structural factors are scaled by a factor of 0.5, with the exception of aggregation queries 

where dataloaders are unavailable. 

3.4.2 Execution of Query 

Following the initial prediction, the query is executed, and runtime metrics are collected. 

The actual query cost is represented by a composite metric consisting of response time, 

CPU usage, memory usage, and response size to capture both client-facing performance 

and server-side resource consumption. Since query cost is a multidimensional concept 

that cannot be fully characterized by a single metric, the individual metrics are aggregated 

into a composite measure. Linear aggregation with equal weights is a commonly used 

approach for combining multiple indicators into a single value [36]. Therefore, the 

following formula was used: 

 

𝐶𝑜𝑠𝑡 =
𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝑇𝑖𝑚𝑒

1000
+ 𝑟𝑜𝑢𝑛𝑑(𝐶𝑝𝑢𝑈𝑠𝑎𝑔𝑒) + 𝑟𝑜𝑢𝑛𝑑(𝑚𝑒𝑚𝑈𝑠𝑎𝑔𝑒) +

𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝑆𝑖𝑧𝑒

10000
 

 

The divisors for the response time and the response size are chosen to normalize the 

metrics, preventing any single metric from dominating the cost function. The scaling 

factors were set heuristically based on the observed magnitude of each metric with the 

help of test runs and can be easily adjusted if needed for different datasets.  

3.4.3 Post Execution of Query 

If a measurable variance exists between the predicted cost and the actual cost, the 

individual field weights are updated. The error delta is distributed equally across all fields 

utilized in the query. 

For the evaluation experiments, two constraints should be noted. First, to maintain 

consistency, measurement results from the base run were used and the query was not 

executed during the process of calculating and adapting field costs. Second, before 

evaluating each distinct query category, all field costs were reset to their default value of 

one, ensuring that no cross-category learning or optimization influenced the independent 

experiments. 

 



   
 

 
Figure 3-2 Workflow of adaptive tool 

 

  



   
 

4 Results and Analysis 
This chapter presents the results of the conducted controlled experiment. It first gives an 

overview of the raw data, shown as scatter plots (section 4.1). Then it continues to 

describe the correlations (Spearman Rank Correlation, Kendall Tau Correlation and 

Pearson Correlation) between predicted cost and actual cost for the different tools and 

categories (section 4.2). Finally, it discusses the differences in correlation between the 

different query categories (section 4.3) and between the different tools (section 4.4). 

4.1 Raw Data 

Figure 4-1 presents scatter plots illustrating the relationship between predicted costs and 

performance metrics for each tool within the normal query category. Both predicted costs 

and metrics are log-scaled, and data points are plotted with opacity to highlight high-

density regions through darker shading. For the depth tool, the data clusters into exactly 

three distinct prediction values, corresponding directly to the three depth configurations 

of the normal category. The field and type tools display highly similar plots to each other 

across all metrics. Conversely, the adaptive tool shows a slight increase in predicted costs 

as response time increases. For memory usage and response size, most data points form 

tight horizontal bands parallel to the x-axis for the field, type, and adaptive tools, 

suggesting no clear dependence between these metrics and the predicted costs. Finally, 

for the adaptive tool, data points with higher CPU usage tend to correspond to higher 

predicted costs compared to the other three tools. 

The scatter plots for the other categories can be found in the Appendix. 

4.2 Correlations for Spearman, Kendall and Pearson 

The results for Spearman, Kendall and Person correlation are illustrated in Table 4-1 -

Table 4-4. Statistical significance was assessed using a Bonferroni-adjusted threshold of 

p < 0.00026.  

Figure 4-1 Metrics versus predicted costs for the normal category across all tools 



   
 

In most instances, response time, CPU usage, and especially response size increased 

together with the predicted costs from the different tools. This pattern is reflected in the 

strong, positive Spearman’s rank correlation (referred to as Spearman) and Kendall's tau 

(Kendall), coefficients, which consistently reach values up to 0.70 depending on the 

specific metric and scenario. Across all experiments, response size emerges as the 

strongest and most stable predictor, yielding the highest correlation coefficients (e.g., 

reaching a Spearman coefficient of 0.708773 for the adaptive tool in the normal category). 

In contrast, the Pearson correlation coefficient (Pearson) is noticeably lower, generally 

peaking around 0.40. In specific instances, such as the depth tool within the nested 

category, the Pearson coefficient drops close to zero. This clear disparity between strong 

rank correlations and weak linear correlations indicates that the underlying relationships 

are monotonic but non-linear. Consequently, subsequent analysis focuses primarily on 

Spearman’s correlation coefficients, as they are best suited for capturing these non-linear 

trends. 

With the exception of memory usage, the calculated p-values for all metrics fall well 

below the adjusted 0.00026 threshold, confirming that the correlations are statistically 

significant. The only exception to this trend occurs with the depth tool in the nested 

category (see Table 4-4). The correlations for memory usage consistently fail to meet the 

significance threshold (p > 0.00026, highlighted in red), with correlations hovering near 

zero (e.g., a Spearman value of -0.043752 for the field tool in the normal category). 

Because these memory metrics are statistically insignificant, they are excluded from 

further analysis. 

 

 
Table 4-1 Correlation between predicted cost and execution metrics for normal category 

 

Tool Metric Spearman Spearman_p Kendall Kendall_p Pearson Pearson_p

type Response Time 0.510831 0 0.360424 0 0.334426 0

type CPU Usage 0.414651 0 0.29895 0 0.254198 0

type Memory Usage -0.042389 0.180451 -0.027927 0.192886 -0.05497 0.082306

type Response Size 0.609431 0 0.437913 0 0.135994 0.000016

field Response Time 0.498815 0 0.348355 0 0.334201 0

field CPU Usage 0.409788 0 0.295098 0 0.257382 0

field Memory Usage -0.043752 0.166819 -0.029012 0.175332 -0.054365 0.085744

field Response Size 0.634065 0 0.469659 0 0.141367 0.000007

depth Response Time 0.412388 0 0.319993 0 0.309456 0

depth CPU Usage 0.365777 0 0.303713 0 0.284451 0

depth Memory Usage -0.053324 0.091923 -0.041046 0.09251 -0.079081 0.012365

depth Response Size 0.538621 0 0.415219 0 0.210653 0

adaptive Response Time 0.5699 0 0.402674 0 0.338568 0

adaptive CPU Usage 0.421341 0 0.305648 0 0.326421 0

adaptive Memory Usage 0.03704 0.241899 0.024829 0.240285 0.063804 0.043676

adaptive Response Size 0.708773 0 0.522884 0 0.362247 0



   
 

 
Table 4-2 Correlation between predicted cost and execution metrics for aggregation queries 

 
 

 
Table 4-3 Correlation between predicted cost and execution metrics for alias category 

 

 
Table 4-4 Correlation between predicted cost and execution metrics for nested category 

 

Tool Metric Spearman Spearman_p Kendall Kendall_p Pearson Pearson_p

type Response Time 0.467851 0 0.330612 0 0.238887 0

type CPU Usage 0.433621 0 0.315144 0 0.347085 0

type Memory Usage -0.030688 0.332322 -0.020683 0.335093 0.013175 0.677314

type Response Size 0.58472 0 0.418697 0 0.181612 0

field Response Time 0.457778 0 0.321218 0 0.244446 0

field CPU Usage 0.431038 0 0.312032 0 0.353682 0

field Memory Usage -0.022334 0.48051 -0.015256 0.475687 0.01293 0.682985

field Response Size 0.612034 0 0.452446 0 0.188057 0

depth Response Time 0.38473 0 0.298098 0 0.210327 0

depth CPU Usage 0.388535 0 0.318514 0 0.330717 0

depth Memory Usage -0.018202 0.565334 -0.014077 0.563901 -0.015478 0.624939

depth Response Size 0.527147 0 0.409969 0 0.18805 0

adaptive Response Time 0.546263 0 0.388672 0 0.334962 0

adaptive CPU Usage 0.460007 0 0.3342 0 0.410116 0

adaptive Memory Usage 0.026526 0.402073 0.017746 0.401222 0.043693 0.167395

adaptive Response Size 0.665063 0 0.483366 0 0.315226 0

Tool Metric Spearman Spearman_p Kendall Kendall_p Pearson Pearson_p

type Response Time 0.539899 0 0.38211 0 0.200504 0

type CPU Usage 0.45019 0 0.316113 0 0.306647 0

type Memory Usage 0.036519 0.248589 0.024687 0.245744 0.026022 0.411085

type Response Size 0.598746 0 0.433171 0 0.175999 0

field Response Time 0.543336 0 0.383461 0 0.204363 0

field CPU Usage 0.459267 0 0.322349 0 0.31507 0

field Memory Usage 0.038852 0.219627 0.026284 0.216144 0.02824 0.37235

field Response Size 0.622523 0 0.460809 0 0.182324 0

depth Response Time 0.392409 0 0.302382 0 0.153825 0.000001

depth CPU Usage 0.343105 0 0.271328 0 0.323738 0

depth Memory Usage 0.010368 0.743321 0.00836 0.731724 0.026292 0.406247

depth Response Size 0.502507 0 0.387856 0 0.144433 0.000005

adaptive Response Time 0.599197 0 0.426027 0 0.346016 0

adaptive CPU Usage 0.447899 0 0.311499 0 0.341526 0

adaptive Memory Usage 0.037752 0.23296 0.0252 0.233079 0.006236 0.843873

adaptive Response Size 0.650599 0 0.474284 0 0.362938 0

Tool Metric Spearman Spearman_p Kendall Kendall_p Pearson Pearson_p

type Response Time 0.335943 0 0.228622 0 0.148909 0.000003

type CPU Usage 0.259966 0 0.175988 0 0.202674 0

type Memory Usage 0.002641 0.934303 0.001695 0.936936 0.008099 0.800399

type Response Size 0.341163 0 0.233492 0 0.089742 0.004999

field Response Time 0.336199 0 0.228549 0 0.151916 0.000002

field CPU Usage 0.260156 0 0.175863 0 0.204661 0

field Memory Usage 0.003111 0.922635 0.001878 0.930068 0.008662 0.786849

field Response Size 0.342211 0 0.234233 0 0.093183 0.003554

depth Response Time 0.047779 0.135603 0.037122 0.13217 0.064062 0.045298

depth CPU Usage 0.028717 0.369912 0.022452 0.366412 0.035527 0.267261

depth Memory Usage -0.012713 0.691461 -0.009895 0.688205 -0.005326 0.867955

depth Response Size 0.065671 0.040145 0.050421 0.040886 0.051488 0.107753

adaptive Response Time 0.481431 0 0.331745 0 0.223998 0

adaptive CPU Usage 0.313288 0 0.214531 0 0.268443 0

adaptive Memory Usage 0.073465 0.02165 0.049159 0.021412 0.056104 0.079642

adaptive Response Size 0.471499 0 0.324847 0 0.126659 0.000072



   
 

4.3 Differences between Categories 

The following section compares the Spearman rank correlation coefficients across the 

evaluated query categories. A comprehensive summary of these results is presented in  

STYLEREF 1 \s , where the highest correlation within each category is highlighted in 

green, and the highest correlation per metric across all categories is highlighted in yellow. 

   
aggregation alias nested normal 

Tool Metric Spearman Spearman Spearman Spearman 
depth CPU Usage 0.3890 0.3430 0.0290 0.3660  

Response Size 0.5270 0.5030 0.0660 0.5390  
Response Time 0.3850 0.3920 0.0480 0.4120 

field CPU Usage 0.4310 0.4590 0.2600 0.4100  
Response Size 0.6120 0.6230 0.3420 0.6340  
Response Time 0.4580 0.5430 0.3360 0.4990 

type CPU Usage 0.4340 0.4500 0.2600 0.4150  
Response Size 0.5850 0.5990 0.3410 0.6090  
Response Time 0.4680 0.5400 0.3360 0.5110 

adaptive CPU Usage 0.4600 0.4480 0.3130 0.4210  
Response Size 0.6650 0.6510 0.4710 0.7090  
Response Time 0.5460 0.5990 0.4810 0.5700 

Table 4-5 Overview of Spearman correlation values, where green highlights the highest correlation per category and 

yellow highlights the highest correlation per metric and tool 

The normal category yielded the most consistent and robust correlations, particularly for 

response size, where moderate-to-strong coefficients were observed across all tools 

(0.54–0.71). It also demonstrated stable relationships for response time (0.41–0.57). 

These findings indicate that cost predictions for queries in the normal category are highly 

reliable for response size and execution time. In contrast, the alias category exhibited 

greater variability. The CPU usage metric showed its strongest associations within this 

category for the field and type tools (0.45–0.46). Additionally, the field, type, and 

adaptive tools demonstrated relatively strong correlations with both response time (0.45–

0.60) and response size (0.60–0.65), suggesting that predictive reliability remains 

strongest in these two performance metrics. The aggregation category followed a similar 

trend, showing the highest correlations for response size (0.52–0.67), followed closely by 

response time (0.39–0.55). Notably, for the CPU usage metric, the adaptive and depth 

tools achieved their highest correlation coefficients within this category compared to the 

other categories. Finally, the nested category consistently exhibited the weakest 

correlations across almost all metrics and tools, with the notable exception of a moderate 

correlation with response time achieved by the adaptive tool. In summary, cost 

predictions were most accurate for the normal category, followed by alias (when 

excluding the depth tool), aggregation, and lastly, nested.  

The comparatively strong performance in the normal category can be attributed to its 

relatively simple query structure. Aggregation queries are structurally similar to normal 

queries and generally use the same base configuration. However, they often require 

operations over larger portions of a table, such as computing aggregate functions 

including maximum, minimum, or average values. These additional operations increase 

query complexity and introduce execution costs that are more difficult to predict 

accurately. Alias queries are likewise structurally similar to normal queries but increase 

complexity by duplicating query components through the use of aliases. As a result, 

execution cost grows approximately linearly with the number of aliased query parts, 

making prediction somewhat more challenging than for normal queries. Nevertheless, 

both aggregation and alias queries remain relatively shallow in their hierarchical 



   
 

structure. In contrast, nested queries introduce additional levels of hierarchy, causing 

execution costs to grow much more rapidly and making them substantially harder to 

model accurately. The weaker predictive performance observed across all tools in the 

nested category can therefore be attributed to structural limitations in how execution costs 

are modeled. 

4.4 Differences between Tools 

The results presented in Table 4-6 indicated differences in how well the various tools 

captured the relationship between predicted query cost and actual performance metrics. 

 
Table 4-6 Spearman Rank Results compared by different tool. The highest correlation of each category and metric 

marked in green. Statistical insignificant values marked in red 

Across all query categories, the Spearman rank correlation between predicted cost and 

CPU usage, response size, and response time were generally highest for the new adaptive 

tool compared to the other methods. One exception occurred in the alias category, where 

the field tool showed a slightly higher correlation (0.459) than the adaptive tool (0.448), 

although this difference is minimal. 

 To determine whether these differences were statistically significant, Steiger’s Z-tests 

were performed to compare the correlations between the adaptive tool and the other 

methods. Because multiple comparisons were conducted, a Bonferroni correction was 

applied. With 3 metrics, 3 comparison tools, and 4 query categories, the adjusted 

significance threshold became 0.05/36 ≈ 0.0014. Table 4-7 presents the p-values from 

Steiger’s Z-tests comparing the correlations produced by the adaptive tool against the 

other tools (all statistical insignificant values marked in red).  

 

 
Table 4-7 Steiger test p-values adaptive tool vs. other tools. Statistical insignificant values marked in red 

While the differences between the adaptive tool and the other methods are often very 

small, Steiger’s Z-tests indicated that the adaptive tool showed statistically significant 

improvements over the other tools for response size and response time in several cases (p 

< 0.0014). This suggests that the higher correlations observed for the adaptive tool were 

unlikely to be due to random variation and instead reflect a modest improvement in 

predictive accuracy. However, for CPU usage, many comparisons were not statistically 



   
 

significant, indicating that the tools performed similarly for this metric. Similarly, the 

slightly higher correlation achieved by the field tool in the alias category was found to be 

statistically insignificant, confirming that the two tools performed comparably in that 

scenario. 

A more notable performance gap appeared in the nested category, where the adaptive 

tool achieved correlations approximately 0.15 higher than the next best-performing tools 

(field and type), indicating a stronger predictive capability in this scenario. This 

improvement likely stems from the adaptive tool's incorporation of query hierarchy into 

its cost calculations. Specifically, the tool scales each field's cost according to the size of 

its parent tables, assigning greater weight to fields originating from larger or more deeply 

nested structures. By accounting for hierarchical relationships in this manner, the adaptive 

approach captures an important aspect of query complexity that is not represented in the 

other tools. 

In contrast, the depth-based tool exhibited relatively weak correlations in the nested 

category, with values close to zero, suggesting limited usefulness for predicting the cost 

of nested queries. This can be explained by the fact that query depth alone does not fully 

capture the complexity of parent-child relationships. Queries with the same depth may 

differ substantially in the number and size of the tables involved. For example, a query 

may retrieve a large number of rows from a parent table and subsequently perform child-

table lookups for each retrieved row, potentially across multiple hierarchical levels. Such 

patterns can result in a rapidly increasing number of database operations. Conversely, 

another query of identical depth may involve only a small number of rows and lookups, 

leading to a significantly lower execution cost. As a result, depth alone provides an 

incomplete representation of query complexity. 

While the depth tool considers only the number of hierarchical levels, the type and 

field tool assign higher costs to table fields than to scalar fields which could explain the 

improved accuracy of the prediction of these tools. However, these approaches do not 

account for repeated child-table lookups that arise through hierarchical relationships and 

can substantially increase execution costs. 

Although the adaptive approach addresses some of these limitations by incorporating 

structural information through table-size scaling, it is still based on simplifying 

assumptions. In particular, it assumes that query cost grows proportionally with the 

number of rows at each level of the hierarchy. In practice, this relationship may not hold. 

Batching mechanisms such as DataLoader reduce the number of database operations by 

grouping requests, causing workload to depend on the number of unique keys rather than 

the total number of rows. Furthermore, pagination limits the amount of data retrieved at 

each level, further weakening the relationship between row count and execution cost. 

Consequently, while the adaptive approach provides the most accurate predictions in the 

nested category, it is still unable to fully capture the complexity of hierarchical query 

execution. 

 
 

  



   
 

5 Discussion 
In the following chapter the research questions and hypotheses are answered based on the 

results. Furthermore, limitations, relevance and generalizability are discussed. 

5.1 Research Question 1 

To answer Research Question 1 “Do different query categories (nested, aggregation, 

alias and normal) affect the relationship between predicted cost and observed system load 

differently?” the following hypothesis was evaluated:   

 

H0_1 (Null Hypothesis): There is no significant correlation between the predicted cost 

and the measured cost consisting of response time, response size, memory usage and CPU 

usage across different query categories. 

 

The results described in chapter 4.3, indicate that predicted cost aligns best with response 

size, moderately with response time, and least with CPU usage. Cost predictions for 

queries of category normal were most reliable across all tools, followed by category alias 

and aggregation and were worst for category nested. The null hypothesis H0_1 is rejected 

for all metrics except memory usage, as statistically significant correlations are observed. 

The strongest correlations range between 0.48 and 0.71 across categories, with variation 

depending on the query category. Therefore, Research Question 1 is answered as follows: 

Different query categories do affect the relationship between predicted cost and observed 

system load differently. 

5.2 Research Question 2 

To answer Research Question 2 “How well does the proposed adaptive static query cost 

analysis tool predict actual system load (measured by CPU usage, memory usage, 

response time, response size) compared to existing publicly available tools?” the 

following hypothesis was evaluated:  

 

H0_2 (Null Hypothesis): There is no statistically significant difference between the 

ability of a query cost tool to predict the cost of a query. 

 

Steiger’s Z test showed that the improvements are statistically significant and not just 

random noise for the response size and the response time for most categories. For CPU 

usage, Steiger’s Z test did not show statistical significance, and for memory usage the p-

values for the Spearman rank correlation (p > 0.00026) showed that the results are not 

significant. Therefore, Research Question 2 can be answered by saying that the new 

adaptive tool performs slightly better when it comes to the correlation with response size 

and response time but not with CPU usage or memory usage. Furthermore, H0_2 can be 

rejected for the response size and response time but not the CPU usage and memory 

usage. 

5.3 Evaluation of New Adaptive Tool 

This section evaluates the efficacy of the proposed adaptive tool against the design 

objectives outlined in Section 2.2.2.  

The first objective dictated that the tool must dynamically adapt to changes, a 

requirement satisfied through the implementation of a dynamic update mechanism for 

field costs. To address the second objective, ensuring queries targeting extensive data 

tables result in higher costs, the system applies a multiplicative scaling factor, whereby 

field costs nested within table fields are automatically scaled by their respective table 



   
 

length factors. Furthermore, the third requirement of eliminating manual configuration to 

reduce administrative overhead was realized by automating the adaption of the field costs 

to the actual cost. Finally, the objective to achieve a higher correlation with performance 

metrics than existing tools yielded mixed results; while the proposed tool demonstrates a 

stronger correlation with response size and response time across the majority of 

evaluation categories, it does not show a parallel improvement regarding memory usage 

and CPU utilization. 

5.4 Limitations and Methodological Considerations 

The experimental setup relies on a single GraphQL API, meaning that the observed results 

may not generalize across different APIs. Although the adaptive tool works in most parts 

in general for any GraphQL schema, the method used to determine scaling factors for 

table length is based on identifying whether a field represents tabular data. This method 

may not hold across different APIs with varying naming schemes. 

One of the alternative tools evaluated supports the use of multipliers derived from 

explicitly requested elements specified prior to execution, such as pagination parameters, 

selected fields, or subsets (e.g., first or last elements). However, these multipliers depend 

on a particular structure and representation within the GraphQL schema. As a result, they 

were not compatible with the schema used in this study and could therefore not be 

incorporated into the experimental evaluation.  

For the adaptive tool there are three main considerations. Firstly, the table lengths are 

treated as static throughout the experiment. In practice, however, these values may change 

over time as underlying datasets evolve. In such a scenario, periodically updating table 

length estimates could be relevant for the new adaptive tool. Secondly, the adaptive tool 

begins with uniform initial cost estimates across all fields and refines these estimates 

iteratively based on observed queries. As a result, its early-stage predictions are likely 

less accurate. Lastly, the adaptive tool's actual cost metric combines response time, CPU 

usage, memory usage, and response size using manually selected scaling factors and 

weights. Since no calibration or sensitivity analysis was performed, certain metrics may 

have had a disproportionate influence on the resulting cost values and, consequently, on 

the adjustment of field costs based on the difference between actual and predicted cost. 

Furthermore, the results showed little or no significant correlation with CPU and memory 

usage, suggesting that alternative weighting schemes or aggregation methods could 

produce different predictive outcomes. As a result, the reported performance may not 

fully reflect the tool's potential under a more thoroughly calibrated cost model. 

5.5 Relevance and Generalizability of Findings 

The results indicate that the adaptive tool performs at least as good as the existing 

approaches, while not requiring prior knowledge about API configuration. This makes it 

particularly relevant for developers, as it reduces the need for manual setup and domain-

specific tuning. The improvements of the adaptive tool, particularly for the nested 

category, suggest that it is important to account for the number of selected rows per field. 

This could either be achieved by providing pagination information or by including 

information about the length of tables represented by fields that correspond to tables. The 

results also show that the predictions of the depth tool fail to capture important query 

characteristics that can lead to longer response times and larger response sizes, suggesting 

that depth alone is insufficient as a cost metric. Since the results do not identify a single 

tool as consistently superior across all query categories, software engineers should 

carefully consider the nature of the queries expected by their API and select the tool that 

performs best for those specific use cases. In cases where the underlying data changes 

frequently or user behavior is expected to vary over time, the proposed adaptive tool may 

be a suitable choice, as it can adjust to changing conditions. 



   
 

At the same time, there are important considerations regarding generalizability. The 

current implementation depends on the naming conventions of the currently tested API 

and needs generalization. A more robust approach could allow the configuration of how 

fields are associated with tables. In addition, the fact that multipliers could not be applied 

to the evaluated baseline tools may have influenced their correlation results. Without this 

functionality, their ability to accurately predict costs particularly for paginated and nested 

data may be constrained, potentially understating their true performance under more 

suitable conditions.  



   
 

6 Conclusions and Future Work 
This thesis proposed a novel adaptive static query cost tool that incorporates a learning 

mechanism to automatically update field costs. This approach simplifies the setup 

process, as it does not require prior knowledge of the underlying API data, and allows the 

tool to adapt to changes over time. Additionally, the tool accounts for database table sizes 

when estimating query cost, providing a more accurate representation of the cost of nested 

queries. 

To evaluate the proposed tool, a controlled experiment was conducted using a 

generated API connected to a database containing synthetic healthcare data from Synthea. 

The results show that the correlation between predicted cost and both response time and 

response size is slightly higher compared to existing tools. However, no significant 

improvement was observed for correlations with CPU usage or memory usage. 

Furthermore, the results indicate that the performance of all tools varies across query 

categories, with nested queries consistently exhibiting the weakest correlations. The 

findings suggest that incorporating a learning mechanism can enhance prediction 

accuracy. In addition, the reduced setup requirements may make the tool particularly 

useful for developers without detailed knowledge of the underlying data. 

Still, this study has several limitations. The tool was evaluated using a single generated 

API in a controlled environment, which may limit the generalizability of the results. 

Future work should therefore evaluate the approach across a wider variety of real-world 

GraphQL schemas, environments, and database sizes to better understand its scalability 

and applicability. In addition, integrating the tool on the server side and measuring its 

runtime overhead would provide further insight into its practical usability. Furthermore, 

the proposed adaptive tool still depends on schema-specific aspects of the evaluated API. 

Finally, as mentioned in section 5.4, the correlation results obtained for the adaptive tool 

are partly dependent on the construction of the composite cost metric. Therefore, future 

work should investigate the robustness of the results with respect to these methodological 

choices and assess whether alternative cost formulations lead to similar conclusions 

regarding predictive performance. 
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8 Appendix 
 

 
Figure 8-1 Metrics versus predicted costs for the aggregation category across all tools 

 

 
Figure 8-2 Metrics versus predicted costs for the alias category across all tools 



   
 

 
Figure 8-3 Metrics versus predicted costs for the nested category across all tools 

 


