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Abstract

Automated visual inspection is an important area within industrial manufactur-
ing. Machine learning and computer vision are increasingly used for defect detec-
tion. This thesis investigates automated defect detection for treated wooden surfaces
in an industrial environment. The motivation for the project is the need for a qual-
ity inspection system from an industrial window manufacturing company. Manual
inspection is time consuming and subject to inconsistency, which motivates an in-
vestigation into a camera based machine learning system that could provide a more
consistent and cost effective alternative. Existing research has mainly evaluated su-
pervised and unsupervised methods under controlled conditions. This thesis will
instead evaluate the methods under identical production-like conditions on treated
wood surfaces. To address the problem, a prototype vision inspection system was
developed using a 2D camera together with deep learning models for defect detec-
tion. A supervised classification model based on ResNet-18 and an unsupervised
anomaly detection model based on PatchCore were implemented and evaluated us-
ing both controlled and production-like image data. The results showed that both
models achieved relatively strong performance under controlled conditions. How-
ever, the production-like evaluation introduced substantially lower precision due to a
high number of false positive predictions. The anomaly model demonstrated higher
sensitivity towards deviations and the classification model produced more selective
predictions. A combined approach reduced false positives while maintaining a rea-
sonable defect detection capability. The results show that combining supervised clas-
sification and unsupervised anomaly detection can provide a more balanced inspec-
tion strategy, although further development is required to make it a reliable inspection
system.

Keywords: Industrial wood inspection, Supervised classification, Anomaly detection,
PatchCore, ResNet-18
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1 Introduction

Automated visual inspection is an important part of modern industrial manufacturing sys-
tems. Machine learning and computer vision are increasingly being used to detect defects
in manufactured products. Machine vision has been shown to significantly improve the
efficiency, quality and reliability of defect detection [1].

These methods can identify surface defects such as cracks, holes and other irregulari-
ties that are difficult to detect consistently through manual inspection [2]. Both supervised
and unsupervised learning methods have been studied for this purpose, each with different
requirements for labeled data and different strengths under varying conditions [3], [4].

This thesis designs and evaluates a production-like vision system for defect inspection
on treated wood surfaces. The work compares supervised classification and unsupervised
anomaly based methods under identical conditions.

1.1 Background

The wood industry plays a critical role in the construction industry where efficient use of
the material is essential for environmental sustainability. To keep the process sustainable,
defect detection is an important step in quality control. It ensures that wooden products
meet the required standard and do not get wasted.

From a computer science perspective, defect detection is addressed through computer
vision and machine learning, especially laser triangulation but also camera methods [5],
[6]. Old systems also use manual inspection. Manual inspection is time consuming and
also prone to human error which can lead to waste of material. Advanced systems like
laser triangulation require a significant financial investment which limits the accessibility
for smaller companies [7], [8]. This creates a need for a more cost effective and efficient
solution for all companies that want some form of quality control.

1.2 Related work

Automated defect inspection in wood is an active research area within computer science,
particularly in industrial quality inspection. Previous research has shown that computer
vision and machine learning methods can achieve high detection accuracy under con-
trolled conditions.

A review paper from 2020 analyzed existing wood defect detection techniques and
concluded that modern computer vision methods show strong potential for automated
wood inspection systems [2]. The paper also highlights several remaining challenges in
industrial wood inspection, indicating that further development is still required before
such systems can be fully reliable in industrial environments.

Lehr et al. compared supervised and unsupervised learning approaches for industrial
defect detection on printer cartridges [4]. Their study concluded that supervised methods
achieve higher detection accuracy when sufficient labeled training data is available, while
unsupervised methods, trained only on defect-free tiles, do not require all defect types to
be known beforehand.

Shukla et al. reviewed deep learning based anomaly detection methods for industrial
image inspection [3]. The paper compares supervised, unsupervised and semi-supervised
learning approaches and discusses several industrial challenges, including real-time pro-
cessing, sample imbalance and limited training data. The review also analyzes existing
industrial datasets and evaluates different anomaly detection methods across multiple ap-
plications. These findings provide an important foundation for this project, since similar



challenges are present in treated wood inspection within a real-time production environ-
ment. However, the reviewed approaches are not specifically evaluated in a complete
real-time industrial pipeline for treated wood surfaces, which is a primary focus of this
work.

Another research applied deep learning based on ResNet-18 with transfer learning
to classify timber defects, training a classifier layer on a small amount of labeled data
[9]. The approach achieved classification accuracies between 93% and 99% across four
datasets. The average time when sorting was 0.003s for each image. In addition, the re-
search concluded that transfer learning substantially improved accuracy when only a small
number of training samples were available. The defect classification accuracy was raised
from around 58% when trained from scratch to over 82% using a pre-trained network.
This demonstrates that lightweight ResNet-18 models combined with transfer learning are
well suited for real-time wood classification on hardware with limited resources. How-
ever, their evaluation was conducted on curated datasets rather than within a continuous
production pipeline.

Mohsin et al. proposed a real-time wood defect detection and classification sys-
tem specifically designed for deployment on resource-constrained edge devices using
lightweight deep learning architecture [10]. Their system achieved 99% accuracy and
processed around 37 frames per second on an embedded NVIDIA Jetson GPU, demon-
strating that real-time wood inspection is feasible on embedded hardware. The authors
note that most existing methods are offline approaches that process a single image at a
time, which they argue are impractical for real industrial use where wood moves continu-
ously on a conveyor belt.

The challenge of anomaly detection on natural wood has also been studied directly.
One study evaluated the state-of-the-art industrial anomaly detection methods, PatchCore
and EfficientAD for defect detection on natural wooden surfaces. The study noted that
because each wooden surface is composed of unique statistical texture, defining normality
and locating defects is difficult [11]. The study found that successful inspection is possi-
ble with state-of-the-art methods, while highlighting that the natural variability of wood
remains a central obstacle.

Across these works, a common pattern can be seen where methods are often evaluated
on curated datasets under controlled conditions. Limited research has investigated how
they perform within a complete production-like pipeline on treated wood surfaces. The
natural variability of wood texture, combined with the gap between controlled evaluation
and real production conditions, motivates the work presented in this thesis.

1.3 Problem formulation

Existing research shows that vision inspection using machine learning is effective and
often exceeds human inspection in industrial applications. Previous work has evaluated
both supervised and unsupervised approaches and identified important challenges related
to defect detection. However, many of these methods are evaluated in a controlled setting
using controlled datasets. In addition, there is limited research specifically on treated
wood.

Since machine learning models depend on the same data and their deployment envi-
ronment, it is important to evaluate how these methods perform under realistic production
conditions. This thesis investigates defect detection on treated wood using a supervised
classification model and unsupervised anomaly detection model based on PatchCore, both
using a ResNet-18 backbone. The aim is to evaluate their behavior in a production setting



and to provide a better understanding for designing robust models for industrial inspection
pipelines. The thesis addresses the following research questions:

1. How do supervised and unsupervised defect detection methods compare in a con-
trolled validation environment for treated wood inspection?

2. How does the performance of supervised and unsupervised defect detection meth-
ods change when deployed in a production-like industrial environment?

3. How is defect detection performance affected by combining anomaly detection with
supervised classification in a production-like industrial system?

1.4 Motivation

Efficient defect detection is an important aspect of the wood manufacturing. Reliable
quality inspection ensures that wooden parts meet the required standard and reduces ma-
terial waste, it also supports a sustainable use of the natural resources. Since the wood
industry plays an important role in construction and manufacturing, improving the quality
control has both an economic and environmental significance [8].

Traditional manual inspection is often time consuming and greatly impressionable for
human error due to subjectivity and fatigue which leads to inconsistency [2]. Advanced
automated inspection systems such as laser triangulation methods can achieve high accu-
racy but at a high cost that can make them unavailable for small or medium sized com-
panies. This creates a clear industrial need for more affordable and accessible inspection
solutions [8].

The advances in computer vision and machine learning provide promising opportu-
nities for camera based automated inspection systems. Camera based systems combined
with machine learning offer a more accessible and cost effective alternative to other higher
end technologies. In particular, supervised classification and unsupervised anomaly de-
tection represent two promising approaches to automated defect detection. These meth-
ods have the potential to improve inspection consistency and reduce dependency on the
manual labor and increase the overall production efficiency [8], [3].

Despite the advances, there are still important challenges remaining. Existing research
has shown strong results for automated defect detection but many studies have been con-
ducted in controlled environments. As a result, there is limited understanding of how
supervised and unsupervised machine learning methods behave when evaluated under
production-like inspection conditions. This is especially relevant when applied to treated
wood where surface variations and subtle defects can complicate detection [3], [4].

This thesis investigates and compares supervised classification and unsupervised anomaly
detection for camera-based defect inspection of treated wood. As part of the work, a
prototype inspection system was implemented in an industrial environment. The mod-
els were integrated and evaluated using production-like inspection conditions. The work
aims to contribute both to the scientific understanding of machine learning for industrial
inspection and to the development of practical, reliable and cost effective quality control
solutions for the wood industry.

The choice of the methods used is shaped by the constraints of the environment.
The system must run in real-time on embedded hardware with limited computational re-
sources, which motivates the use of relatively lightweight architectures such as ResNet-18
that can perform fast inference under these conditions [12], [13]. In addition, defective
tiles are relatively rare and costly to collect and label in production a setting, whereas



defect free tiles are available [3], [8]. This makes an unsupervised anomaly detection
approach such as PatchCore suitable, as it can be trained only on normal tiles and does
not require labeled examples of all possible defect types [14], [15]. A supervised clas-
sification approach based on ResNet-18 is included as a comparison, representing the
established alternative that achieves high accuracy when labeled training data is available

[4].

1.5 Results

The implemented classification and anomaly models demonstrate strong performance
during controlled evaluation but during production-like settings both models showed a re-
duced performance due to increase in variability in the surface appearance. The anomaly
model achieved high defect sensitivity but produced a large number of false positives
while the classification model demonstrated a more selective behavior. By combining
both approaches, the final system achieved a more balanced trade-off between defect
detection and false positive reduction. This indicates that combining supervised classi-
fication with anomaly detection is a promising approach for industrial wooden quality
inspection.

1.6 Scope/Limitation

This project will focus on the development and evaluation of supervised and unsuper-
vised machine learning models for defect detection on treated wood surfaces. Separate
datasets are used for training the models. The unsupervised anomaly model is only trained
on normal defect-free tiles, while the supervised classification model is trained only on
labeled data containing defective and non-defective tiles. The developed system visu-
alizes detected defects and valid wooden parts through a graphical user interface. The
performance of the models is evaluated and compared using the implemented inspection
pipeline.

The development of this project will be a prototype corresponding approximately to
the Technology Readiness Level (TRL) 6-7, a prototype demonstrated in a relevant indus-
trial environment. Developing a fully fledged system is outside the scope of this thesis
due to time and resource limitations. The focus is therefore on evaluating the feasibility
of machine learning based defect detection in a production-like inspection pipeline rather
than developing a complete production ready solution.

1.7 Target group

The target group for this project are researchers in computer vision and developers that
are working with automated quality control in a manufacturing environment.

1.8 Outline

This thesis is organized as follows. Chapter 2 presents the research methodology, meth-
ods, and ethical considerations. Chapter 3 provides the theoretical background on indus-
trial quality inspection and machine learning. Chapter 4 describes the implemented sys-
tem and evaluation methodology. Chapter 5 presents the evaluation results, while Chap-
ter 6 analyzes the model performance. Chapter 7 discusses the results and limitations of
the work. Finally, Chapter 8 concludes the thesis and suggests future work.



2 Method

This study is conducted as a controlled empirical comparative study [16]. The aim is
to compare two different machine learning approaches to 2D defect detection on treated
wooden surfaces. A supervised classification model and an unsupervised anomaly de-
tection model are evaluated on how the models behave under controlled conditions and
under production-like conditions.

The choice of the method follows from the nature of the research questions. Guidance
on selecting an empirical method for software engineering research recommends choosing
the method according to the type of questions being asked [17]. Since all three of the
research questions are comparative, asking how the methods perform relative to each other
and how their performance changes between conditions, a controlled experiment is the
most suitable method. A controlled experiment makes it possible to compare the methods
under comparable conditions, so that any performance differences are more likely caused
by the method themselves rather than by external influences [16].

The main hypothesis is that defect detection performance is different between the
supervised classification model and the unsupervised anomaly detection model, and that
their performance changes when moving from a controlled evaluation to a production-like
industrial environment. To investigate this, the two methods, together with a combined
configuration, are evaluated under identical conditions using the same data, processing
pipeline, and evaluation metrics. Within each evaluation condition, the detection method
is the only factor that is varied. The input data, processing pipeline and evaluation metrics
are kept constant. This makes it possible to examine how the choice of method affects
detection performance and allows the three research questions to be addressed through
direct comparison.

The comparison is carried out using a prototype vision inspection system developed
in collaboration with the industrial partner Elitfonster. The prototype is not the primary
object of study but serves as the experimental platform that enables the comparison. It
provides a single, consistent pipeline through which all methods and evaluation conditions
are assessed. This ensures that any differences in detection performance are more likely
caused by the methods themselves rather than by variations in the surrounding system.

2.1 Experimental Design

The experiment is designed to follow the guidelines for controlled experiments in soft-
ware engineering [16]. The experiment is defined by two independent variables. The first
variable is the detection method. This variable has three levels, supervised classification,
unsupervised anomaly detection and the combined configuration. The second indepen-
dent variable is the evaluation. This variable has two levels, controlled evaluation on a
test dataset and production-like evaluation on recorded production images.

The dependent variables are the standard detection metrics used to measure perfor-
mance. The metrics include accuracy, precision, recall and F1-score. True positives, false
positives and false negatives are also counted. Differences between the configurations are
additionally tested for statistical significance using McNemar’s test [ 18], which is suitable
for comparing classifiers evaluated on identical paired inputs.

To ensure a fair comparison, several variables are deliberately controlled and held
constant across all configurations. All methods use the same image acquisition setup,
including the same camera, lighting and region of interest. All methods also use the same
preprocessing and tiling pipeline, so that no method gains an advantage from differences
in data preparation. In addition, all methods are evaluated using the same evaluation
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metrics and reference standard. In the production-like evaluation every configuration is
evaluated on the same set of recorded images. This ensures the methods are tested on
identical inputs rather than separately collected data.

2.2 Prototype With Experimental Setup

The prototype was developed so that the experiment could be conducted through the setup.
The problem originates from Elitfonster, where quality inspection of wooden components
is currently performed manually. Manual inspection is time consuming and subject to
human error, which motivates the investigation of an automated alternative. The prototype
was built to reproduce the relevant parts of this inspection task in a way that is consistent
and repeatable for every method under evaluation.

The system consists of a camera-based inspection pipeline implemented on an NVIDIA
Jetson Orin Nano Super which supports real-time inference on embedded hardware. Im-
ages are captured using a Basler 5 MP global shutter camera, positioned in front of a con-
veyor on which wooden details move. An industrial light is mounted at an angle to create
shadows that make the indentation on the surface more visible. The pipeline captures an
image when a wooden component is positioned within the region of interest, preprocesses
and splits the image into tiles, performs inference using the selected model or models, and
visualizes the result through a graphical user interface. The complete implementation is
described in more detail in chapter 4.

The prototype was deployed and demonstrated at Elitfonster under realistic production-
like conditions, where it processed continuous image data from wooden components that
was moving on the conveyor. This deployment served two purposes. It confirmed that the
inspection pipeline functions in a relevant industrial environment, and it allowed produc-
tion images to be recorded under real operating conditions for use in the production-like
evaluation.

2.3 Evaluation Procedure

The evaluation is done in two different stages. Controlled evaluation and production-like
evaluation. The controlled evaluation is performed on a predefined test dataset that was
not used during training. This stage measures the performance of each method under
controlled conditions.

The production-like evaluation measures the performance under conditions that are
closer to real operation. The prototype itself runs in real time, but for the evaluation
the live camera acquisition step is replaced by sequentially loading previously recorded
production images from a folder. These images were captured by the prototype during
live operations and using the same camera, lighting and positioning as the deployment
environment. Apart from the image source the rest of the pipeline is left unchanged.
Replaying recorded images in this way serves two purposes. It makes the evaluation
reproducible, since every configuration is run on exactly the same inputs and it works
around a hardware limitation that made it not feasible to run all three configurations si-
multaneously during live operation. Each configuration is therefore evaluated separately
on identical recorded data.

The results are reported as the metrics defined in 2.1 for each configuration and con-
dition. The reported values are descriptive performance measures computed from each
configuration’s predictions on evaluation data. In the production-like evaluation the differ-
ences between configurations are additionally tested using McNemar’s test on the paired



per-image predictions. Since only 52 defective objects are available the statistical power
for comparing defect detection rates is limited.

2.4 Reliability and Validity

The reliability and validity of the study are considered in relation to the controlled ex-
perimental design described by Wohlin et al. [16]. Reliability concerns whether the ex-
periment would produce the same results if it were repeated. The evaluation pipeline
is fixed and repeatable and every configuration is evaluated under identical conditions
using the same data, the same image acquisition method and the same metrics. In the
production-like evaluation the use of recorded images ensures the same inputs are used
for all configurations. This makes the comparison directly repeatable.

The validity of the comparison is supported by keeping the experimental setup con-
sistent across all the evaluated methods. Within each evaluation condition, the methods
are evaluated using the same pipeline, input data and metrics. This reduces the risk that
performance differences are caused by the surrounding setup rather than by the detection
method itself. However, there are still threats to validity. The study is limited to one in-
dustrial environment, one camera and lighting setup, one type of wooden surface and one
available dataset. Therefore, the results may not generalize directly to other production
environments or wood products.

Another threat is the use of manual inspection as the reference standard. This ref-
erence is not a perfect ground truth. Manual inspection results may vary depending on
the inspector and can involve subjective judgment. Therefore, a prediction counted as
false positive may disagree with the reference standard rather than being an objectively
incorrect detection.

The dataset characteristics also introduce a threat to validity. Although the classifi-
cation dataset contains 1995 tiles, it may not fully represent the visual variation found
in production. If these variations are not fully represented in the dataset the model may
perform well under controlled dataset conditions but less reliably under production-like
conditions. This is also relevant for the anomaly detection model where 600 non-defective
tiles may not capture the full range of normal surface variations. This can introduce bias
towards the visual patterns that are most represented in the training data.

Finally, although statistical significance testing is applied to the production-like com-
parisons, significance only concerns the differences observed within this experiment. It
does not imply that the results generalize to other environments, wood products or inspec-
tion setups.

2.5 Ethical Considerations

The implemented prototype investigates whether manual inspection can be supported or
partly replaced by computer vision and machine learning. If such system were deployed
at full scale in the future, it could affect the employment of manual inspectors. In addition,
if the system produces false positives that lead employees to discard or reprocess wooden
details that are not defective can result in unnecessary work and material handling.

To mitigate these concerns, the system is treated as a prototype intended to investigate
the performance of machine learning models and not a finished inspection system. A full
scale system would still require review by manual inspectors, although potentially fewer
than before.



3 Theoretical Background

Chapter 3 presents the theoretical foundation of the implemented system. Section 3.1
introduces the industrial quality inspection as the application domain. Section 3.2 cov-
ers the convolutional network architecture shared by both of the models and section 3.3
describes the two machine learning approaches that are used for comparison in this thesis.

3.1 Industrial Quality Inspection

Industrial quality inspection is used to ensure that manufactured products meet the prede-
fined quality requirements before delivery. Inconsistent evaluation of quality may increase
production cost and material waste due to unnecessary reprocessing. Reliable quality
control is also important for maintaining consistent standard and ensuring customer satis-
faction.

Manual quality inspection can be inconsistent due to subjectivity between inspectors.
Human operators may also suffer from fatigue and limited inspection speed [2]. In this
thesis, manual inspection is treated as the current reference standard used by the company
to determine whether the wooden details are considered defective. As a result, predictions
that are predicted as false positives by the models are not necessarily incorrect detections.
Instead, these deviations may represent defects that are not considered defects according
to the current inspection guidelines.

3.2 Convolutional Neural Networks

Convolutional Neural Networks (CNNs) are deep learning models designed for image
analysis and feature extraction [19]. CNNs automatically learn important features of im-
ages step by step. This makes them highly effective in classification and anomaly detec-
tion.

A CNN typically consists of three main types of layers: Convolutional layers, Pooling
layers and Fully connected layers

The Convolution layer extracts features using small filters. These filters detect visual
patterns such as edges, textures and shapes. The image passes through multiple convolu-
tion layers that increase learning of more complex features.

The pooling layers are used to reduce computational complexity by decreasing the
size of the extracted feature maps. This also improves robustness to small variations in
the input image and reduces the risk of overfitting.

The fully connected layer uses the learned features to perform the final prediction
task. The output from the fully connected layer will then be converted into probabilities
for each class, where the highest probability is selected as prediction.

ResNet is a CNN architecture designed for image classification and object detection
tasks. ResNet introduces residual connections which improves the flow of information
through the network and enables more stable training of deeper neural networks [12]. The
ResNet-18 architecture is used in this project for both implemented models. It consists of
18 weighted layers and is used to extract image features from the input data.

ResNet-18 was selected because it provides a balance between performance and com-
putational efficiency. Previous work has shown that ResNet-18 can achieve competitive
results while requiring fewer resources than larger CNN models [20]. Its use is also
supported by lumber classification tasks where ResNet-18 with transfer learning achieved
high accuracy with limited training data [9]. Since this thesis focuses on comparing detec-



tion models rather than benchmarking architectures, ResNet-18 was considered a suitable
backbone for the prototype system.

Transfer learning is a machine learning technique where a pretrained model on a large
dataset is reused for a different but related task [21]. In this project pretrained ImageNet
weights are used for the ResNet-18 architecture. The pretrained weights provide general-
ized visual feature representations which reduce the amount of training data required for
the classification task.

3.3 Machine Learning Models

Anomaly detection and supervised classification represent two fundamentally different
approaches to defect detection [4].

3.3.1 Anomaly Detection Models

Anomaly detection is a technique used to identify abnormal or non-normal patterns in
data [14]. Anomaly detection models are often trained using an unsupervised learning
approach. This means the model primarily learns the characteristics of normal data and
identifies deviations from it. Anomaly detection has a use case in manufacturing as it can
optimize quality assurance by making predictions on potential defects on products.

PatchCore is an unsupervised anomaly detection method designed for industrial visual
inspections where only defect free tiles are available during training [14]. The method
extracts only locally aware patch features from layers of pre-trained CNN and stores them
in a memory bank that represents the distribution of normal appearance.

During inference, patch features extracted from a test image are compared against the
memory bank using nearest neighbor search. The distance to the closest stored feature
serves as the anomaly score. By combining these scores together the image produces a
pixel level anomaly map that shows where the defects are located. Areas that deviate
significantly from what is learned are flagged as anomalous.

To keep the memory bank compact and inference efficient PatchCore applies coreset
subsampling, retaining only a representative subset of the original feature embeddings
while still preserving detection performance.

PatchCore was chosen because it requires no gradient based training, PatchCore reached
up to 99.6% AUROC on the MVTec Benchmark and it has also previously been demon-
strated on natural wooden surfaces [11], [14]. In addition, since PatchCore operates
on features from a pre-trained backbone, both models in this study can share the same
ResNet-18 feature extractor which ensures that performance differences reflect the detec-
tion approach rather than the feature extraction.

3.3.2 Classification Models

A classification model predicts data into predefined classes by learning characteristic pat-
terns from labeled training data. To train a classification model, the dataset is manually
divided into required classes, for example good and bad. Each training tile is assigned as
tuples containing the data and a label that represents the class membership.



4 Research Project — Implementation

This chapter describes the implementation of the prototype inspection system. The chap-
ter covers the system architecture and hardware environment, the image acquisition and
preprocessing pipeline, the implementation of the two machine learning models, and fi-
nally the real-time operation, user interface and evaluation pipelines.

4.1 System Architecture

The system pipeline consists of several processing stages for performing real-time quality
inspection of wooden details.

* Camera Input: The camera captures an image when the wooden detail is posi-
tioned within the predefined region of interest (ROI) on the conveyor belt.

* Preprocessing: The captured image is processed by splitting the image into over-
lapping tiles. Only tiles containing the wooden detail are selected and forwarded
for inference.

* Inference: The generated tiles are processed by the selected machine learning
model or models for prediction and defect detection.

* Visualization: The inspected wooden detail is displayed in the user interface. Tiles
identified as defective are highlighted using red bounding boxes to visualize de-
tected defects.

1. Camera input

2. Preprocess

=

\

3. Inference

4. Visualize

) (B

Figure 4.1: System pipeline for real-time quality inspection of wooden details.
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4.2 Hardware

The camera used in the prototype is a Basler ace 5 MP global shutter camera operating at
23 FPS. A global shutter camera is suitable for the system as it captures the entire image
simultaneously, which reduces motion distortion when inspecting moving wooden details
on the conveyor belt. The camera uses a GigE interface and is connected using an RJ45
cable. The camera is also suitable for the prototype due to its programmable API, which
enables integration with the implemented vision system.

The system is deployed on an NVIDIA Jetson Orin Nano Super, an embedded com-
puting platform equipped with a 6-core Arm® Cortex®-A78AE v8.2 64-bit CPU and an
NVIDIA Ampere GPU architecture containing 1024 CUDA cores and 32 Tensor Cores.
The platform is used to enable GPU accelerated inference and real-time processing for
the vision system.

To control the lighting of the wooden details, an industrial light is used with an angle
to create shadows of indents on the wooden details.

The camera setup used is shown in Appendix 1.7.

4.3 Software

* Python: The system is implemented using the Python programming language due
to its extensive support for machine learning and computer vision.

* PyTorch: PyTorch is an open source deep learning framework used for implement-
ing, training and performing inference with the machine learning models.

* OpenCV: OpenCV is an open source computer vision library used for image pro-
cessing, visualization and defining the ROI within the captured images.

* Pypylon: Pypylon is the official Basler Python interface used for communication
and configuration of the camera within the system.

4.4 Image Pipeline and Dataset Preparation

The camera takes an image with a resolution of 2448x2048. To reduce unnecessary
detections, a black background is set up. The Jetson Orin Nano Super cannot take on
more than 1 Gbps of data to its ethernet port. Sending the data over a constant full im-
age takes 2448 x 2048 = 5,013, 504 pixels/frame then multiplying this with 23 frames
5,013,504 x 23 = 115, 310, 592 pixels/second which when converted to MB/s becomes
~ 115.3 MB/s which is close to the 1 Gbps theoretical limit which is 125 MB/s.

Not wanting to get unnecessarily close to this limit, a ROI is created where the camera
still uses the same pixel density to not lose quality and only use the interesting area in the
frame. To take the image, the ROI has a function implemented that has a color threshold
that checks if something is white enough inside of the frame, it also checks if that object
is in the center of the frame before triggering an image capture which makes it very
important to keep all the fps.

The preprocess pipeline ensures that both models use identical data which is important
for a fair comparison between the methods used. The system receives grayscale images in
Mono8 format with 256 shades of gray. The implemented models are based on a ResNet-
18 backbone which is an 18 layer deep convolutional neural network. ResNet-18 expects
a three-channel input but grayscale images are just one channel, so a conversion is made
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to convert the images to RGB format by duplicating the single channels to three identi-
cal channels. This conversion preserves information while ensuring compatibility with
the pretrained architecture. The processed images are converted into tensors to enable
processing within the PyTorch framework and GPU accelerated computation.

To focus on the relevant regions of the image, each frame is processed by the ROI.
The ROI reduces the input area to only the portion of the frame where the wood detail
is. By doing this, the ROI also removes unnecessary background information and reduces
computational load by not sending the entire frame.

After the ROI extraction, each image is divided into overlapping tiles. This tile-based
approach enables better defect detection because it enables the models to scan a smaller
surface for anomalies that may not be visible in a full image. Each tile is processed
independently during the inference.

Tiles that do not contain meaningful information such as overexposed or underex-
posed parts of the tiles are filtered out using a threshold method. This step removes
background regions that get accidentally picked out by the models that are both black or
white. This ensures that only valid tiles are processed by the models.

Tiles are in a consistent 325 x 325 size to ensure consistent input dimensions to both of
the models. Pixel intensity values are normalized using the same normalization parame-
ters as the ImageNet dataset which aligns the input distribution with the pretrained weights
used in ResNet-18 backbone which are [0.485, 0.456, 0.406], [0.229, 0.224, 0.225].

This normalization stabilizes the inference and ensures compatibility with the features
learned. Overall the preprocessing pipeline standardizes all inputs and ensures that both
supervised and unsupervised models receive identical data representations under real-time
conditions.

The dataset is constructed to support both supervised classification and unsupervised
anomaly detection under consistent conditions. Since the two methods require different
types of training data, the dataset is divided accordingly while maintaining a shared eval-
uation set to ensure comparability.

For the supervised classification model, the dataset consisted of labeled image tiles
representing defective and non-defective regions of the wooden surface. Each tile was
assigned one of three class labels: good, bad (defective), or invalid. The dataset contained
a total of 1995 tiles, of which 490 were labeled as bad, 887 as good, and 618 as invalid.

The invalid class is introduced because certain tiles contain image regions that are not
suitable for defect prediction. Examples include large holes for door handles or venti-
lation openings. Tiles containing wooden details positioned incorrectly or rotated in an
unexpected orientation are also included in the invalid class.

The labeled classes are then used to train the ResNet-18 classification model using
supervised learning.

For the unsupervised anomaly detection model, only non-defective tiles are used dur-
ing training. Approximately 600 tiles were used to create the model’s memory bank. The
model learns the features of a normal surface and tries to identify deviations from this
during inference. To evaluate both approaches under identical conditions, a controlled
validation dataset is constructed containing both defective and non-defective tiles. This
dataset is not used during training and serves as a common benchmark for both models.
The validation set is organized into separate folders for each class to enable controlled
evaluation and metric analysis.

All images in the dataset are processed using the same tiling and preprocessing pipeline
as described in the previous section. This ensures that both training and evaluation are per-
formed on consistent data across both models. Examples of defective, invalid, and good
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tiles are shown in Appendix A.3.

4.5 Supervised Model and Unsupervised Model

The supervised classification model is implemented using the ResNet-18 architecture.
The model is initialized using pretrained weights from the ImageNet dataset. To classify
the wooden details, three classes are defined: good for defect free tiles, bad for defective
tiles and invalid for tiles that cannot be reliably classified.

The dataset is loaded using the ImageFolder dataset structure provided by PyTorch.
The data is divided into training, validation and test sets using stratified splitting to pre-
serve class distribution across all subsets.

During the training process data augmentation is done by making small image adjust-
ments. These augmentations include random horizontal flipping and small transforma-
tions to brightness and contrast. The images are then converted into tensors and normal-
ized using the normalization parameters.

Training is performed in two phases over 20 epochs. In the first phase, the pretrained
backbone network is frozen while only the final classification layer is trained. At the
second phase the full network is unfrozen to allow fine tuning on all layers. The model
is trained using the AdamW optimizer together with the cross entropy loss function. A
cosine annealing learning rate scheduler is used during fine tuning to gradually reduce the
learning rate during training.

During inference, predictions are performed in batches. A batch contains the image
tiles generated from the split image. The raw outputs from the network are converted
into class probabilities using the softmax function provided by PyTorch. The highest
probability value is used as the confidence score for the predicted class. Based on a
defined confidence threshold, the system determines the predicted class for each tile.

The unsupervised anomaly detection model is implemented using the PatchCore method
with a pretrained ResNet-18 backbone. The purpose of this model is to learn how the tile
is supposed to look on defect free surfaces and by that, detect deviations from the learned
features during inference. This model becomes suitable because there are scenarios where
labeled defect data is unavailable or limited.

During training, three types of layers of the ResNet-18 network are used, each layer
captures different levels of visual abstraction from the tile surface shown. The first layer
captures fine and low level details such as edges, textures and small local intensity varia-
tions, which is important to detect subtle defects such as thin cracks or small holes. The
second layer captures more abstract structural patterns but at a lower spatial resolution,
enabling the model to recognize larger surface anomalies. The third level is used to de-
tect larger anomalous regions which also helps to reduce sensitivity to isolated pixel level
deviations. By combining the feature representations from all three layers the model can
detect both fine level and larger anomalies.

Feature maps from each layer are spatially aligned to a common grid resolution us-
ing adaptive average pooling before being concatenated into unified patch embeddings.
Each embedding represents a local region of the input image. The embeddings are 1.2
normalized before being stored in a memory bank during training.

As mentioned in an earlier section, the captured images are in grayscale and each tile
is converted to three channel RGB image before feature extraction to match the input
format required by the pretrained ResNet-18 architecture. Pixel intensity is normalized
using ImageNet mean and standard deviation values to align the input distribution with
the features learned.
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During training the patch embeddings extracted from the defect free images are stored
in a memory bank. To reduce memory consumption and improve runtime performance
on the system, coreset sub-sampling is applied before saving the memory bank. A greedy
coreset algorithm selects the most representative embeddings by iteratively choosing the
patch that is furthest from all already selected patches. A coreset ratio of 0.1 is applied,
this keeps only 10% of the total embeddings while discarding the redundant feature rep-
resentations. This significantly reduces the size of the memory bank while preserving
coverage of the normal feature distribution, as illustrated in the figure below.
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Figure 4.2: Coreset sub-sampling reduces the full patch embedding memory bank (left) to
a small set of embeddings (right) that represents the whole. This preserves the coverage
of the feature space while reducing memory usage. Image from [22].

During inference, patch embeddings extracted from an inspected tile are compared
against the stored normal embeddings using nearest neighbor search implemented with
FAISS. Inner product search is used, which is equivalent to cosine similarity for L2 nor-
malized feature vectors. Patches with low similarity to the stored normal feature distribu-
tion are considered anomalous.

Cosine similarity ranges from negative one to one, but in practice remains within a
positive range due to the characteristics of CNN feature embeddings. To convert similarity
into an anomaly score the value is inverted using 1 — cosine similarity so that higher score
points to a stronger deviation from what the learned normal patterns show.

Before the scoring is done, patches corresponding to the background regions are ex-
cluded using an intensity based threshold. The input image is down sampled to patch grid
resolution using area averaging, and patches with mean intensity below 20 or above 235
are filtered out. This prevents background regions and overexposed areas from influencing
the anomaly score.

Gaussian smoothing with a sigma of 2 is applied to the anomaly map to reduce high
frequency noise while still preserving defect structure for cracks, scratches or holes. The
final anomaly score for each tile is computed as the mean anomaly distance of the top
2% of the most anomalous patches. This makes the model sensitive to localized defects
without being influenced by the majority of normal patches. The anomaly map is sep-
arately normalized between fifth and 99th percentiles of the valid patch values. This is
for visualization only and does not affect the scoring, visualization is shown in the figure
below.
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Figure 4.3: Left: is an example of how defects look when captured by the camera. Right:
Is how the anomaly heatmap is produced by the PatchCore model, where the brighter
regions indicates a stronger deviation from the learned features.

To improve inference performance on the NVIDIA Jetson Orin Nano Super, the model
uses half precision floating point inference (FP16) during GPU execution. A warm-up
pass using a dummy image is performed at startup to initialize CUDA and load model
weights into GPU memory, reducing latency during the first inspection cycle.

4.6 Real-time Prototype Operation

The prototype system is implemented to operate in real-time using live camera acquisi-
tion from the Basler camera. The system continuously monitors the ROI and captures an
image when a wooden detail is correctly positioned in the frame. The captured image is
then processed through the same pipeline used by the models which includes tile gener-
ation, tile filtering and model inference. The generated tiles are predicted in batches to
reduce inference time and enable continuous inspection during operation. Depending on
the selected configuration, the system can run the classification model, anomaly model
or both in combination. The individual models can run an inference in ~ 0.35s while
the combined version runs inference in ~ 0.83s. The predicted results are mapped back
to the original image so defective regions can be visualized for the operator. The system
performs the prediction and updates the visualization before the next wooden detail enters
the ROI. This enables continuous real-time inspection.

To visualize the system, a small web server is set up. The server allows ten details
to be inspected in real-time and displays bounding boxes around detected defects. The
displayed details are cleared after ten images have been shown. This number is chosen
because each fixture contains ten details. Since there is a short delay before the next
fixture arrives, the selected number of displayed details is considered suitable.

A history of the latest worst predictions is presented below the inspection view to
provide traceability and enable operators to review recently detected defects. The pre-
diction scores and confidence values of the models are also presented to allow real-time
evaluation of the system performance.
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4.7 Evaluation

The evaluation procedure described in 2.3 was implemented using two evaluation pipelines,
one for controlled test data and one for recorded production images.

The controlled evaluation is performed using the predefined test dataset. For the clas-
sification model, predictions are compared directly against the class labels in the test
dataset. For the anomaly detection model, the invalid tiles are excluded from the con-
trolled evaluation since the model only distinguishes between defective and non-defective
tiles. The anomaly scores are converted into predictions using a defined threshold before
calculating the evaluation metrics.

The production-like evaluation reuses the same inspection pipeline as the real-time
prototype but replaces the live camera acquisition step with sequential loading of recorded
production images from a folder. Apart from the image source, the rest of the pipeline is
unchanged.

The recorded images were captured by the prototype during live production conditions
using the same camera setup, lighting conditions and positioning as the intended real-time
system. This approach enables reproducible testing and fair comparison between model
configurations using identical wooden details and manually documented defect locations
provided by the operators. Although the prototype can run the classification and anomaly
detection models together as a combined configuration, it was not feasible to evaluate
all three configurations simultaneously during live operation due to hardware limitations.
These configurations include the classification model alone, the anomaly detection model
alone, and the combined model configuration. Therefore, recorded production images
were used to evaluate each configuration independently under identical input conditions.

The combined model evaluation investigates the performance of a hybrid inspection
pipeline where both models are used together. The purpose is to analyze whether combin-
ing the models improves the overall detection performance compared to using one model
independently during the pipeline simulation.
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5 Results

The classification model correctly classified 250 of the 260 tiles in the controlled set,
giving an accuracy of 0.96 across the classes, shown in Table 5.1. The anomaly model
achieved 69 true positives, 35 false positives and 4 false negatives, giving an accuracy
of 0.81, a precision of 0.66, a recall of 0.95 and an Fl-score of 0.78, shown in Table
5.2. For the anomaly model, precision, recall and F1-score are computed with the "bad"
(anomalous) class treated as the positive class, while the classification model’s metrics
are weighted averages across the three classes.

Predicted good Predicted bad Predicted invalid

Actual good 127 5 2
Actual bad 3 70 0
Actual invalid 0 0 53
Performance metrics
Accuracy 0.9615
Precision 0.9620
Recall 0.9615
F1-score 0.9615

Table 5.1: Controlled Evaluation Results For The Classification Model.

Predicted good Predicted bad

Actual good 99 35
Actual bad 4 69
Performance metrics
Accuracy 0.8116
Precision 0.6635
Recall 0.9452
F1-score 0.7796

Table 5.2: Controlled Evaluation Results For The Anomaly Detection Model.
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Under the production-like evaluation, the classification model achieved 39 true pos-
itives, 204 false positives and 13 false negatives, giving a precision of 0.16, a recall of
0.75 and an Fl-score of 0.26, shown in Table 5.3. The anomaly model achieved 42 true
positives, 492 false positives and 10 false negatives, giving a precision of 0.08, a recall of
0.81 and an Fl-score of 0.14, shown in Table 5.4. The combined configuration achieved
30 true positives, 55 false positives and 22 false negatives, giving a precision of 0.35, a
recall of 0.58 and an F1-score of 0.44, shown in Table 5.5.

Result category Value Result category Value
Predicted bad 243 Predicted bad 534
Manual bad 52 Manual bad 52
Common detections 39 Common detections 42
Only predicted 204 Only predicted 492
Only manual 13 Only manual 10
Performance metrics Performance metrics
True positives 39 True positives 42
False positives 204 False positives 492
False negatives 13 False negatives 10
Precision 0.1605 Precision 0.0787
Recall 0.7500 Recall 0.8077
Fl-score 0.2644 F1-score 0.1433

Table 5.3: Production pipeline evaluation  Table 5.4: Production pipeline evaluation
results for the classification model. results for the anomaly model.

Result category Value
Predicted bad 85
Manual bad 52
Common detections 30
Only predicted 55
Only manual 22
Performance metrics
True positives 30
False positives 55
False negatives 22
Precision 0.3529
Recall 0.5769
Fl1-score 0.4380

Table 5.5: Production pipeline evaluation results for the combined model configuration.

McNemar’s test showed differences in overall decision accuracy for all pairwise com-
parisons in the production-like evaluation: classification versus anomaly detection (x?(1)=148.5,
p<0.001), combined versus classification (x?(1)=122.3, p<0.001), and combined versus
anomaly detection (2(1)=400.4, p<0.001). For the 52 defective objects only the dif-
ference between the classification and anomaly models was not statistically significant
((p=0.63)). The combined configuration had a lower defect detection rate than both clas-
sification ((p=0.004)) and anomaly detection ((p<0.001)).
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6 Analysis

This chapter analyzes the results presented in Chapter 5. Section 6.1 analyzes the perfor-
mance of the classification model and the anomaly detection model individually, Section
6.2 compares the two models against each other, and Section 6.3 analyzes the performance
of the combined configuration.

6.1 Individual Model Performance

The results show a significant difference between the controlled test and the production-
like test. In the controlled test the model achieved high performance with accuracy, pre-
cision, F1-score and recall above 0.96. The confusion matrix shows that the model was
highly capable of separating the three classes good, bad and invalid with few errors. The
invalid class achieved perfect classification in the controlled test, with no invalid tiles mis-
classified. However, this is not the most important result for the project, since the invalid
class is mainly used to remove tiles that cannot be reliably inspected. The model cor-
rectly classified 70 out of 73 defective tiles. This indicates that the classification model
had a strong ability to detect visual deviations from defect-free tiles in the controlled test
dataset.

However, the production-like pipeline evaluation showed substantially lower perfor-
mance when compared to the manual inspection. The classification model produced 243
defect predictions, while the manual inspectors identified 52. Out of these predictions 39
were common, which defines the True Positives. This resulted in a precision of 0.1605, a
recall of 0.7500 and a F1-score of 0.2644.

The production-like evaluation produced a high number of False Positives. The model
made 204 predictions that the manual inspectors did not classify as defective. Examina-
tion of the predicted tiles showed that many contained visible deviations from defect-free
tiles. The confidence values for these predictions were also generally high.

Regarding non-defective predictions, the model showed higher performance. The
model inspected 1502 images and predicted 243 as defective. The manual inspectors
identified 52 defective wooden objects. This indicates that the model classified the ma-
jority of inspected images as non-defective, but still produced substantially more defect
detections than the manual inspection. When good and invalid predictions are grouped
as non-defective, the model correctly ignored 1246 images that were not marked as de-
fective by manual inspection. This corresponds to a non-defective classification rate of
approximately 85.93%

The anomaly detection model was evaluated under two different conditions in or-
der to view the model’s behavior, one being controlled evaluation and the other being a
production-like setting.

In the controlled evaluation, the model correctly classified 99 wooden objects as non-
defective and 69 as defective. Four of the defective objects were incorrectly classified as
non-defective, while 35 non-defective objects were incorrectly flagged as defective.

This resulted in an accuracy of 0.8116, a precision of 0.6635, a recall of 0.9452 and
an Fl-score of 0.7796.

In the production-like evaluation the model was applied to a dataset of 1502 im-
ages. Manual inspection identified 52 defective wooden objects within this dataset. The
anomaly detection model predicted 534 wooden pieces as defective, of which 42 over-
lapped with what the manual inspectors removed. Ten out of the total 52 defective wooden
pieces were missed by the model.

This resulted in a precision of 0.0787, a recall of 0.8077 and an F1-score of 0.1433.
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Compared to the controlled evaluation the production-like evaluation shows a sub-
stantial increase in false positive predictions. The model produced 492 false positives,
suggesting that the anomaly model was highly sensitive in the production-like setting and
frequently classified normal wooden objects as defective.

6.2 Comparison Between the Individual Models

The classification and anomaly model demonstrated noticeably different behaviors in both
controlled and production-like evaluation settings.

In the controlled evaluation, both models achieved relatively strong performance un-
der controlled conditions. The classification model achieved high overall metrics, with
accuracy, precision, recall and Fl-score all above 0.96. This indicates that the model
was highly effective at separating the predefined classes good, bad and invalid within the
dataset.

The anomaly model also demonstrated strong performance in the controlled evalua-
tion, achieving an accuracy of 0.8116, a precision of 0.6635, a recall of 0.9452 and an
F1-score of 0.7796. Compared to the classification model, the anomaly model produced
more false positives but maintained a strong sensitivity toward defective wooden objects.

In the production-like evaluation, the difference between the models became more
noticeable. The classification model achieved a precision of 0.1605 and a recall of 0.7500,
while the anomaly model achieved a lower precision of 0.0787 and a higher recall of
0.8077.

The classification model produced fewer false positives than the anomaly model,
while the anomaly model detected a larger number of defective wooden pieces. How-
ever, the anomaly model also classified a larger number of non-defective wooden pieces
as defective.

6.3 Combined Model Evaluation

The final system consists of a combination of the anomaly and classification model. Both
models were evaluated using the same production-like data set as mentioned in 6.1

The combination of the system predicted 85 wooden pieces as defective out of these
85, only 30 of them overlapped with what the manual inspectors guidelines, resulting in
30 true positives. In addition, 55 non-defective wooden pieces were incorrectly labeled
as defects, resulting in 55 false positives. The system also failed to detect 22 defective
wooden pieces identified by the manual inspection, corresponding to 22 false negatives.

This resulted in a precision of 0.3529, a recall of 0.5769, and an F1-score of 0.4380.

Compared to the individual models, the combined system achieved a substantially
higher precision while significantly reducing the number of false positives. The classifi-
cation model alone produced 204 false positives while the anomaly model produced 492
false positives. In comparison the combined system reduced the number of false positives
to 55, indicating that the combination of both models improved the system’s ability to
reject non defective wooden pieces.

The improvement that the system was given on precision came at the cost of recall
which was reduced. The combined system detected fewer defective wooden pieces than
both models found individually. This indicates that combining the models made the sys-
tem more conservative when predicting defects, reducing over detection but increasing
the risk of missed defective wooden pieces. Overall, the combined system demonstrated
a more balanced behavior between precision and recall in the production-like setting.
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7 Discussion

This chapter discusses the results in relation to the research questions and previous re-
search. Section 7.1 discusses the performance difference between the controlled and
production-like evaluations, Section 7.2 compares the behavior of the two detection ap-
proaches, and Section 7.3 discusses the combined system. Finally, Section 7.4 relates the
findings to previous research.

7.1 Controlled Versus Production Evaluation

Both models achieved a higher performance in controlled conditions than in the produc-
tion environment. The difference between the controlled and production-like evaluation
suggests that the models were affected by a domain shift between the controlled evalu-
ation data and the production environment. The controlled dataset was closely aligned
with the visual conditions observed during the development, whereas the production-like
dataset contains greater variability in texture, surface appearance and positioning.

Overall the classification model demonstrated a capability to detect visual deviations
in both evaluation strategies. Examination of the saved prediction tiles showed that many
contained visible deviations from defect-free tiles. This suggests that the model’s ability
to locate deviations was too sensitive, but shows high capability of detecting visual devi-
ations. The model’s capabilities were in poor alignment with the company’s acceptance
criteria.

Despite the strong sensitivity to deviations, the classification model still failed to de-
tect 13 defective wooden objects identified by manual inspection. This indicates that
certain defect variations may not have been represented in the training dataset. Exam-
ples of such variations could include differences in lighting conditions, viewing angle or
surface appearance.

The anomaly detection model demonstrated a similar decrease in performance be-
tween the controlled and production-like evaluations. Although the anomaly model achieved
a high recall in the production environment, the precision decreased substantially due to
the high amount of false positive predictions.

Unlike the classification model, the anomaly model was trained to learn representa-
tions of normal surface appearance rather than explicit defect tiles. Because of this the
anomaly model reacted more strongly to variations with differences from the training data.
This behavior provides an explanation for why the model detected a larger number of false
positives. The large performance difference between controlled and production-like eval-
uations suggests that the anomaly model was more strongly affected by the domain shift
than the classification model. As a result the model functions effectively as a high sen-
sitivity deviation detector, but it is not correctly aligned with the definition used by the
manual inspectors.

7.2 Comparison Between Classification and Anomaly Detection

While both models are capable of identifying defective wooden pieces, they demonstrate
different behaviors in how defects are detected and classified.

The difference in behavior originates in how the models are designed and trained.
The classification model is trained by using explicitly labeled data and by that, it learns
a constrained decision boundary more aligned with the company’s defect definitions. In
contrast, the anomaly model learns a representation of normal surface appearance and
identifies deviations from the representation. As a result the anomaly model becomes
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more sensitive to surface variations and texture changes that would not necessarily be
classified as defective during manual inspection.

The production-like evaluation further highlights the effect of dataset changes between
controlled evaluation data and real production conditions. Both models experienced per-
formance degradation in the production environment, but the anomaly model was more
strongly affected due to its sensitivity toward small visual deviations. This resulted in
a substantially larger number of false positive predictions compared to the classification
model.

Another possible explanation for the higher false positives is that the anomaly model
showed limited ability in distinguishing between invalid and good surface appearances.
Since the anomaly model was trained to react to deviations from normal patterns some in-
valid variations may have been interpreted as anomalous rather than non-defective. Mean-
while the classification model displayed high capability in identifying these invalid tiles.

The classification model behaves as a more selective decision system, producing fewer
false positives while still maintaining a good defect detection capability. The anomaly
model behaves as a high sensitivity anomaly detector, the model prioritizes defect cover-
age over precision. As a result the anomaly model captures a larger set of the defective
wooden pieces. Worth noting is that the model also flags a larger number of normal
wooden pieces as defective.

Overall the comparison demonstrates that the two models are complementary to each
other. The classification model provides stable and more selective predictions while the
anomaly model provides a stronger defect sensitivity and gives a larger coverage of de-
fects. The statistical analysis supports this interpretation. While the difference in false
positive behavior between the models is significant, the difference in defect detection rate
is not. As shown in Table A.4 the classification model detected 7 of the 52 manually
identified defects that the anomaly model missed. While the anomaly model detected
10 that the classification model missed. The two approaches are therefore not redundant
alternatives where one dominates the other, but the approaches capture different visual
characteristics of defects. These results provide a strong foundation for combining the
models into a unified inspection system.

7.3 Combined System Performance

The combination of the two models reduced the extreme sensitivity previously observed
in the anomaly detection model while still maintaining reasonable defect detection capa-
bility. As a result, the combined system produced substantially fewer unnecessary inspec-
tions and improved overall operational efficiency.

The results from the individual model evaluations showed that the anomaly model
was highly effective at detecting deviations, while the classification model provided a
more selective decision making. The combined system does not require both models to
classify a tile as defective in all cases. Instead the classifier is given priority for invalid
tiles. The final defective verdict is decided only when both models classify it as defect.
If the anomaly model detects a deviation not confirmed by the classification model it is
marked as a warning. This allows the system to reduce false positive defect classifications
while still preserving uncertain predictions for further inspection.

Worth noting is that there still is a recall of 0.5769 which means that a noticeable
number of defective wooden components remain undetected. This highlights the trade-off
between reducing false positives and maintaining high defect sensitivity. The statistical
analysis confirms that this trade-off is not an artifact of the limited sample. The reduction
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in defect detection compared to both individual models is statistically significant. Re-
quiring agreement between the models therefore removes the false positives at a real and
measurable cost in defect coverage, which any deployment decision must weigh against
the operational cost of unnecessary inspection. It should also be noted that the statistical
tests measure difference relative to the manual inspection standard. Since this reference
involves subjective judgment, a statistically significant difference in false positive counts
reflects a significant difference in alignment with the current inspection guidelines rather
than a proven difference in objective defect detection ability.

The classification model contributes a more constrained and structured decision bound-
ary aligned with the predefined defect guidelines while the anomaly model contributes to
a larger sensitivity against visual deviations and irregular surface patterns.

The results show that the combined system is capable of detecting more than half of
all manually identified defects while producing a considerably lower number of incorrect
defect predictions compared to the individual anomaly model. This demonstrates a more
balanced trade-off between sensitivity and specificity in the production-like environment.

Overall the combination of the system demonstrates a more balanced detection strat-
egy than having the models individually. The results indicate that combining classifica-
tion boundary with anomaly deviation detection provides a more stable and operationally
viable inspection approach for production environment.

7.4 Relation to previous Research

The results of this thesis support previous research showing that machine learning and
computer vision methods are capable of achieving high performance in industrial in-
spection tasks under controlled conditions. Both the classification and anomaly models
demonstrated relatively strong performance during the controlled evaluations, indicating
that automated inspection systems are suitable for defect detection on treated wood sur-
faces.

Earlier studies using lightweight ResNet-based models demonstrated high classifica-
tion accuracy on curated wood defect datasets under controlled conditions, while also
highlighting the effectiveness of transfer learning for limited training data [9]. Similarly,
the supervised classification model in this thesis achieved selective predictions during
both controlled and production-like evaluations, producing fewer false positives than the
anomaly detection model.

The results also support the challenges discussed by Shukla et al. [3], particularly
regarding production variability and anomaly sensitivity in industrial environments. The
anomaly model produced a large number of false positive predictions in the production
environment. This demonstrates the difficulty of applying an anomaly based inspection
system in environments with large visual variation.

The results are also consistent with previous research on anomaly detection for natu-
ral wood surfaces. Earlier work evaluating PatchCore and EfficientAD on natural wooden
surfaces concluded that defining normality is inherently difficult due to the unique sta-
tistical texture of wood [11]. Similar challenges were observed in this thesis, where the
variation in natural texture and changing production conditions reduced the robustness of
the anomaly detection model compared to the controlled evaluation. Unlike many pre-
vious studies performed under controlled conditions using controlled datasets, this thesis
evaluated both supervised and unsupervised approaches within a production-like inspec-
tion pipeline for treated wood surfaces. This provides additional insight into how machine
learning models behave under real industrial variability and operational conditions.
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8 Conclusions and Future Work

This chapter concludes the thesis. Section 8.1 summarizes the findings in relation to the
research questions, and Section 8.2 presents directions for future work.

8.1 Conclusions

This project investigated the use of machine learning for automated quality inspection
in an industrial environment of wooden surfaces. Two different approaches were imple-
mented and evaluated. One being a supervised classification and the other being an un-
supervised anomaly model. The models were evaluated both under controlled conditions
and in a production-like environment.

The classification model demonstrated very strong performance during controlled
evaluation, achieving high accuracy, precision, recall and F1-score across the predefined
classes good, bad and invalid. The production evaluation showed a different result where
it showed noticeable decrease in performance. This is mainly seen from the increased
number of false positives. Despite this, the classification model maintained a relatively
strong selective approach, compared to the anomaly detection model.

The anomaly detection model demonstrated a strong sensitivity toward defective wooden
pieces and achieved high recall in production-like evaluation. Because of this, it greatly
increased the number of false positives. The results showed that the anomaly model was
highly sensitive to visual anomalies, including variations that were not classified as de-
fects according to the inspectors guidelines.

The comparison of the models showed that the classification and anomaly model
behave fundamentally differently. The classification model had learned explicit defect
boundaries on the labeled data it had gotten, while the anomaly model had learned the
representation of normal and would identify deviations from it. This caused the anomaly
model to react strongly to variations in the wood, when it came to angles and variation in
surfaces.

The combined system, on the other hand, demonstrated a more balanced behavior
than either model could do individually. By combining structured classification bound-
aries with the anomaly deviation detection the final system reduced the number of false
positives while still maintaining a moderate defect detection. The combined evaluation
achieved a precision of 0.3529, a recall of 0.5769, and an F1-score of 0.4380, this repre-
sents a more operationally viable trade-off between sensitivity and control.

The result also highlighted the impact of domain shift between the controlled dataset
and the real production environment. Both models experienced reduced performance
when exposed to production variability. One of the limitations noticed was that the dataset
did not contain enough variations in wood orientation and surface appearance. In the
production-like environment the wooden components could angle themselves, making it
look like a different surface structure compared to the training data, which negatively
affected the models ability to perform.

The project demonstrates that machine learning inspection systems can effectively
detect visual defects on tile surfaces but that real world deployment requires careful bal-
ancing between defect sensitivity and operational precision. The results indicate that
combining supervised classification with anomaly detection provides a promising direc-
tion for industrial inspection systems operating under variable production conditions.
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8.2 Future Work

For the future, several improvements can be explored to make this a viable solution for real
industrial deployment. One important improvement would be to collect a larger and more
varied dataset from the production environment. The result showed that both models were
sensitive to variations in wood orientation, surface appearance and lighting. Increasing the
diversity of the dataset would likely improve the models ability to generalize in real world
production conditions.

Another improvement would be to further refine the definition of what should be clas-
sified as a defect according to the company’s guidelines. Many of the false positives
contained visible deviations that were not considered defects according to the inspectors
guidelines. More consistent labeling and clearer defect criteria could improve the align-
ment between the machine learning models and manual inspectors.

For the anomaly model, future work could be to investigate alternative architectures
and more robust feature extraction methods that would be less sensitive to the production
variability. Additional post processing could be explored to suppress isolated anomalies
that could potentially reduce the amount of false positives. Calibration of the threshold on
the classification model could be further investigated to achieve better balance between
true positives and false positives.

The combined system could be improved further by implementing weights to the in-
spection stage, each model giving some form of score of how much it thinks a tile is
defective. This could potentially improve the scores for the combined system.

Lastly, a further look at the production-like environment would be important to un-
derstand how the system performs over extended operation periods. Continuous testing
during a production would provide a better understanding of the systems robustness, sta-
bility and usability. All of this would be needed to progress from the current TRL 67
prototype toward TRL 9, where the system is fully proven and ready for industrial use.
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A Appendix 1

A.l

A2

Machine Learning Definitions

Epoch: One complete pass through the entire training dataset during model train-
ing.

Learning Rate: A hyperparameter that determines the step size used when updat-
ing model weights during optimization.

Cross Entropy Loss: A loss function used to measure the difference between pre-
dicted class probabilities and true labels.

Optimizer: An optimizer is an algorithm that updates the model parameters during
training to minimize the loss function.

Statistical significance A result is statistically significant if it is unlikely to be
caused by random variation. In this thesis, statistical significance is indicated by a
p-value below 0.05.

Evaluation Metrics

To make evaluation of the models performance different metrics are used.

TP: True Positive, defective samples correctly classified as defective
TN: True Negative, normal samples correctly classified as normal

FP: False Positive, normal samples incorrectly classified as defective
FN: False Negative, defective samples incorrectly classified as normal

Precision: Measures how many predicted defective samples were actually defective

TP

Precision = m—m

Accuracy: Measures the overall correct predictions made by the model.

TP+ TN
TP+TN+ FP+ FN

Accuracy =
Recall: Measures how many actual defective samples were correctly detected by
the model.

TP

Recall = 755N

F1-score: Combines precision and recall into a single metric.

Precision -
P19 recision - Recall

" Precision + Recall



A.3 Camera Setup and Example of Tiles

Figure 1.4: Example of de- Figure 1.5: Example of in- Figure 1.6: Example of good
fective tile. valid tile. tile.

Figure 1.7: Camera setup used for data collection and defect inspection.



A.4 Defect Detection Overlap

Table 1.6 lists the 52 manually identified defective wooden pieces in the production-like
evaluation, grouped by which configurations detected them. Image identifiers refer to the
recorded production images used in the evaluation.

Detected by Count Images

All three configurations 30 cam_9, cam_72, cam_78, cam_79,
cam_83, cam_85, cam_91, cam_92,
cam_95, cam_99, cam_107, cam_115,
cam_120, cam_208, cam_314, cam_402,
cam_474, cam_596, cam_627, cam_754,
cam_785, cam_834, cam_896, cam_900,
cam_970, cam_1054, cam_1062,
cam_1221, cam_1347, cam_1357

Both individual models, not 2 cam_157, cam_1019

the combined configuration

Classification model only 7 cam_21, cam_64, cam_184, cam_ 269,
cam_461, cam_871, cam_1045
Anomaly model only 10 cam_87, cam_93, cam_111, cam_344,

cam_537, cam_953, cam_1042,
cam_1301, cam_1535, cam_1537
No configuration 3 cam_118, cam_931, cam_1523

Table 1.6: Detection outcome for the 52 manually identified defects across the three eval-
uated configurations in the production-like evaluation.
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